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Executive Summary
In this deliverable, we finalize the framework proposed in Deliverables D1.4.1 [23]
and D1.4.2 [39] by solidifying and updating previous definitions and providing evaluation results for a set of methods developed in LarKC. In the evolved framework,
we update the definitions to account for changes in the LarKC platform architecture. Furthermore, we frame and inventory evaluation results from workpackages
2, 3 and 4.
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1 Introduction
The goal of this deliverable is to update and finalize the framework described in our
previous Deliverables D1.4.1 [23] and D1.4.2 [39]. We provide a formal framework
for evaluating heuristic problem solving in LarKC that provides an abstract and
formal definition of various metrics and provide results for a series of methods
developed in LarKC.
By providing a formal characterization of the metrics defined in the previous
deliverables, we are able to define precisely what aspects of a system we intend to
measure. In general, given a property of a system or component we are interested
in measuring methods or techniques to asses its value. For example, one method
to assess the performance of a plug-in is to measure its runtime, i.e. the time
it requires to complete a given task. Another way of assessing performance is to
consider the number of operations the plug-in needs to perform in order to carry out
a given task. Both methods allow us to determine a plug-in’s performance measure,
albeit in terms of two different metrics, namely time and number of operations.
A desired characteristic of a framework for measuring heuristic problem solving
in LarKC is the ability to encompass and capture the plethora of methods and
techniques for measuring those properties of a plug-in or workflow that allow us
to evaluate heuristic problem solving in LarKC. Therefore, in this deliverable, we
define a framework for measuring heuristic problem solving in such a way that
we are able to abstract from specific metrics and methods and provide a general
characterization of the different metrics. Providing metrics that abstract over
specific methods and measures allows us to focus our attention on the desired
properties of a given metric so that independently of what method is used for
assessing its value the results capture the target property we are interested in
measuring.
Some of the properties we intend to measure are applicable to different components at different levels of abstraction. For example, processing speed is a property
that can be measured both at the plug-in and the workflow level. In this case,
the processing speed of a workflow is determined based on the processing speed of
its constituent plug-ins and the number of times its plug-ins are executed. In this
case, processing speed can be measured per plug-in or per workflow and can be
measured for every type of plug-in.

1.1 Definition and Interpretations of Heuristics
The term “heuristic” is of Greek origin and originally meant “serving to find out
or discover” [18]. Broadly speaking, heuristics are practical methods or strategies
that are called for when provably optimal solutions or optimization techniques
are impractical or impossible. In mathematics and computer science “heuristics
are criteria, methods, or principles for deciding which among several alternative
courses of action promises to be the most effective in order to achieve some goal”
[33].
Although heuristics are often seen as useful or inevitable, their promise of
increased efficiency can come at a price of decreased accuracy. Although using
a heuristic does not necessarily lead to inferior outcomes, researchers in artificial intelligence and cognitive science have emphasized their potential to trade-off
1
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benefits (e.g., in generality and ease of use) against potential costs (e.g., in effectiveness). The lack of guarantees for finding efficient solutions has linked the
notion of heuristics with “mere rules of thumb” and lead to their interpretation as
imperfect but inevitable crutches on which constrained engineers or feeble human
beings need to rely when optimization is out of reach. Their psychological interpretation as vague and error-prone rules of thinking and reasoning is largely based
on the influential research program on heuristics and biases [42, 25].
A more positive view of heuristics is advocated by Gerd Gigerenzer and the
Center for Adaptive Behavior and Cognition in Berlin. According to their definition, heuristics are strategies that ignore information to make decisions faster,
more frugally (i.e., using less information), and/or more accurately than more complex methods [16]. Rather than viewing human decision making as being plagued
by inevitable biases and constraints the alternative framework of fast and frugal
heuristics emphasizes that heuristics aim for efficiency, but are neutral with respect to achieving some goal. Thus, heuristics do not necessarily yield merely
second-best solutions. How successful or unsuccessful they turn out to be in a
given context remains an empirical question.
The re-interpretation and rehabilitation of heuristics by Gigerenzer and colleagues [19, 17, 20, 9] begins by returning to Herbert Simon, the father of bounded
rationality [35, 36]. Simon’s basic research question was:
How do human beings reason when the conditions for rationality postulated by the model of neoclassical economics are not met—for example,
when no one can define the appropriate utility function, or suggest how
the contribution of expenditures to utility is to be measured? [34]
One of Simon’s answers to the question of bounded rationality is that organisms
and organizations satisfice, i.e., they search for solutions that meet some criterion
that renders them “good enough”, rather than being optimal in some normative
sense [37].
Satisficing can be described as a heuristic that sets one or more aspiration
levels for a decision problem (e.g., retrieve 100 RDF triples of data to a query)
and stops whenever this criterion has been met. Apart from leading to acceptable
alternatives with a reasonable amount of effort (in terms of time spent searching
or retrieving) an important feature of this type of heuristic is that it contains a
precise process model of the actual steps taken to arrive at a particular solution.
Analytically, heuristics are characterized by three building blocks:
1. Search rules specify what information is considered and in which direction
search proceeds in the search space.
2. Stopping rules specify when the search for information is stopped.
3. Decision rules specify how the information is used to reach a final decision.
In summary, any strategy or method that solves a problem (e.g., data retrieval, deducing a conclusion) by ignoring some information can be characterized
as a heuristic. The benefits and costs of using heuristics, as is true of purported
optimization methods as well, cannot be determined a priori, but are a matter
of empirical investigation. Such investigations are the primary objective of this
deliverable (see LarKC deliverables 2.7.2 and 2.7.3 for related efforts).
2
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1.2 Evaluating Heuristic Problem Solving in the Context of
LarKC
Although the work being done in WP11 (“Instrumentation and Evaluation”) is
closely related to the work being done in WP1 in the context of task 1.4 (“Evaluation”), which includes the family of deliverables D1.4.x, there are some important
differences between the two of them that we will highlight here.
The first difference is in regards to the main goal of both task forces. The
work in D1.4.x is about defining a framework for measuring heuristic problem
solving in LarKC and hence the object or process we are concerned with measuring
and evaluating is heuristic problem solving rather than a single component of
subsystem of the platform. As a consequence, we are not generally focused on
evaluating the several plug-ins and components that comprise the LarKC platform
but with evaluating the performance of different heuristic-based approaches to
problem solving in LarKC. Given a task or problem we want to solve in LarKC we
intend to evaluate and compare how different heuristic-based strategies perform
in solving the given problem. In LarKC, such a task or problem is solved by first
building a workflow comprised by instances of different plug-in types and then
by executing such a workflow. Heuristic problem solving in LarKC can occur at
different levels such as at the plug-in level (eg. through heuristic-based plug-ins)
or at the workflow level. Therefore, evaluating heuristic problem solving calls for
metrics and methods for measuring heuristic problem solving at these different
levels.
In contrast to this, WP11 is concerned with instrumentation and evaluation
of the entire platform and all its components and thus it may include a much
larger set of metrics, e.g. metrics for evaluating the performance of the data layer
component. In addition to this, the work in WP11 is concerned with monitoring
the execution (performance) of the platform and thus many of the metrics may
need to be evaluated at runtime. Moreover, these measures can be used to make
decisions about how to best control the execution of the platform (eg. adding
more compute nodes on demand to deal with large amount of data of complex
plug-in executions). Monitoring the performance of the platform is not a task
we are concerned with in D1.4.2. In task 1.4 we are interested in evaluating how
different heuristic-based approaches solve problems in LarKC.
Although there are some fundamental differences between the tasks being conducted in WP1 and WP11 in regards to the evaluation of LarKC there is a relation
between both as well. WP11 provides the means to measure metrics related to
platform, plugins, workflows, and queries execution. These concrete measurements
can be interpreted and mapped into the set of high level metrics that are relevant
for evaluating heuristic problem solving. In the rest of this section we briefly have
a look at the set of metrics or dimensions that are relevant for heuristic problem
solving and map these into WP11 metrics. Most of the the mappings are not one
to one mappings, but rather a set of metrics collected by WP11 correspond to one
high level metric part of the heuristic problem solving framework. One relevant
metric for the framework is the number of operations that a plugin is performing.
WP11 does instrument in very details (including number of method calls or operations) the data layer access from within a plugin or platform. For other generic
methods this information is not made explicit because of very high overhead, but
3
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can be deduced from the context information related to a method call. Other metrics proposed in the evaluation framework for heuristic problem solving that also
relate to the performance of a plugin is the execution time. Measuring execution
time using WP11 tools is very straight forward as WP11 has explicit metrics for
this dimension, namely the PluginTotalExecutionTime metric. Very related to the
total execution time is the processing speed of a plugin which can be informally
defined as the number of triples used or triples produced by the plugin per time interval. From the WP11 perspective the relevant metrics to compute the processing
speed of a plugin are PluginInputSizeInTripe, PluginOutputSizeInTripe and PluginTotalResponseTime. Regarding the correctness of an answer, which is reflected
in the notion of accuracy defined in the framework, WP11 provides support to
propagate this information but it it not implicitly supported by WP11, as correctness and accuracy can be defined in various ways and have different meanings in a
context of different plugins. To assess the scalability of heuristic problem solving
plugins, various metrics collected by WP11 tools can be considered and combined. Among these we can mentioned the total response time of a plugin (PluginTotalResponseTime), plugin thread related metrics (PluginThreadCount, PluginThreadBlockCount, PluginThreadBlockTime, PluginThreadWaitCount, PluginThreadWaitTime, PluginThreadGccCount, PluginThreadGccTime) and plugin
memory related metrics (PluginyAllocatedMemoryBefore, PluginyUsedMemoryBefore, PluginyFreeMemoryBefore, PluginyUnallocatedMemoryBefore, PluginyAllocatedMemoryAfter, PluginyUsedMemoryAfter, PluginyFreeMemoryAfter, PluginyUnallocatedMemoryAfter).
We should also note that we have excluded data selection heuristics in general
from this deliverable, since they are described separately in D2.7.2 and D2.7.3

1.3 Organization of this Document
This document is organized as follows. Chapter 2 updates the definition of scalability given in our previous deliverables. Then in Chapter 3 we report on the results
of a series of experiments aimed at measuring different workflows, plug-ins and
methods according to the proposed metrics. Chapter 4 concludes the document.

4
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2 Formal Characterization of Metrics
In general, for this deliverable, we adopt the definitions introduced in D1.4.2. A
sole exception to this is the definition of Scalability, which we update and extend
as shown below.

2.1 Scalability
Scalability is a property of a system or component that characterize the ability
of such system or component to continue to perform when certain computational
parameters increase. Typically, scalability is measured in terms of some criteria
such as runtime, memory usage, etc. For instance, we say a component or system
scales with respect to the size or complexity of its input if its runtime scales linearly
or better with the size or complexity of the input. In this deliverable in particular
we are interested in measuring the scalability of plug-ins and workflows.
Let i1...n be the set of the input parameters in a method, all represented by
scalar numbers. To simplify our analysis and provide a unifying framework, we
will consider performance metrics as functions of a single input parameter p(i). We
p(i)
. From this definition,
use the following definition for scalability: sp(i) (n) = (p(1)∗n))
we can derive the following:
• if sp(i) (n) = 1, the performance metric p scales linearly with the input parameter i.
• if sp(i) (n) < 1, the performance metric p scales superlinearly with the input
parameter i. I.e. for an increase in i, we have a disproportionally low increase
in p.
• if sp(i) (n) > 1, the performance metric p scales sublinearly with the input
parameter i. I.e. for an increase in i, we have a disproportionally high
increase in p.

5
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3 Evaluation results
In this chapter, we report on the evaluation results of several plugins, methods and
workflows developed in the context of LarKC, using the definitions of the previous
chapters.

3.1 WebPIE
The WebPIE (Web-scale Parallel Inference Engine) LarKC workflow [44, 43] is
a high-performance OWL inferencing engine, calculating the deductive closure of
the input. It is built using the MapReduce [14] parallel programming model and
the Hadoop framework. MapReduce requires that all information is encoded as
sets of key-value pairs. These values must be processed using two functions: a
map function, that transforms a pair of values to a set of new pairs and a reduce
function, that processes all key-value pairs with a given key to produce a new set
of key-value pairs.
Using a mechanism similar to SPO-hashing, terms can be used as keys in order
to bring triples that share terms to the same reduce function. Then, it is possible
to apply reasoning locally. In the basic scheme, this process has to be repeated
until fixpoint. It was shown that this implementation performs poorly.

3.1.1

Main heuristics

• a method for parallel compression of RDF data, as described in [45]. This
method was used to vastly decrease the size of the intermediate results.
• schema triples were loaded in memory (similar to the approach in [6])
• the map function was used to group together triples that could lead to the
same triple being derived multiple times
• the application of RDFS rules was ordered so as to minimise the need for
fixpoint iteration
• for rules with multiple joins in the antecedent, the small side of the join was
loaded in memory
• rules that could repeatedly derive the same conclusions (for example rules
involving the ‘owl:sameas’ predicate) were applied in only part of the graph
at a given time

3.1.2

Experimental parameters

The experimental parameters of the WebPIE workflow are described in this section.
Table 3.1 shows an overview of these parameters, their range and the default values
used. Unless otherwise specified, our experiments have been carried out using the
default values. In the rest of this subsection, we briefly describe the meaning of
these parameters.

6
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Parameter
Range
Dataset
LDSR, LLD, Bio2RDF, LUBM
Reasoning complexity
RDFS, OWL
8, 16, 32, 64
No. nodes
Input size
1 billion-100 billion

Default value
LDSR
OWL
32
1 billion

Table 3.1: Experimental parameters
Dataset

Reasoning
complexity
LDSR
+++
LLD
++
Bio2RDF +
LUBM
++

#Triples
(Millions)
862
694
24000
flexible

#TriplesOWL (Millions)
1790
1024
25000
flexible

#Terms
(Millions)
259
448
7302
flexible

Table 3.2: Datasets used in our experiments (size, size under OWL closure and
number of distinct terms)

Platform We have performed most of our experiments of the DAS-4 VU cluster.
In this cluster, each node is equipped with two quad-core Xeon processors, 24GB of
main memory and a single 2TB hard disk. The nodes are interconnected through
Gigabit Ethernet.
Datasets (Default value: LDSR) We launched WebPIE on a set of realworld datasets: The Linked Data Semantic Repository (LDSR) dataset [3] ( later
renamed to FactForge [2]) consists of several commonly-used datasets like DBPedia, Freebase and Geonames. The Linked Life Data (LLD) dataset [4] is a
curated collection of datasets from the biomedical domain. In the same domain,
the Bio2RDF dataset [1] is currently the largest dataset with Semantic Web data,
consisting of more than 24 billion triples. Finally, we have also used the Lehigh
University Benchmark (LUBM) [21], which is a benchmark for RDF, consisting of
generated information in the academic domain. LUBM can generate arbitrarily
large datasets keeping with reasoning complexity.
In Table 3.2, we report the number of statements, the number of statements
for the OWL closure, and the number of distinct terms for each of these datasets.
Also, for every dataset we report the supported reasoning complexity starting from
one ’+’ if only limited RDFS/OWL reasoning is possible, and going to three ’+’
when almost all RDFS and OWL rules are supported. An intermediate number of
’+’ is to indicate the number of rules and should be used to get a rough indication
of the reasoning complexity on that dataset.
Our system operates on compressed data, using the method in [45].
Reasoning complexity (Default value: OWL) We have performed experiments using both the RDFS ruleset and the more expressive OWL-Horst ruleset.
We have evaluated most of our system using the OWL-Horst ruleset.

7
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Dataset

Input size

LDSR
862 million
694 million
LLD
Bio2RDF
24 billion
1101 million
LUBM

RDFS
OWL
Throughput Runtime Throughput Runtime
1518ktps
568 sec
156ktps
5512 sec
2217ktps
313 sec
308ktps
2253 sec
4765ktps
5122 sec
656ktps
37221 sec
1918ktps
574 sec
538ktps
2046 sec

Table 3.3: Reasoning time and throughput per dataset

Number of nodes (Default value: 32) To measure the scalability of our
approach given additional computational power, we launched the reasoner on a
varying number of nodes.
Input size (Default value: 1.3B triples) Similarly, to measure the scalability
of our approach regarding the input size we launched the reasoner varying the input
size. We note that we cannot compare the performance of real-world datasets
looking at their input size because they do not use the same language expressivity.
For this reason, we will use the LUBM benchmark (which can scale arbitrarily
in size) for evaluating the scalability of our system and the more expressive and
realistic LDSR dataset in most other cases.

3.1.3

Dataset and reasoning complexity

We launched WebPIE on different datasets and we report the runtimes in Table 3.3
for RDFS and OWL materialization. We make the following observations:
• RDFS reasoning is significantly faster than OWL reasoning, by a factor 5
to 10. This outcome was expected because RDFS has less and simpler rules
than the OWL fragment and therefore it is easier to compute.
• The runtime and throughput of WebPIE is highly dependent on the logics
employed by the input data. Moreover, the computation time for the two
logics is not strongly correlated: If we consider the RDFS fragment, we note
that LLD yields the best results. However, for the OWL fragment, then
LUBM is the one with the best performance.
• For larger datasets, our system yields better throughput (e.g. for Bio2RDF
we have at least two times higher throughput compared to the other datasets)
because the framework overhead becomes much less relevant in the overall
computation.
• For Bio2RDF, the ratio of derivations compared to the size of the input is
low. This attests to the relatively weak inference possible over such large
corpora.

8
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Figure 3.1: (a) Runtime for the number of nodes (lower is better) (b) Scaled
speed-up sRuntime(#nodes) (n) (higher is better)

3.1.4

Scalability

We have evaluated the scalability of our approach in terms of input size and number
of nodes. For these experiments, we have used the LUBM dataset, since it can be
scaled to arbitrary size without any effect on its complexity.
Figure 3.1 summarizes our findings concerning the performance of our system
for a varying number of nodes. Figure 3.1(a) shows the runtime for calculating the
closure of LUBM together with the (theoretical) linear speed-up and Figure 3.1(b)
shows the scaled speed-up (i.e. sRuntime(#nodes) (n)). We note that, for n = 16 nodes
or less, our system has superlinear speed-up, meaning that for double the number
of nodes, our system performs better than twice as fast. This is attributed to the
fact that, with a larger number of nodes, we can store a larger part of the input
in memory, which dramatically increases performance.
In Figure 3.1(b), we also observe that, for n = 32 nodes, sRuntime(#nodes) decreases drastically. This is because of the time required by the platform to start
a job. Regardless of the number of nodes, calculating the closure of LUBM will
always take more than approximately 25 minutes (a limitation imposed by the
Hadoop platform).
Figure 3.2 shows the runtime for an input size up to 100 billion triples on 64
nodes (n = 64). Here, we see a similar situation as before: for small data sizes
our throughput is reduced, since the runtime is dominated by platform overhead.
Starting from 5 billion triples, the throughput improves dramatically as the platform overhead is amortized over the longer runtime. For input larger than 20
billion triples, we benefit less from keeping large portions of the data in memory
and the throughput slightly decreases.
In general we notice that the performance is approximatively linear with regard
to the input size. This can be surprising considering that reasoning is a task
with a computational complexity worse than linear. The reason behind the linear
behavior is that LUBM is a benchmark that generates input with a reasoning
complexity proportional to its size. That means that if we double the input size
then also the computational complexity is doubled. Such feature of LUBM fits
with the purpose of this experiment because in order to measure the scalability we
do not want that other factors like input complexity influencing the performance.
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Figure 3.2: Runtime for increasing input size (on 64 nodes)
From the above, it is safe to conclude that our approach scales gracefully both
in terms of the number of nodes and data size, given than the reasoning task is
computationally intensive enough.

3.2 MaRVIN
MaRVIN[32, 27] performs materialisation using a peer-to-peer architecture on a
cluster infrastructure. It is motivated by the observation that it is hard to solve
Semantic Web problems through traditional divide-and-conquer strategies since
Semantic Web data is hard to partition. To this end, it proposes a novel method
for continually partitioning data and performing inference on each partition. When
no new inferences are drawn for a given amount of time, the method stops.

3.2.1

Main heuristics

MaRVIN brings forward a method named divide-conquer-swap to do inferencing
through forward chaining (i.e. calculate the closure of the input data). The main
algorithm can be described in the following steps (Algorithm 1): First, the platform divides the input data into several independent partitions and assigns these
partitions to compute nodes. Second, each node computes the closure of its partition using a conventional reasoner. Then, old and new data is mixed and new
partitions are created in a distributed manner. This process is repeated until no
new triples are derived. At this point, the full closure has been calculated.
Expressed in the terminology of the introduction, MaRVIN uses heuristic rules
for search and stopping, namely, arbitrary partitioning and searching in each partition and stopping when reasoning is no longer productive (i.e. no new triples
have been produced for a period of time).
The original work in MaRVIN has been extended with an additional heuristic
for which data is be exchanged between nodes [27]. The main idea is that peers do
not exchange random data, but exchange data which, to their knowledge, is most
relevant for the receiver. The peer knowledge is very lightweight, namely a numeric
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Algorithm 1 Divide-conquer-swap
1. The input data is divided into smaller partitions, which are stored on a
shared location.
2. A number of reasoners is started on several computational nodes. Each node
reads some input partitions and computes the corresponding output of this
input data at its own speed.
3. On completion, each node selects some parts of the computed data and the
input data, and sends it to some other node(s) for further processing.
4. Each node copies (parts of) the computed data to some external storage
where the data can be queried on behalf of end-users. These results grow
gradually over time, producing anytime behaviour.

identifier for each peer, assigned randomly from a 32-bit space. Similarly, terms get
a key in the same space, using some hash-function on their string representation.
In practice, this means that terms will be “closer” to the identifiers of some peers.
Peers then use the numeric ordering over term keys and peer identifiers to decide
which triples to exchange.
Algorithm 2 Distributed clustering
Let I be the set of triples in local node, p the set of IDs of neighboring peers
and S the local peer’s ID.
procedure main
while true do
p ← select gaussian random(P, S)
e ← arg(mine∈I {|key(e) − p|})
. select the triple
. with key closest to
. selected peer’s key
send(e, p)
I ←I −e
end while
end procedure
procedure respond to(p)
e ← arg(mine∈I {|key(e) − p|})
send(e, p)
I ←I −e
end procedure
For each triple in the system, we create three replicas. Each of these replicas
is assigned a key using a hash-function on s, p or o, as in term-based partitioning.
A request for triples includes the identifier of the requesting peer. The requested
peer responds with those triples whose keys are closest to the identifier of the
requesting peer. After sending, the responding peer removes the triples from his
own storage. Exchanges are repeated ad infinitum.
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dataset
size
SwetoDBLP 14.9M
Geonames
69.8M
110.2M
DBpedia
combined
194.9M
864.8M
all

ftopterm
17%
9%
55%
31%
14%

top term
rdf:type
geo:lat
dbpedia:wikilink
dbpedia:wikilink
"0"^^xsd:integer

Table 3.4: Datasets, with size (in nr. of triples) and fraction of most popular term

3.2.2

Evaluation

For the evaluation of MaRVIN, we will name unary join a join of two triples sharing
a term and binary join a join of two triples sharing two terms. To illustrate our
case, we note that the RDFS subclass transitivity rule (rule 11), requires a binary
join: the two triples share two terms: the predicate subclassOf and the variable
y. A unary join refers to rules such as rule 7, in which the two triples only share the
variable x. Despite the name “unary”, even the unary joins are indeed joins: they
require that two triples have one term in common, and a join must be performed
across these two triples.
To demonstrate the scalability of our system in absolute terms, we will calculate
the closure of some of the Billion Triple datasets, listed in Table 3.4. Our routing
strategy is independent of the reasoner used on each node. For the purposes of
our experiments, we have implemented a simple and fast RDFS reasoner that
produces the closure of the input, but similar results could have been achieved
with an off-the-shelf reasoner such as Sesame, OWLIM or Jena. The system was
stopped manually when no new triples were derived.
Experimental platform
Our experiments were run on the Distributed ASCI Supercomputer 3 (DAS-3).
We have used up to 64 nodes with two dual-core processors and 4GB of RAM
each interconnected through 10Gbps Myrinet.
Initially, data was placed in a shared file-system and randomly partitioned.
Each node read a random partition.
We should note that although the network could sustain very high transfer rates
(some 250MB/s), the bottleneck in our system, if no reasoning is employed on the
peers, is the CPU throughput for marshalling and unmarshalling data. When
peers apply local reasoning on their data, the reasoner is typically the scalability
bottleneck.
Evaluation criteria
We will evaluate our approach according to the following criteria:
• unary and binary joins: as described above, we use the number of unary and
binary joins performed per second as the criterion on how fast can our system
match rules based on these joins. We believe that this is a good measure for
comparison between different clustering methods because it applies to any
logic with such rules.
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• triples produced : to demonstrate the performance of our system in absolute
terms, we use the number of triples produced. Note that this is not as
general as the previous measure, since it is dependent on the actual reasoner
deployed on the nodes, but it allows comparison with other systems.
• data transferred : the amount of data processed per peer is an indication of
load-balancing. A skewed load distribution would mean that some peers are
underutilised.
• number of nodes: we will show the ability of our system to perform better
given additional compute nodes using the notions of speedup and speedup
efficiency. The ideal 100% efficiency (n-fold increase of nodes leading to
an n-fold increase in speed), is typically not achieved due to coordination
overhead.
• ruleset: we can distinguish two rule categories in RDFS: the ones that have
one antecedent (rules 1, 4a, 4b, 6, 7, 8, 10, 12 and 13) and rules that have two
antecedents (rules 2, 3, 5, 9 and 11). The former are easy to implement in a
distributed setting: create arbitrary partitions, and apply each rule to each
triple in each partition. The latter rules are more challenging, since they
require a join over two triples sharing one or two terms. When performing
RDFS reasoning, we focus on the “hard” rules: those requiring a join over
multiple triples. Although we have validated our results using the “easy”
rules as well we will report only reasoning results with the “hard” ones.
Results
In this section, we will present the results of our empirical evaluation.
Data clustering
To evaluate the performance of our clustering algorithm, we have performed experiments on the SwetoDBLP dataset on 32 nodes. Instead of a reasoner, we have
used a join counter for the unary and binary joins of the data loaded.
Figure 3.3 shows the number of joins performed per peer per second. Our first
observation is that, regardless of the clustering method, the system can perform
a very large number of joins per second, reaching an aggregate of 8.1 billion joins
per second over 32 nodes (both unary and binary joins combined). Note that the
same join may be counted twice, since there is no efficient way to store which joins
have already occurred.
We compare four clustering techniques: random uses random exchanges and
loads random data, local clusters data locally (i.e. selects data that have some
term in common to load from storage), distributed uses the speeddate algorithm
described in the previous section for exchanges between peers while loading random
data from storage and full combines the previous two approaches.
Our results show that either local or distributed clustering benefits the join
throughput of our system. The combination of local and distributed clustering
yields an additional benefit, showing an improvement of 71% for unary joins and
159% for binary joins, compared to the random approach.
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join throughput (meetings/s)

300,000,000

binary
unary

250,000,000

200,000,000

150,000,000

100,000,000

50,000,000

0

random

full

local

distributed compound

Figure 3.3: Join throughput (meetings/s) with various clustering methods
We should also note that these results do not show the full benefit of the
clustering method. The distributed clustering algorithm creates a replica for each
term in the triple, and routes them in the network. When a triple is loaded
in a peer, only one of its terms was actually used for clustering: the one that
was used as a key. On the other hand, when we count the joins, all terms are
taken into account. This means that each triple replica is clustered according to
only one of its terms. Any joins happening with any of the other two terms will
be by “chance”, similar to the random approach. In practice, the result for the
distributed clustering refers to distributed clustering for one third of the terms,
and random exchanges for two thirds of the terms.
Compound keys
We have also tested a variant of full in which not only the terms of each triple
are used as keys for speeddating, but also combinations of terms. Namely, besides
using s, p and o as keys, we also use sp, po and so. Such compound keys are
common in the literature on indexing RDF data [22, 49].
This method produces twice the number of replicas for each triple, but should
benefit the binary joins, since triples sharing two terms would have an additional
chance to be collocated on the same peer, since they share an additional key.
Our results indicate that this is not the case: the overhead of maintaining
additional triple replicas outweighs the benefits of the additional keys for binary
joins. Compared to the standard approach, we get a decrease in join throughput
of 26% for unary joins and 27% for binary joins.
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Figure 3.4: Load-balance across peers in (a) speeddate and (b) random
Load Balancing
Figure 3.4 shows that the performance improvement of our strategy over randomised allocation of triples to peers does not go at the cost of load-balancing.
Even in the face of our highly skewed datasets, the load across nodes in the speeddating approach is almost as balanced as the perfectly load-balanced uniform random partitioning.
Scalability over peers and data
We also demonstrate the performance of our system on RDFS reasoning. Figure 3.5 shows the time needed to compute the complete RDFS closure of the
SwetoDBLP and combined datasets (SwetoDBLP, DBpedia and Geonames), on
increasing number of nodes. Also shown in the tables is the speedup (how much
faster is the system with added nodes) and the resulting speedup efficiency (i.e.
sRuntime(#nodes) (n)). The latter is defined as the speedup divided by the number of
nodes.
We can see that the time needed to compute the RDFS closure of the SwetoDBLP dataset on 64 nodes is 88 seconds. The input data contains some 15M
triples, the closure (we consider only the “hard” rules) contains some 21.5M triples.
Similarly, the time needed to compute the closure for the combined datasets (SwetoDBLP, DBpedia and Geonames) on 64 nodes is 7.2 minutes. The input data
contains some 195M triples, the “hard” closure contains some 220M triples. This
amounts to an aggregate throughput of 450.000 triples/sec.
We can see that the system scales gracefully with the number of nodes. For the
SwetoDBLP dataset, using additional nodes becomes increasingly inefficient, since
the time to process all data is overshadowed by the time to set up the environment.
We can see a similar situation for the combined dataset, albeit with a less steep
curve, since the input is much larger.
Figure 3.6 shows the triple production curve for 32 nodes for the SwetoDBLP
and the combined datasets. For comparison, the limited scalability of term-based
partitioning approaches is also shown. For SwetoDBLP, given that the mostpopular term in this dataset occurs in 17% of the triples, and assuming a maximum
capacity per peer of 1.2M triples, a system doing term-based partitioning can only
handle 7M triples, which is not even enough to store the input data, let alone the

15

FP7 – 215535
Deliverable 1.4.3

nodes
1
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4
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runtime (s) speedup sRuntime(#nodes)
2276
1.00
1.00
1213
1.88
0.94
598
3.81
0.95
330
6.90
0.86
197
11.55
0.72
179
12.72
0.40
88
25.86
0.40
(a)

runtime (s) speedup sRuntime(#nodes)
15518
1.00
1.00
10432
1.49
0.74
5541
2.80
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2822
5.50
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35.84
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Figure 3.5: Closure time with increasing nr. of peers, on (a) SwetoDBLP and (b)
combined datasets
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Figure 3.6: Time to compute closure for (a) SwetoDBLP and (b) combined datasets
(on 32 nodes)
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closure. Similar (but worse) numbers apply for the combined datasets, highlighting
the low scalability of term-based partitioning approaches.
Completeness
All clustering techniques produce complete results for the RDFS rules with multiple antecedents. We have cross-checked our reasoning results with those presented
in [44]. Furthermore, we have verified the correctness of our results for the SwetoDBLP dataset by loading it in on single machine, using the reasoner we have
developed.
In all of this, remember that we are ignoring single-antecedent rules in our
experiments (rules 1, 4a, 4b, 6, 7, 8, 10, 12 and 13). To output the complete
closure, the best approach would be to first make all “difficult” derivations, and
then, in a single pass, apply all the “simple” rules. Note that mainstream reasoners
also typically ignore the trivial rules.

3.3 C-SPARQL Under RDFS++ Entailment Regime
C-SPARQL [5] is an extension of SPARQL, the standard query language for RDF,
conceived to express continuous queries, i.e. queries registered over streams of
RDF data. The language is based on the notion of windows, i.e. the most recent
triples in the streams, and support RDFS++1 entailment regime.
In D4.6.2 [15], we presented a systematic approach to stream reasoning, by
showing that a knowledge base made up with both static and streaming data
can be maintained by means of incremental production rules. The key aspect
of that approach is the representation of data streams through time windows,
annotating each data item in the stream with an entry time and an expiration
time. Consequently, we are able to annotate also the knowledge that is derived
from streaming data with suitable expiration times, that depend on the timestamps
of the items contributing to the entailment. Deletion of expiring entailments, which
in state-of-the art approaches requires over deletion and re-derivation, can be done
by means of timestamp lookups in a hashmap. As we cover recursive rules, we may
have multiple annotations for the same information. Nevertheless, the algorithm
maintains a single annotation for each item, by taking into account for each item
the last derivation to expire.
In the following, we list the main heuristics and we re-propose the evaluation
results already delivered in D4.6.2.

3.3.1

Main heuristics

• window base selection, i.e., streaming RDF triples can be selected for furtherer processing in linear time in the number of triples looking at the time
stamp they are annotated with;
• schema triples are static, i.e., only factual knowledge appears on the stream;
1

For more information about RDFS++ see http://www.franz.com/agraph/allegrograph/
doc/reasoner-tutorial.html
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• static factual knowledge can be present, but it is disjoint from the streaming
factual knowledge, i.e., no triple appearing in the window also appear in the
static factual knowledge;
• the only source of changes are the triples entering and leaving the window,
i.e., no random update is possible neither to the factual nor to the schema
triples while the incremental maintenance process is carried on2 ; and
• the schema triples are written in RDFS++.

3.3.2

Evaluation

All experiments have been run on synthetically generated data referrring to a
simple scenario of Real-Time Impact Mining on microblogging, e.g., Twitter3 .
Suppose people participate in an event (e.g., a game in a world championship)
about which an on-line reporter is tweeting. People following the reporter’s tweets
are retweeting4 and replying5 . A dynamic network of discussion follows each report’s tweet. Some of these discussions generate consensus, while in others we can
observe fighting factions. These dynamic networks and the sentiments they carry
can be mined in real-time to understand the impact of the report’s tweet.
In our experimental setting, we suppose to be able to capture all the tweets
generated by a report’s tweet and to understand if they produce a positive or
negative reaction using a Sentiment Mining [29] solution. The data model we
consider is captured by the ontology illustrated in Figure 3.7. The instances of
the part of the ontology depicted on the left will be streaming, whereas instances
of the part of the ontology depicted on the right are slowly evolving background
knowledge.
Streaming

Background Knowledge

retweet
PositiveReaction

NegativeReaction

reply

discuss
produces
Tweet

Reaction
skos:subject
skos:broader
Skos:Concept

MonitoredTweet

Figure 3.7: Visual representation of the ontology used in the running example.
2

random updates are only possible if the C-SPARQL engine is paused
http://twitter.com/
4
Retweet: taking a twitter message someone else has posted, and rebroadcasting that same
message to your followers using the marker RT.
5
Reply: using the marker @reply to reply to tweets from other people
3
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The ontology contains three main classes Tweet, Reaction, and Concept 6 . The
reporter’s tweets are Monitored Tweets, i.e., a subclass of Tweets. A tweet can
discuss another tweet by retweeting it or replying to it. Each tweet is annotated
by the Sentiment Mining solution, by asserting that it represents either a positive
or a negative reaction to a discussed tweet. Finally, each tweet can be also annotated using the property skos:subject [30] with a concept from YAGO [38] or
DBpedia [7]. Retweet and reply are sub-property of [10] discuss, and that discuss
enables the transitive closure of retweet and reply.
Our synthetic data generator randomly generates a stream of discussion threads
and a background knowledge of concept lattices. For the discussion threads, we
can control the number of concurrent threads, the maximum number of tweets
in each thread, the maximum number of referenced concepts in the background
knowledge per tweet, the probability of retweeting per tweet, and the probability
of replying to each tweet.
When generating the background knowledge we can control the number of lattices, their depth and their breadth. An additional parameter allows the connection level to be controlled, in order to generate pure trees of concepts or complex
lattices.
We run experiments7 of two classes. In the first class of experiments, we measure the milliseconds (ms) needed to compute and maintain the materialization
using as asserted triples those in the background knowledge, those in the window,
and those that enter and exit the window at each step. In the second class, we
measure the milliseconds needed to answer the C-SPARQL query illustrated in
Figure 3.8. For each experiment, we control the configuration parameters of the
data generator, the algorithm used to compute the materialization, the length of
the window and the dimension of the step.
1. REGISTER QUERY CountPositiveAndNegativeReactions COMPUTE EVERY 1sec AS
2. PREFIX : <http://ex.org/twitterImpactMining#>
3. SELECT ?t count(?prt) count(?nrt)
4. FROM STREAM <http://ex.org/discussions.trdf>
5. [RANGE 30m STEP 30s]
6. WHERE {
7.
?t a :MonitoredTweet .
8.
{
9.
?prt :discusses ?t ;
10.
:producesReaction [ a :PositiveReaction ] .
11.
} UNION {
12.
?nrt :discusses ?t ;
13.
:producesReaction [ a :NegativeReaction ] .
14.
}
15. } GROUP BY ?t

Figure 3.8: An example of C-SPARQL query that continuously queries a RDF
stream
In the experiment of the first class, we compare three approaches: (a) the
naive approach of recomputing the entire materialization whenever the windows
slides; (b) the maintenance program generated by applying the rewriting rules
6
7

The class Concept belongs to the SKOS vocabulary [30].
We run all experiment on a Intel R XeonTM 3.60GHz with 4 GB of RAM
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illustrated in Section 3.2 of D4.6.2 to RDFS++, denoted as incremental-volz ); and
(c) the stratified production rules generated by applying our approach illustrated
in Section 4 of D4.6.2 to RDFS++, denoted as incremental-stream.
10000

ms.

1000

100

10
0,0%

2,0%

4,0%

6,0%

naive approach

8,0%

10,0%

incremental-volz

12,0%

14,0%

16,0%

18,0%

20,0%

incremental-stream

exp-with-bgk
Figure 3.9: Evaluation in presence of a large background knowledge: the average
time (ms) required to maintain the materialization as a function of the percentage
of the knowledge base subject to change

We run multiple experiments using different settings of the experimental environment, by changing the size of the background knowledge, the size of the
window, and the number of triples entering and exiting the window when it slides.
In Figure 3.9, we plot the results of one of these experiments (which qualitatively
are very similar). We compare the average time needed to maintain the materialization as a function of the percentage of the knowledge base subjected to change.
As one can read from the graph, the incremental-volz [48] approach is faster than
the naive approach only if the changes induced by the streaming triples encompass
less that 2.5% of the background knowledge. Our incremental-stream approach is
an order of magnitude faster than incremental-volz for up to 0.1% of changes and
continues to be two orders of magnitude faster up to 2.5% of changes. It no longer
pays off with respect to the naive approach when the percentage of change is above
13%.
100

ms.

10

1

0,1
0%

5%

10%

naive approach

15%

incremental-volz

20%

25%

30%

incremental-stream

exp-only-stream-avg
Figure 3.10: Evaluation without background knowledge: the average time (ms)
required to maintain the materialization as a function of the percentage of the
window subject to change

We also run experiments without background knowledge. In Figure 3.10, we
plot the average time needed to maintain the materialization as a function of
the percentage of the window subjected to change. Both our approach and the
incremental-volz [48] are an order of magnitude faster than the naive approach.
In the average case our approach “only” performs 20% better then the incrementalvolz; this is not surprising, because in the absence of background knowledge,
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only a limited amount of triples will be over-deleted and then re-derived by the
incremental-volz [48] approach. However, as illustrated in Figure 3.11, our approach outperforms the existing ones in the worst case.
100

ms.

10

1

0,1
0%

5%

10%

naive approach

15%

incremental-volz

20%

25%

30%

incremental-stream

exp-only-stream-max
Figure 3.11: Evaluation without background knowledge: the maximum time (ms)
required to maintain the materialization as a function of the percentage of the
window subject to change

In order to explain Figure 3.11, we have to further describe the behavior of
these systems. The actual time needed to maintain a materialization, as we can
expect, depends on the nature of the data that enters the windows. In the best
case, it can take few nanoseconds because the new triples and those that expire
do not trigger any derivations or deletions. In the worst case, it can require hundreds of milliseconds because the new triples and those that expire require complex
maintenance. In the worst case, our approach performs an order of magnitude better than the incremental-volz [48], which already performs an order of magnitude
better than the naive approach. This almost independent from the percentage of
change of the window.
In the experiment of the second class, we compare three approaches to evaluate
the C-SPARQL in Figure 3.8: (a) the approach of answering using backward
reasoning, (b) the one of answering after computing the materialization using the
(forward reasoning) naive approach, and (c) the one of answering after having
incrementally maintained the materialization.

Figure 3.12: Comparison of the average time needed to answering a C-SPARQL
query using a backward reasoner, the naive approach of recomputing the materialization (forward reasoning) and our approach to incrementally maintain the
materialization.
As one can read from the graph in Figure 3.12, answering using the backward
reasoner is always more convenient than naively materializing before answering the
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query. As a matter of fact, materialization only improves performance, if it can be
computed at batch time, but this is not possible in the case of stream reasoning.

3.4 Random Indexing and RDF
In WP2 which is concerned with Selection and Retrieval, we experimented with
various methods from Information Retrieval and Cognitive Science in order to
select a subset sufficient for reasoning. One of these methods is Random Indexing
(RI). Below we give a brief overview of the method (for more details see D2.5.2 and
D2.5.3), its application within LarKC, and the heuristics derived from the task.

3.4.1

Random Indexing

The assumption behind Random Indexing and other statistical semantics methods
is that words which appear in the similar context (with the same set of other words)
are synonyms. Synonyms tend not to co-occur with one another directly, so indirect
inference is required to draw associations between words used to express the same
idea [12]. RI can be seen as an approximation to Latent Semantic Analysis (LSA).
LSA is a well known method which is shown to approximate human performance in
many cognitive tasks such as the Test of English as a Foreign Language (TOEFL)
synonym test, the grading of content-based essays and the categorisation of groups
of concepts (see [12]). RI is shown to be able to provide similar performance (see
[26] and [13]).
RI can be incrementally updated and also, the term∗document matrix does not
have to be loaded in memory at once – loading one row at the time is enough for
computing context vectors. Instead of starting with the full term-document matrix
and then reducing the dimensionality, RI starts by creating almost orthogonal
random vectors (index vectors) for each document. This random vector is created
by setting a certain number of randomly selected dimensions to either +1 or -1.
Each term is represented by a vector (term vector) which is a combination of all
index vectors of the document in which it appears. For an object consisting of
multiple terms (e.g. a document or a search query with several terms), the vector
of the object is the combination of the term vectors of its terms.

3.4.2

Random Indexing in LarKC

While Random Indexing has been shown to perform well on human readable text,
within LarKC, our intention is to apply this and similar methods to RDF. We identified two complementary use cases (implemented as LarKC workflows) which are
used to demonstrate samples of the broad set of applications of Random Indexing:
• query expansion addresses the problem of searching through the large RDF
graphs on the Web by producing a larger dataset from the one that would
originally be returned, by possibly capturing items that would have been
missed before. This should increase recall.
• selection or subsetting is aimed to solve the problem of reasoning at the Web
scale – it will sacrifice many items to achieve faster processing through a
smaller dataset.
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However, before one use any of the above mentioned workflows, RI requires the
following:
• Building virtual documents (molecules) from an RDF graph: an important
part of this step is to decide what is the right level of abstractualisation.
• Optimal parameters for building the semantic space: find the best parameters
for building the semantic space using Random Indexing.
Both of these steps have a certain level of heuristics involved due to both
processes, although could be measured, are expensive to run especially on the
large scale.

3.4.3

Main Heuristics

Generating virtual documents
Application of document based IR methods to RDF graphs requires generating virtual documents from these graphs. These documents can contain keywords from
a triple, from an RDF molecule, or any other set of statements which we decide to
use as an abstraction. In the simplest case, each triple could be seen as a virtual
document. According to the definition in D2.2.1 a molecule for the specific node
S is a set of statements where S is a subject – if any of these statements have a
blank node as an object, then the molecule is extended recursively. However, while
this definition stands for various tasks such as those performed by baseline selection components (see D2.2.1), for the task of generating subgraphs in preparation
for the application of document based IR methods, we have encountered several
problems:
• Blank nodes are generally not used in the ABOX for OWL-Lite.
• Blank node often replaced by code nodes. A code node is an RDF
node which has an artificially generated URI such as for instance umlsconcept:C0278504 8 . They are usually introduced to model complexities, and
are roughly equivalent to blank nodes in RDF. Such nodes are often used
in, for example, UMLS dataset, which is a part of Linked Life (a dataset
generated for the LarKC project use cases as a part of WP7a). In the case of
the above mentioned URI, firstly, this URI is not descriptive and to discover
what it refers to, we have to investigate labels. For example, this node would
have a label : Stage I Non-Small Cell Carcinoma of the Lung. Therefore, Literals such as labels of the code nodes often seem to be one step too far, while
they appear to be important and should be included in the molecule.
Another interesting question is whether all RDF nodes should be treated equally.
In particular, how to treat the RDF nodes in the TBox? Some of the possible options are:
• Make no distinction in treating the TBox and the ABox; that is, generate
virtual documents for all RDF nodes in both ABox and TBox without any
special treatment of the TBox.
8

We use umls-concept instead of the full namespace:
resource/umls/id/
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• Generate representative subgraphs for all RDF nodes in the ABox only, and
include in these links the relevant information in the TBox.
The decision that needs to be taken is by large driven by the nature of the
dataset we want to use, however, our intention is to build a methodology for
generating virtual documents that is largely applicable and not biased to any
dataset. Therefore, when defining the methodology for building virtual documents
or molecules, we applied the following heuristics:
• Redefine the notion of an RDF molecule: the definition above is too specific,
and we need to change it to allow experimentation for different kinds of
datasets. For example, we need to consider not only blank nodes, but also
the above mentioned code nodes. We redefine the notion of RDF molecule to
the following: a molecule for the specific node S is a set of statements where
S is a subject – if any of these statements have a blank node or a URI as an
object, then the molecule is extended recursively to include statements where
the blank node or the URI is a subject and the object is a literal.
• Make the size of an RDF molecule flexible: different datasets rely on different ontology definitions and require different types of reasoning. As the
subsetting is used to reduce the problem space for reasoning, our intuition
is that the refined definition of the molecule needs to be more flexible – for
more complex reasoning, we might want to go further than 1 step from the
specific node S. Therefore, we decide to make the size of the molecule flexible
by defining how many steps (defined by depth parameter) we want to go from
a URI when generating its virtual document. As a large number of steps can
increase the size of the molecules exponentially, and hence make the process
of computing the semantic space more expensive, the recommended first step
is the minimum which is 1. Figure 3.13 illustrates how the size of molecules
grows in GBs for the MusicBrainz dataset as the depth is increased from 1 to
3. For a comparison, a set of virtual documents with depth=1 for the DBPedia 3.6 dataset which has around 328 million explicit statements has 642GB.
Generating the index and the semantic space from this size although parallelizable is an expensive process (see D2.5.3 for requirements of resources on
a dataset with few billions of statements).
• Make the inclusion of inferred statements optional : molecules are derived
from the set of explicit statements only. This is because the main usecase in
LarKC for IR methods is subsetting or selection which aims to reduce the
problem space for reasoning. Hence the task is to select a subset from explicit statements, and the reasoner further operates on this subset within the
LarKC workflow. However, generating virtual documents might be potentially useful for some other tasks (e.g. beyond LarKC) which could benefit
from the inferred statements as well. Therefore, we decide to make the process of generating virtual documents flexible by being able to specify the
parameter explicitOnly which can be set to true or false.
• Preprocessing literals: preprocessing is fundamental for effective application
of any IR method. While URIs and blank nodes are used unchanged when
building the semantic space, preprocessing literals is very important and
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depends on the domain represented by an RDF graph. Removing gene and
protein sequences is important in the domain of life sciences represented by
Linked Life Data, while different rules would apply for the general knowledge
represented by e.g. www.factforge.net, or any other graph from the Linked
Open Data cloud. It is important to perform this step as it can significantly
reduce the semantic space and make the process cheaper, however, apart
from the generic rules (such as removing punctuation and stemming of string
literals), the domain-specific rules can be defined only by looking at the
specific dataset.
• Lexicalisation of a molecule: once a set of statements representing a molecule
is selected, the most obvious way of applying IR methods would be to use
.nt format and treat each set of statements as a document, where one triple
corresponds to a sentence. However, having the task of subsetting in mind
and the fact that we want the specific set of statements to represent the
specific URI, we decide to generate these documents differently. Instead of
having a notion of each triple is a sentence, we start each sentence with the
representative URI which means that the sentences look as triples only for
those statements where URI is a subject and object is a literal. For all other
cases, the sentences have 3 ∗ depth + 2 ‘words’ (see D2.5.3 for details).

Figure 3.13: Growth of molecules for different depths for MusicBrainz dataset:
14.9 million explicit statements
While heuristics affect the accuracy of the results, it is very difficult to measure
all aspects of it in a qualitative manner. We looked at how some of these rules
influence the precision of the selected subsets and the results are summarized in
D2.7.3.
Optimal parameters for building the semantic space
The main parameters that influence how the semantic space model for Random
Indexing is built are:
• dimensionality
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• seed length
• minimum term frequency
As various values for this parameters can influence results, and as it is computationally expensive to run RI directly on a-few-billions-dataset such as LinkedLifeData, we first experimented on a small scale before we derived heuristics for any
future experiments that involve RI and RDF.
A brief summary of the experiments that helped us derive heuristics is as
follows:
• Extract two subsets of different sizes from the LinkedLifeData. These two
subsets are extracted so that the smaller one is a subset of the larger.
• Simplify the usecase so that domain experts (clinical scientists) can be involved in the experiment for testing RI.
• Use the simplified usecase to run the experiment with domain experts who
can judge on how variations of parameter values influence results (measured
through Mean Average Precision).
• As the results from the experiment produced quite stable results we decided
to organise another experiment where the span of parameter values is expanded.
• The results from the second experiment are used to derive heuristics for any
similar experiments, and these are taken as a starting point for the experiment where RI is tested for the subsetting usecase (see 2.7.3 for results).
Results We conducted an experiment with AstraZeneca scientists to find how
variations of the RI parameters can influence results (measured through MAP@10).
We obtained 20 queries from AZ scientists and split them into two groups, one for
training the other one for testing RI. The parameters that result in the highest
MAP during the training phase are used for testing. Details of this experiment
are given in D2.5.3, here we present a short summary of results based on which
we derived heuristics for future experiments. This experiment is conducted with
a subset of LinkedLifeData, and all molecules (virtual documents) are of depth 1.
Training the model We expect to see variations of MAP, for different values
of dimensionality, seed length, and minimum term frequency parameters. We want
to find the combination of parameters for which MAP is highest, so as to use those
in the testing phase. The average MAP was 0.49.
The seed length parameter did not have any significant influence (p=0.714
for LLD1 and p=0.914 for LLD2, Independent-samples Mann-Whitney U Test),
see Figure 3.14. We see this as a positive result, given that, the computational
resources (RAM in particular) are proportional to the value of seed length.
However, the wide span of dimensionality parameter made a significant difference to the value of MAP, see Figure 3.15 (p < 0.0001 for both datasets,
Independent-samples Kruskal-Wallis test). The peak for LLD1 was the dimensionality 500, while surprisingly the peak for the larger dataset was quite low,
with the dimensionality set to 150. Similarly, the variation of minimum term frequency caused the fluctuation of the results, see Figure 3.16, with peaks for both
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datasets at the maximum value of this parameter which was 25. The difference
in MAP caused by the variation of minimum term frequency for both datasets is
statistically significant (p < 0.0001, Independent-samples Kruskal-Wallis test).

Figure 3.14: The effect of the variation of seed length on MAP, for the training
set

Figure 3.15: The effect of the variation of dimensionality on MAP for the training
dataset
Table 3.5 summarizes the best parameters: those that we chose to use in the
testing phase.
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Figure 3.16: The effect of the variation of minimal term frequency on MAP for
the training dataset
Dataset
Min frequency
Seed length
Dimensionality
MAP

Group 1
LLD1
LLD2
25
25
4
4
500
150
0.60
0.60

Table 3.5: Best performing parameters on the training set
Testing the model Using the best parameters selected in the training phase,
we now test whether the same setting can be used to effectively test the model.
We ran the search method using the testing set against the RI model trained
with the training set. Results are shown in Table 3.6. The RI method results in a
smaller value of MAP in the testing phase (0.435) in comparison to MAP for the
best trained model for both datasets. However, it is close to the average value of
MAP which was achieved across all runs (0.5).
On average, the MAP was always around 50-60%, which is a satisfying result.
We conclude that the methodology for generating virtual documents is suitable,
and that the RI method provides promising results according to our initial evaluation. The main heuristics that we derive from this experiment is as follows:
• With larger number of documents in the corpus, the larger minimum term
frequency parameter should be used, as it can filter out the noise which is
present in the data. The recommendation for the datasets with more than
half a million of statements and with more than 0.4 million terms is at least
25.
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Dataset
Min frequency
Seed length
Dimensionality
MAP

Group 2
LLD1
LLD2
25
25
4
4
500
150
0.425
0.48

Table 3.6: Testing the Random Indexing method using the best parameters
• With larger number of documents in the corpus, the larger number for the
dimensionality decreases the performance. The recommended value is 100 or
150 for datasets with more than 4.5 million statements, and for the smaller
datasets (smaller than 0.6 million) the recommended value is 500.
• The seed length parameter does not have any significant influence and it is
reasonable to use the minimum value which is 4.
These recommendations are derived from the evaluation of the term-term search
of RI, which is directly used for the query expansion workflow within LarKC. Our
assumption is that if term–term produces reasonable MAP, then term–document,
which is more relevant for the task of subsetting, will also produce satisfying
results. The evaluation of subsetting following the above recommendations is presented in D2.7.3.
Re-running the same kind of experiment for each dataset is expensive, not only
in terms of computational resources but also as it requires domain experts who understand the dataset to be involved. Hence, the above mentioned conclusions from
our evaluation should be a starting point for any experiments with RI which is similar to the usecases discussed here. However, it should be noted that the nature of
the dataset largely influence the best parameters and that these recommendations
should not be taken without context.

3.5 SUNS
The SUNS (Statistical Unit Node Set) approach[50, 41, 40] is a machine learning
approach for exploiting the regularities in large data sets in relational and semantic
domains. The approach can be applied to predict unknown but potentially true
statements. The resulting new statements together with estimated probabilities
can be persistently stored in an RDF triple store and then retrieved via SPARQL
queries. This application can be viewed as performing a probabilistic materialization. On the other side, the approach can also be applied to answer queries such
as “Which movies should be recommended to a particular user as next to watch?”
or “Which genomes might be mostly associated with a particular disease?” or
“Which additional procedures should be taken for a particular patient?”
In this section we report the experimental results that we obtained by applying
SUNS to a social data set in form of FOAF. We exploit SUNS in inductive and
transductive settings and we experiment two different sampling strategies, random
sampling and link-following sampling. The sampling is an important means to
achieve web scale, since it allows us to easily control the size of the training data
set which the computational cost is mainly dependent of.
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Figure 3.17: Entity-relationship diagram of the LJ-FOAF domain
In [51] we proposed a kernel variant of the SUNS approach which is capable
to handle a large number of attributes, e.g., one million. Based on this kernelized
approach we implemented the plug-in ProbabilisticRDFTransformer in D3.6 [46]
and we revised and deployed the plug-in in a social media analysis prototype in
WP6 [11].
Another important issue is to integrate contextual information such as temporal
information in the approach, since this could probably improve the quality of
estimations. For this purpose, we extended the SUNS approach by defining a
novel graphical model [47]. We evaluated the new approach using a Glue data
set. The experimental results showed a significant improvement of the prediction
accuracy.

3.5.1

Main heuristics

• Sampling: One can easily control the size of the statistical units in order to
reduce the computational cost of training the SUNS model.
• Kernel variant: The approach is capable to deal with a large amount of
attributes.
• Modularization: The approach can integrate contextual information without
expensive retraining.
• Instance-based prediction: There is no need to explore potentially complex
ontologies.9 One can perform deductive reasoning a prior such that the SUNS
approach can be applied on both basic facts and inferred facts.
• Ease of use: There are only very few parameters to be determined [11].
• Regularization: The approach is robust and insensitive on its parameters.
9

Ontologies mentioned here refer to background knowledge such as concepts, relations, rules
and constraints.
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3.5.2

Evaluation

Data Set
The experiments are based on friend-of-a-friend (FOAF) data. The FOAF ontology is based on RDFS/OWL and is formally specified in the FOAF Vocabulary
Specification 0.9110 .
We gathered our FOAF data set from user profiles of the community website
LiveJournal11 . All extracted entities and relations are shown in Figure 3.17. In
total we collected 32,062 persons and all related attributes. An initial pruning
step removed little connected persons and rare attributes. The resulting data
matrix has 14,425 rows (persons) and 15,206 columns: 14,425 columns refer to
the property knows, while 781 columns refer to general information about age,
location, number of blog posts, attended school, online chat account and interest.
Data Retrieval and Sampling Strategies
In our experiments we evaluated the generalization capabilities of the learning
algorithms given eight different settings. The first four settings are illustrated
in Figure 3.18. A cloud symbolizes the part of the Web that can effectively be
accessed. Crosses represent persons that are known during the training phase
(training set) and circles represent persons with knows relations that need to be
predicted.
• Setting 1 describes the situation where the depicted part of the SW is randomly accessible, meaning that all instances can be queried directly from
triple stores. Statistical units in the sample for training are randomly sampled and statements for other randomly selected statistical units are predicted for testing (inductive setting). In this setting, persons are rarely
connected by the knows relations. The knows relation in the training and
test set is very sparse (0.18%).
• Setting 2 also shows the situation where statistical units in the sample are
randomly selected, but this time the truth values of statements concerning
the statistical units in the training sample are predicted (transductive setting). Some instances of the knows relation of the selected statistical units
are withheld from training and used for prediction. Prediction should be
easier here since the statistics for training and prediction match perfectly.
• Setting 3 assumes that the Web address of one user (i.e., one statistical unit)
is known. Starting from this random user, users connected by the knows
relation are gathered by breadth-first crawling and are then added as rows
in the training set. The test set is gathered by continued crawling (inductive
setting). In this way all profiles are (not necessarily directly) connected and
training profiles show a higher connectivity (1.02%) compared to test profiles
(0.44%). In this situation generalization can be expected to be easier than
in setting 1 and 2 since local properties are more consistent than global ones.
10
11

http://xmlns.com/foaf/spec/
http://www.livejournal.com/bots/
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setting 1

setting 2

setting 3

setting 4

Figure 3.18: Evaluated sampling strategies
• Setting 4 is the combination of settings 2 and 3. The truth values of statements concerning the statistical units in the training sample are predicted
(transductive setting). Instances of the knows relation are withheld from
training and used for prediction.
• Setting 5-8 use the same set of statistical units as settings 1-4 respectively.
The difference is that in settings 1-4 the data matrix only contains friendship
relations to persons in the sample whereas in settings 5-8, the data matrix
contains friendship relations any persons in the population. In settings 5-8
we remove those users (friendship attributes) who are known by less than
ten users (statistical units), i.e.,  = 10. We ended up with a large number
of ones in the data matrix when compared to settings 1-4.

Evaluation Procedure and Evaluation Measure
The task is to predict potential friends of a person, i.e., knows statements. For
each person in the data set, we randomly selected one knows friendship statement
and set the corresponding matrix entry to zero, to be treated as unknown (test
statement). In the test phase we then predicted all unknown friendship entries,
including the entry for the test statement. The test statement should obtain a high
likelihood value, if compared to the other unknown friendship entries. Here we use
the normalized discounted cumulative gain nNDCG) [24] to evaluate a predicted
ranking.
Algorithms and Benchmark Methods
We apply four different multivariate prediction approaches: the SUNS approach
(also called reduced rank penalized regression (RRPP) [52]), singular value decomposition (SVD), non-negative matrix factorization (NNMF) [28] and latent
Dirichlet allocation (LDA) [8]. All approaches estimate unknown matrix entries
via a low-rank matrix approximation. NNMF is a decomposition under the constraints that all terms in the factoring matrices are non-negative. LDA is based on
a Bayesian treatment of a generative topic model. After matrix completion of the
zero entries in the data matrix, the entries are interpreted as certainty values that
the corresponding triples are true. The trained models can be applied to instances
in the population outside the sample.
Baseline: Here, we create a random ranking for all unknown triples, i.e.,
every unknown triple obtains a random probability assigned. Friends of friends
in second depth (FOF, d=2): We assume that friends of friends of a particular
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(a)

(c)

(b)

(d)

Figure 3.19: Comparison between different algorithms. NDCG all is plotted
against the number of latent variables: (a)-(d) for settings 1, 2, 5, 6 respectively.
person might be friends of that person too. From the RDF graph point of view the
knows relation propagates one step further alongside the existing knows linkages.
Results
In settings 1 and 2 we randomly sampled 2,000 persons for the training set. In
addition, in setting 1 we further randomly sampled 2,000 persons for the test set.
In setting 3, 4,000 persons were sampled, where the first half was used for training
and the second half for testing. Setting 4 only required the 2,000 persons in the
training set. In settings 5-8 we followed the same sampling strategies as in settings
1-4 respectively and extracted all users known by the sampled users to form the
friendship attributes. In each case, sampling was repeated 5 times such that error
bars could be derived. The two benchmark methods and the four multivariate
prediction approaches proposed above were then applied to the training set. For
each sample we repeated the evaluation procedure as described above 10 times.
Since NNMF is only applicable in a transductive setting, it was only applied in
setting 1, 3, 5 and 7. Moreover, the FOF, d=2 is not applicable in settings 5-8,
since it is impossible for many instances to access the friends of their friends.
Figures 3.19 and 3.20 show the experimental results for our FOAF data set.
The error bars show the 95% confidence intervals based on the standard error of
the mean over the samples. The figures plot the nDCG all score of the algorithms
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(a)

(c)

(b)

(d)

Figure 3.20: Continue Figure 3.19: (a)-(d) for settings 3, 4, 7, 8 respectively.
against the number of latent variables in settings 1, 2, 5, 6 in Figure 3.19 and in
settings 3, 4, 7, 8 in Figure 3.20.
First, we observe that the experimental results in settings 5-8 are much better
than those in settings 1-4. This can be attributed to the fact that in settings 5-8
columns were pruned more drastically and a more dense friendship pattern was
achieved.
Another observation is that all four multivariate prediction approaches clearly
outperform the benchmark algorithms in all settings, although in settings 1 and 2
NNMF and SVD are only slightly better than FOF, d=2.
Furthermore, we observe that LDA and SUNS outperform NNMF and SVD
in each setting, and that LDA and SUNS are not sensitive to the number of
latent variables as long as the chosen number is reasonably high. LDA reaches
its maximum nDCG score, for instance, with r = 150 latent variables in setting
4 and the performance does not deteriorate when the number of latent factors is
increased. The score of SUNS keeps increasing and does not drop down in the
observed range of the number of latent variables. In contrast, NNMF and SVD
are sensitive with respect to the predefined number of latent variables.
Comparing the results over different settings we can observe that for the multivariate prediction approaches one obtains best performance in setting 4, next best
performance in setting 2, then follows setting 1 and 3 is the most difficult setting.
The corresponding order can be seen in settings 5-8. The baseline method, random guess, is independent to the settings and achieves almost the same score in
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all settings. The fact that the scores in settings 4 and 8 are the best indicates
that a link-following sampling strategy in general gives better performance than
random sampling. Similar results in statistical comparisons between random and
link-following sampling have been obtained in other works, e.g., [31].
Finally, we observe that the prediction performance in setting 1 is only slightly
worse than the prediction performance in setting 2, while the prediction performance in setting 4 is much better than in setting 3. This phenomenon occurs in
settings 5-8 too. We attribute this to the general statistics in the training and
the test set which are very different both in setting 3 and setting 7. Intuitively
speaking, the people in the training set know each other quite well, but the people
in the test set do not know the people in the training set as much.

3.6 Spreading Activation
3.6.1

Main Heuristics

In deliverable D2.4.1, D2.4.2, and D2.4.3, the implementation of a standard spreading activation (SA) and two approximate approaches to spreading activation NSbSA (Node based SA) and CbSA (Cluster based Spreading Activation) were introduced. These implementations made it possible to compare NSbSA and CbSA
with standard SA and explore numerically some of their features.
NSbSA attempts to replace the activation spreading as a matrix-vector multiplication task by non-zero element search task (the algorithm for it can be found
in Table 1 of D2.3.4 [1]). In this approach, starting from the query nodes as seeds,
all connected nodes are explored without repetitions. In other words, each node
is used to spread activation just once

3.6.2

Evaluation

This approach has been implemented for the CUDA card and is now available
as part of the SASelector plug-in. The tests confirmed the considerably higher
efficiency of the method compared to standard SA. They showed that NSbSA is
more than 40 times faster than the standard SA. All the tests were performed
using DBPedia 3.6 with about 180 million nodes. While NSbSA seemed promising
from a conceptual and efficiency point of view, the most important next step was
to demonstrate its effectiveness in more realistic examples. In what follows, some
initial steps along this line are presented. It should be stressed that the results
described are very preliminary.
The computational experiments are based on realistic SPARQL queries of variable complexity and characteristics. A custom dataset has been generated by
the University of Sheffield which consisted in 296,646,965 explicit statements and
96,090,090 nodes (no inferred statements have been used). For the NSbSA experiments, an NVIDIA GTX 460 card has been used. In the first statistic the queries
are carried on without any selection mechanism, over the whole dataset, and the
returned result is taken as gold standard. Then, SA is added standard and NSbSA and the queries use only the activated part of the dataset. The effect of this
manipulation is evaluated by comparing the time and precision for the SPARQL
queries.
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Ten queries have been selected for the experiments, the first three of which are
given as examples:
1. SELECT DISTINCT ?uri WHERE { res:Bill Clinton onto:child ?child .
?child dbpedia2:spouse ?uri . }
2. SELECT distinct ?building from <http://www.ontotext.com/disable-sameAs>
WHERE { ?building rdf:type onto:Building . ?building onto:location ?uri .
filter (?uri=res:Belgrade) }
3. SELECT distinct ?building from <http://www.ontotext.com/disable-sameAs>
WHERE { ?building rdf:type onto:Building . ?building onto:location ?uri .
filter (?uri=res:Serbia) }
The gold standard (reference) is set by the queries without any SA mechanism switched on. Then the same queries are carried on an activated sub-dataset
obtained with by 2 iterations of SA (Table 3.7), and NSbSA (Table 3.8).
The variations in the reference times are due to different run times with different
processor loads and also to the small times (ms). It is seen from Table 3.7 and
Table 3.8 that SA mechanisms reduce the processing time but for two iterations
of SA the precision is 100% only for query no. 1, for which the processing time is
about one third of the reference time. For the second query the precision is 35%
and the processing time is 57% of the reference time. For the remaining queries,
it seems that SA, standard and NSbSA, are too restrictive in the selection if only
2 iterations are used with zero precision (meaning that nothing was retrieved by
the query).
The processing times for the SA mechanisms themselves are given in Table 4.
It is seen that as expected based on previous results in D2.4.3, NSbSA is much
more (100 times) efficient that standard SA.
In order to test how the precision will be influenced by adding iterations, we
used NSbSA, as it gives the same precision as SA in these experiments and has
the same speed-up factor for the queries at very low activation times (about 200
ms; see Table 3.9 and Table 3.10). The results for 3 iterations of NSbSA, for the
first 3 queries, are given in Table 3.11. It is seen that, the precision improves but
the speed-up factor is lower as expected due to the larger number of nodes.
The results, presented in this section show that SA can be beneficial as a
selection mechanism but in some cases can be too restrictive. Probably, a tradeoff between the number of activation iterations and the number of retrieved results
should be found. Another problem is the directionality of the connections used,
which in some cases leads to non-activation of nodes. To test it, we did again
NSbSA for 2 iteration, with symmetrised connections. The results are presented
in Table 3.13. As seen from Table 3.13, the precision is 100% for the first 3 queries,
although for the third query there is only a slight speed-up. This result confirms
the effectiveness of the NSbSA method.
Of course, one must be aware of the limitations of the tests presented. More explorations are needed to fully assess the potential of SA for pre-selection purposes,
which can lead to more elaborated mechanisms. One line of further development
would be the introduction of thresholds in NSbSA which could prevent the activation of too many nodes with more activation iterations.
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Query

1
2
3
4
5
6
7
8
9
10

Reference Reference Test
Time(ms) Results
Time
(ms)
8.1
1
1.7
4.2
34
2.4
3.2
53
2.6
1.5
1
1.4
3.0
406
1.6
3.0
1
2.4
2.3
1
1.9
2.7
2
1.7
26
21
3.0
3.2
2
1.9

Test
Results

Precision Speed(%)
up (%)

1
12
2
0
0
0
0
0
0
0

100
35
4
0
0
0
0
0
0
0

20
56
81
91
53
79
82
64
11
60

Table 3.7: Queries with and without standard SA (2 iterations) priming.

Query

1
2
3
4
5
6
7
8
9
10

Reference Reference Test
Time(ms) Results
Time
(ms)
8.2
1
1.7
4.2
34
2.4
4.5
53
2.6
2.2
1
1.4
3.1
406
1.6
3.0
1
2.4
3.2
1
1.9
3.6
2
1.7
32.4
21
3.0
2.7
2
1.9

Test
Results

Precision Speed(%)
up (%)

1
12
2
0
0
0
0
0
0
0

100
35
3
0
0
0
0
0
0
0

Table 3.8: Queries with and without NSbSA (2 iterations) priming.

Query
1
2
3
4
5
6
7
8
9
10

Time(s) Statements Activated
28.7
93735
49.2
189143
36.2
123880
28.6
1379
27.5
18
36.4
22407
25.8
32333
36.6
530216
35.2
293920
37.5
2

Table 3.9: Time for SA for the ten queries for 2 iterations.
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Query
1
2
3
4
5
6
7
8
9
10

Time(ms) Statements Activated
0.2
54161
0.2
76518
0.2
63272
0.2
1174
0.2
12
0.2
15898
0.2
25058
0.2
37341
0.2
114334
0.2
74929

Table 3.10: Time for NSbSA for the ten queries for 2 iterations.

Query

1
2
3

Reference Reference Test
Time(ms) Results
Time
(ms)
8.2
1
1.5
4.5
34
3.1
3.5
53
2.8

Test
Results

Precision Speed(%)
up (%)

1
21
20

100
62
38

19
68
79

Table 3.11: Queries with and without NSbSA (3 iterations) priming.

Query
1
2
3

Time(s) Statements Activated
0.3
2252395
0.3
2712319
0.3
2446457

Table 3.12: Time for NSbSA for the three queries for 3 iterations and nodes
activated.

Query

1
2
3

Reference Reference Test
Time(ms) Results
Time
(ms)
8.1
1
1.7
4.4
34
2.6
3.8
53
3.5

Test
Results

Precision Speed(%)
up (%)

1
34
53

100
100
100

20
58
94

Table 3.13: Queries with and without NSbSA (2 iterations) priming.
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4 Conclusion and Future Work
In this deliverable, we have finalized the framework for measuring and evaluating heuristic problem solving and have provided evaluation results for a series of
methods developed in LarKC. Recognizing that it is difficult to provide a common
framework for plugins and workflows that are not functionally equivalent, we have
given abstract definitions of the main metrics that are relevant for LarKC and
evaluated our work based on instantiations of them.
In this deliverable, we have deliberately abstained from extensive discussion
on measurement, since this is covered more thoroughly in WP11. Our focus was
more in the interpretation of the measurements and the derivation of conclusions.
Although we have discussed heuristic problem solving in Section 1.1, we feel that
a framework for evaluation of heuristics in general it is beyond the scope of this
document. Thus, we have focussed on the evaluation of methods relevant for
large-scale reasoning in LarKC.
Our main findings are that heuristics can be used to greatly improve the performance of a variety of tasks for Semantic Web reasoning. As shown in WebPIE,
a search rule to replicate triples allows that system to scale very well. Similarly,
in MarVIN, a stopping rule allows us to maintain a continuous inference process,
without resorting to (expensive) synchronization primitives.
In retrospect, heuristics are highly dependent on the method. Hence, it is
difficult to evaluate the across methods, or to easily carry over their results. On
the other hand, we can see some patterns emerging for Semantic Web data. For
example, not only is there a power law in the popularity of terms, but also in
the involvement of some triples in the reasoning process (e.g. schema triples).
Future research could investigate heuristic rules that are automatically derived
from access patterns to the data and carried over to future executions.
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