LarKC
The Large Knowledge Collider:
a platform for large scale integrated reasoning and Web-search
FP7 – 215535

D2.4.3 Spreading activation components v3
Coordinator: Maurice Grinberg, Onto
With contributions from: Maurice Grinberg, Hristo Stefanov,
Kalin Stefanov, Ivan Peikov

Document Identifier:

LarKC/2008/D2.4.3 /v1

Class Deliverable:

LarKC EU-IST-2008-215535

Version:

2.0

Date:

24.03.2011

State:

Final

Distribution:

Public

FP7 - 215535
Deliverable 2.4.3

EXECUTIVE SUMMARY
This deliverable presents the final implementation of the Spreading Activation (SA)
mechanisms, proposed in D2.4.1 and D2.4.2 together with some benchmarking and
scalability tests.
The main results of D2.4.2, where two approximate approaches to SA are proposed, are
briefly summarized. The first of them – the Node Selection based Spreading Activation
(NSbSA) – as shown already in D2.4.2 and confirmed here, can achieve very high
performance in SA [3][4]. In this deliverable the algorithm and its full implementation on a
NVIDIA CUDA card is presented. NSbSA is now part of the SASelecter plug-in together with
the standard SA which has been also adapted to be used with the CUDA card. Based on this
implementation, benchmarking for speed, precision, recall, and F-statistics using simple
queries in DBPedia are presented. The tests confirm that NSbSA is much faster (more than
40 times) than the standard SA, making SA usable in real time. However, when sensitivity is
concerned it yields results inferior to standard SA in the settings used. As discussed in the
deliverable, substantial improvement in sensitivity, without a negative impact on
productivity, can be achieved by filtering out common predicates, adding a decay
mechanism or combining NSbSA with the standard SA or with the second approximate
approach implemented based on clustering. Overall, with the CUDA based implementation
the complementary use of both methods seems quite promising.
The second main contribution of this deliverable is the implementation of the Cluster based
Spreading Activation (CbSA) method. This method, described formally in D2.4.2, has as a
first step the clustering of the dataset of interest. The purpose of clustering is twofold. First,
given a query, it allows to spread activation starting with the clusters containing the nodes
of the query thus limiting the search space. Second, such clustering can stress various
similarities between the nodes in the dataset, which can be used as weights in SA,
complementary to the real links between the nodes (given by the predicates). Here, a novel
way of clustering is proposed and explored, based on the predicates of the dataset,
grouping together (and thus connecting) nodes which participate in triples with the same
predicates as subjects or objects. This clustering has the advantage of splitting large
datasets using a very limited set of features (the predicates of the dataset) which are at the
same time very informative as they describe important relations between the nodes. CbSA
is implemented and can be used in conjunction to NSbSA or standard SA. Some initial results
with a subset of DBPedia (with about 2500 predicates and millions of nodes) are presented
which justify the expectations of CbSA. Although the deliverable presents the functional
implementation of CbSA, more exploration of this approach is needed to take advantage of
its full potential, especially in very large datasets. CbSA operates in two stages. The first is an
off-line clustering of the dataset and the second is the integration with the SA plug-in which
can use the clusters and weights obtains in SA. The implementation of CbSA is based on
semantic vector technologies, and has been implemented using random indexing.
This deliverable, together with the results of D2.4.1 and D2.4.2, provides serious evidence
that three approaches to SA put together in the SASelecter plug-in clearly provide a
powerful and extendible tool for data selection and extraction.
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1. Introduction
This deliverable presents the developments and implementation of the spreading activation
mechanisms, proposed in D2.4.1 [1] and D2.4.2 [3] together with benchmarking and some
scalability tests. The structure of the deliverable is the following. First, for self-sufficiency,
the main results of D2.4.2 are briefly summarized. Then, the Node Selection based
Spreading Activation (NSbSA)
[3][4] and the standard Spreading Activation (SA)
mechanisms are compared (precision, recall, and F-statistics) based on their implementation
using a NVIDIA CUDA card using simple queries in DBPedia 3.6. NSbSA is an approximate SA
mechanism based on a modified Breadth-Search-First type of graph algorithm (see
Section 2.1). It takes advantage of the sparsity of the connectivity matrix of a dataset and
explores the efficiency of substituting standard SA, based on matrix-vector multiplication,
with path finding (starting from the query nodes) in a graph based on non-zero elements
finding and node selection rules. This approach follows relevant types of connections
(predicates) and makes a list of the nodes connected to the query nodes, counting the
number of times they have been encountered without using the same connection
(predicate) twice. The number of independent selections can be used as a measure of
relevance to the context and query at hand.
Further on, the implementation of the Cluster based Spreading Activation (CbSA) [3][4]
method is described. Its implementation is presented and preliminary tests using a subdataset of DBPedia are described and discussed. This second approach is based on the
assumption that a meaningful clustering of the nodes from the dataset can be found. This
clustering can be quite general (e.g. based on the degree of connectivity of the nodes, type
of nodes, taxonomical organization, etc.). The basic idea of this approach is to substitute the
nnodes × nnodes dimensional connectivity matrix between the nodes by a nnodes × nlargest cluster
dimensional connectivity matrix between the nodes and the clusters to which they belong.
In this deliverable, the notation and the basic formalisms for this approach are presented
along with suggestions for further implementation.
For the numerical tests presented in this deliverable DBPedia 3.6 has been used. This
dataset is almost 2 times larger than the FactForge (previously known as LDSR - Linked Data
Semantic Repository) [8], used in D2.4.2 [3], and therefore presents a suitable testbed.
DBPedia contains 1,408,770,458 statements, 986,476,188 explicit statements, and
184,701,068 nodes. SA is performed using a connectivity matrix, extracted from the dataset
and processed separately by the SA plug-in.
The specific results reported here is the implementation of three SA mechanisms using
parallel computations on NVIDIA CUDA (Compute Unified Device Architecture) card [6]. This
approach allowed for considerable memory optimization and computational efficiency need
for real time usage of SA over large datasets.
This deliverable is structured as follows. In Section 0, the NSbSA implementation is
reintroduced, and its algorithm and implementation are presented and discussed. The
implementation is assessed in a benchmark with standard SA mechanisms also
implemented for the CUDA card. In Section 3, an implementation of CbSA based is
described. Some preliminary tests on a sub-dataset of DBPedia are presented together with
Page 9 of 28
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the integration of CbSA with NSbSA and standard SA in the SA plug-in. In Section 3.1, the
results from the numerical tests are summarized and evaluated.

2. Node Selection Based Spreading Activation (NSbSA)
In this section, we briefly summarize the main properties of NSbSA described in detail in [3].
It is a fundamentally different approach to SA, compared to the standard one which uses
matrix-vector multiplication. NSbSA is based on the original nodes’ connectivity matrix
formed by using the triples and considering the predicates as connections with weight 1.
This matrix can be derived off-line using the statements from the dataset and is in general
sparse [3]. NSbSA implements SA by searching for non-zero elements in a sparse vector. This
is a process of following the connections of the nodes from the query (the seeds), finding
the nodes they are connected to. Then this procedure is repeated with the newly found
nodes. This will lead to the newly selected nodes and the process is repeated iteratively. The
efficiency of this method, apart from the possibility for efficient implementation and
storage [3], is related to the use of each node which is a source of activation only once. Once
a node has been used for SA, its connections are never used again. This is not the case in
standard SA, in which all the connections of active nodes are used over and over again. The
latter is of course extremely resource consuming. In NSbSA, the process of node selection
can come across a node which has been selected in a previous iteration. In this case, a
counter attached to each node is incremented. The larger the value of this counter is, the
more relevant the node is considered to be. The maximal activation of a node is equal to the
number of independent links to this node.
2.1. NSbSA Algorithm: Implementation and Benchmarking
The CUDA implementation of activation spreading is simplified for faster computation; it
counts how many times a node has been fired. The algorithm (see Table 1) works in
iterations with a frontier array that holds the nodes that should be processed on subsequent
iteration.
The nodes’ connectivity matrix is stored using the CRS (Compressed Row Storage)
format [3], which allows for a very efficient (constant in time) retrieval of the non-zero
elements in a specified row, which is crucial for the good performance of the described
algorithm. The algorithm implementing NSbSA (see eq. (2) in [3]), is a modified breadthfirst-search algorithm presented in Table 1.
Table 1. Modified breadth-first-search algorithm implementing NSbSA.
NSbSA Algorithm
CUDA_SA (Graph G(N, V), Source Vertices S, Iterations I)
CUDA_SA_KERNEL(csize)
1: bid ← getBlockID()
1: Create index array X from all nodes in G(N, V)
2: Create links array P from all links in G(N, V)
{Block IDs start from 0}
3: Create frontier array F and results array V , both of size N in host 2: bwidth ← getBlockN umT hreads()
memory
3: tid ← getT hreadID()
4: Create frontier array F’ and results array V’ , both of size N in
{Thread IDs start from 0}
device memory
4: sid ← czise × bid
5: Create buffer array D in host memory
5: while i < csize do
6: Create buffer array D’ in device memory
6: lid ← sid + i
7: F, F’ ← f alse
7: if lid < length(D’ ) then
8: V, V’ ← 0
8:
nid ← D’ [lid]
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9: F [S] ← true
10: for i = 1 → I do
11: nid ← 0
12: loop
13:
while nid < N do
14:
if F [nid] then
15:
neighbors ← all elements in [P [X[nid]]; P [X[nid + 1]])
16:
if D has space for length(neighbors) nodes then
17:
D ← D + neighbors
18:
else
19:
break
20:
end if
21:
end if
22:
nid ← nid + 1
23:
end while
24:
if not empty(D) then
25:
D’ ← D
26:
Compute chunk size csize from the size of D
27:
Invoke CUDA SA KERNEL(csize) on grid
28:
end if
29:
if nid == N then {Finished processing for this iteration}
30:
break
31:
end if
32: end loop
33: if empty(D) then
34:
break
35: end if
36: F ← F’
37: F’ ← false
38: end for
39: V ← V’ {Retrieve results}

9:
if not V’[nid] then
10:
F’ [nid] ← true
11:
end if
12:
V’ [nid] ← V’ [nid] + 1
13: end if
14: i ← i + bwidth
15: end while

In Table 1, G(N, L) is the graph corresponding to the matrix of connections with N nodes and
L connections. It works iteratively with the frontier array that holds the nodes to be
processed on the next iteration. The processing is divided between a grid of thread blocks.
The algorithm makes use of one Boolean array as a frontier (F), an integer array to store the
result (V) and another array to hold all the currently processed links (D).
Before each iteration, the frontier is examined and only the links for the corresponding
nodes are copied to the device. If the memory on the device is not sufficient for the links,
multiple transactions are performed which leads to significant overhead in the total
processing time. At each iteration, each block of threads operates on its own chunk of
nodes. If a node is activated for the first time, it is scheduled for activating on the next
iteration by being marked in the frontier array. When a node is activated, its activation
count in V is incremented. The process stops when the desired number of iterations is
reached or no more nodes are candidates for activation.
The algorithm heavily relies on accessing the result array V in a random pattern, which leads
to many non-sequential memory accesses. On the CUDA architecture, non-sequential
memory access is slower than the sequential one (up to 16 times depending on the device).
Though the CUDA threading model tolerates long memory access latency by allowing groups
of threads (warps) to make progress while others wait for their memory access, this is not
sufficient when all threads are waiting for their memory access. To overcome this problem
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one should try to reduce global memory accesses by utilizing the on-chip shared memory to
coalesce writings to the same location in V when possible and increase the number of
instructions performed by the device before access to memory is needed [20][21].
2.2. NSbSA Algorithm: Efficiency Tests
The tests, presented later in this section use the DBPedia 3.6 dataset introduced above. All
explicit statements together with the statements inferred using light-weight reasoning
(owl-horst) were extracted as a list of nodes and vortex connections. For each statement a
connection is created between the subject and the object node. The comparisons with
standard SA are based on the improvement of the existing plug-in – the SASelecter plugin [1]. It has been extended as described in Section 4 of D2.4.1 [1] to support spreading
activation in CUDA mode. This extension brings the performance of the CUDA-based NSbSA
method to the LarKC platform. In order to enable the CUDA SA in the plug-in one should add
the following statement to the part of the workflow description relevant to the SASelecter
plug-in:
_:_ <http://larkc.eu/schema#cudaMode "true" .
If this is not present, the SASelecter plug-in will use the standard SA method as described in
D2.4.1.
The standard SA parameters [1] used for the benchmarking are as follows:
initialActivation=0.66
decayFactor=0.40
firingThreshold=0.25
filterThreshold=0.95
maxNodesFiredPerCycle=1000000
cycles=3
activationThreshold=1
Table 2 presents the comparison between standard SA and NSbSA in terms of speed and
number of selected nodes. The comparison is made on the basis of three iterations which
are more than enough to activate a large number of nodes. At the same time, for the
standard SA the activation of more than 1,000,000 nodes per iteration becomes very slow
and hence is set as the maximum. There are no limitations for NSbSA with regard to the
maximal number of activated nodes. It can be seen that for two and more iterations NSbSA
is more than 40 times faster.
The efficiency tests presented in Table 2 demonstrate clearly the potential of the NSbSA
approach and its scaling properties. In Table 2, the number of nodes for the first three
iteration is given. As shown in [3][4], NSbSA needs about 30 seconds for 15 iterations, after
which most of the nodes are activated (about 130 million out of 180 million).

Table 2. Comparison between Standard SA and NSbSA for several query seeds, and for 3 iterations.
The maximal number of activated nodes per iteration is limited to 1 million for standard SA due to
large processing times.
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Method of SA

Standard SA

Query seed

It. #

http://dbpedia.org/resource/Semantic_Web

http://dbpedia.org/resource/Leonardo_da_Vinci

http://dbpedia.org/resource/Russia

http://dbpedia.org/resource/Paris

http://dbpedia.org/resource/Niagara_Falls

http://dbpedia.org/resource/Lion

http://dbpedia.org/resource/Physics

http://dbpedia.org/resource/Mozilla_Firefox

http://dbpedia.org/resource/Mythology

http://dbpedia.org/resource/World_War_II

msec

NSbSA

nodes

msec

Nodes

1

19

876

11

917

2

866

211,598

19

293,867

3

31,694

1,000,000

1,092

15,906.679

1

24

8,391

30

9,545

2

6,165

1,000,000

83

1,573,763

3

38,922

1,000,000

2,952

34,413,199

1

78

21,124

49

21,296

2

4,287

1,000,000

143

2,908,898

3

9,294

1,000,000

3,762

42,220,831

1

58

16,377

49

16,468

2

9,405

1,000,000

128

2,647,835

3

27,959

1,000,000

3,675

41,375,934

1

70

2,902

50

2,979

2

25,988

640,792

41

733,226

3

45,466

1,000,000

1,892

25,310,083

1

23

7,321

45

8,439

2

29,208

1,000,000

94

1,779,437

3

121,65
6

1,000,000

2,967

34,721,570

1

92

10,255

45

11,073

2

39,130

985,394

60

1,182,141

3

22,849

1,000,000

2,263

28,218,177

1

17

4,504

58

4,678

2

29,204

840,781

45

927,693

3

60,685

1,000,000

1,903

25,685,847

1

187

4,492

49

5,261

2

39,702

899,043

56

1,067,062

3

22,680

1,000,000

2,140

27,513,615

1

21

24,727

57

24,930

2

7,950

1,000,000

153

3,020,710

3

123,63
1

1,000,000

3,565

41,909,020

1

20

4,001

49

4,140

2

29,932

1,000,000

55

1,130,879

http://dbpedia.org/resource/Apple_Inc.
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http://dbpedia.org/resource/Java

http://dbpedia.org/resource/
The_Lord_of_the_Rings

http://dbpedia.org/resource/The_Beatles

3

96,301

1,000,000

2,358

29,695,193

1

9

2,022

50

2,111

2

15,913

347,017

26

406,386

3

55,554

1,000,000

1,156

16,881,868

1

38

5,162

49

5,272

2

33916

1,000,000

60

1,293,284

3

39340

1,000,000

2,728

32,503,554

1

44

7,914

49

9,307

2

20,666

1,000,000

96

1,799,692

3

80,564

1,000,000

3,261

36,613,722

Table 3. Precision, recall and F-measure for the query seed
http://dbpedia.org/resource/Semantic_Web
as a function of the activate nodes in NSbSA and standard SA.
Nodes
10
100
1,000
10,000
100,000
1,000,000
10,000,000
26,737,564

Precision
[%]
40
16
4
14
41
19
2
1

Recall
F-measure
[%]
[%]
40
40
16
16
4
4
14
14
41
41
87
31
100
4
100
2

In order to compare the results between NSbSA and the standard SA, F-measure
statistics [18][19] were computed for the queries given in Table 2. For the sake of the
comparison, the statistics are calculated by assuming that the standard SA is giving the
correct retrieval result. The latter is not exactly true as the specific parameters change
which nodes are activated and how much but the aim was to compare to what extent both
yield the same activation patterns. The comparison can be seen in Table 3, where these
statistics are computed for the first 100, 1,000, 10,000, etc. nodes from the two approaches.
This is the reason why the three statistics show the same values for the first points. The last
values correspond to different number nodes and show how recall, precision, and Fstatistics evolve. It can be seen that the overlap is reasonable at the beginning and at
450,000 nodes. If we consider the results after several iterations recall reaches 100% and
the precision drops to 1-2 %. The recall statistics is high because NSbSA ultimately contains
the nodes activated by standard SA, but at the same time activates many more nodes and
the precision drops. This is related to the specificity of the current implementation which is
very fast and can activate as many nodes as needed.
These results rise questions similar to the ones discussed in D2.4.2. Namely, NSbSA is very
efficient in activating a large number of connected nodes, but its selectivity should be
increased to limit their number. One way of doing it, is by using some additional node
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selection mechanism (e.g. based on PageRank, node degree, etc.). Another way is to make
NSbSA more sophisticated, keeping it fast. In NSbSA, the substitute of activation level is the
number of times a node is visited via a new connection (i.e. the maximal activation is the
degree of the node). It is possible to develop this mechanism further by adding some
filtering based on the relative (with respect to nodes’ degree) activation, for example on the
decay mechanism, or simply on activation (which effectively will be a kind of threshold).
Another possibility is the combination of NSbSA, used to efficiently select relevant regions of
the dataset, with subsequent finer selection by standard SA performed on the selected
region.

3. Clustering Based Spreading Activation (CbSA)
CbSA is based on the assumption that the nodes in the dataset can be grouped in clusters.
Such clusters can exist in the nodes’ connectivity matrix and could be made explicit by
rearranging the matrix rows and columns. On the other hand it can be obtained by
additional analysis of the dataset taking into account the classes of nodes, types of
predicates, node degree of connectivity, and/or some explicit or derived hierarchy (e.g., see
[2] and [5]). The basic idea of this approach is to substitute the original node connectivity
matrix with dimension nn × nn (where nn is the number of nodes in the dataset) with a
matrix with dimensions nn × max( n(C1 ), n(C2 ), K , n(CnC )) (where nC is the number of clusters
and n(C m ) is the number of nodes in the cluster Cm ). This latter matrix is expected to be of
a considerably lower dimension than the original connectivity matrix as nC << nn . If such a
clustering is identified the connectivity matrix is reducible to sub-matrices (e.g. see [7]). In
the case when not only the nodes can be grouped in clusters but the clusters themselves (as
for instance in hierarchical clustering) can be grouped in clusters (clusters of clusters),
additional connectivity matrices will be needed.
If a node from a cluster is a source of activation (e.g. is part of the query), it can activate all
the other nodes in the cluster. If the connections are the same, e.g. 1’s, all the members of
the cluster will get activated which will affect the selectivity and the purpose of SA.
Therefore, the usefulness of this approach is strongly related to the identification of the
appropriate distance metric which would allow the differentiation between the nodes in a
cluster, attributing larger weights to the most typical representatives of a cluster.
Standard SA involves matrix-vector multiplication which is very resource demanding for
large matrices. Therefore, approximating the matrix with a block-diagonal matrix can
substantially improve the performance of the system.
Let us assume that a meaningful clustering of the nodes has been found based on some
distance metric and each node belongs to only one cluster (which can be a strong
approximation if the nodes are interrelated). Then, for each node, the distance between the
node and the center of the cluster is also known, as well as the distance between the
centers of the clusters. As discussed above, the distances can be converted to connection
weights, e.g. by taking the inverse of the distance, i.e. smaller distances will correspond to
the larger weight, and vice versa. These weights define the connectivity matrix between the
nodes and the clusters (each node is connected to the cluster to which it belongs) and the
connection matrix for the clusters. Using these two connectivity matrices, the standard SA,
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based on the original nodes’ the connectivity matrix can either be decomposed into SA from
the nodes to the clusters and then from the clusters to the nodes or, if the connections
between the clusters are taken into account, SA can be done in three stages, from the nodes
to the clusters, among the clusters, and then from the clusters to the nodes. In the former
case the original connectivity matrix is transformed into a block-diagonal matrix as nodes
belong to a single cluster and cannot activate nodes from another cluster.
The above-mentioned situation is explored in the deliverable and is schematically shown in
Figure 1. This process is similar to activation propagation between the layers of an artificial
neural network with linear units in which the hidden layer is composed of clusters,
connected to specific input and output nodes.

Nodes in the dataset including query nodes ( nn )

Cluster C1

Cluster C 2

…

Cluster C nC

Nodes in the dataset including query nodes ( nn )

Figure 1. CbSA without inter-cluster connections.

This block-diagonal structure of the connectivity matrix expressed via the clusters allows
higher efficiency of the computation of SA based on matrix-vector multiplication. Moreover,
it allows for parallelization based on the SA within each cluster separately. Despite these
advantages, the usefulness of CbSA depends on the choice of clustering and distance
metrics which maximize the selectivity of the method together and preserve its
computational benefits.
We can further assume that the clusters themselves are connected as discussed at length in
[3][4]. If the connectivity matrix for the clusters is accounted for, it will allow for the
activation of one cluster by another cluster and SA will explore a larger set of nodes.
Clusterization based on fuzzy clustering where each node will be related to more than one
cluster will be even more interesting. Although potentially very productive these variations
will be the subject of future research. Here, we concentrate on the much simpler and
computationally efficient situation of decoupled clusters for the purpose of illustrating the
CbSA implementation.
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3.1. CbSA Algorithm: Implementation
This section presents a procedure for clustering the very high dimensional dataset of
DBPedia by utilizing two libraries that are freely available – the S-Space Package and the
CLUTO toolkit. We first build a word space model of DBPedia (S-Space Package) which is
then clustered (CLUTO) [15][16].
The main idea behind CbSA, as discussed above and in [3], is that when a sensible clustering
of the nodes exists it can be used to spread activation based on clusters and the proximity of
their elements. In this section, a clustering procedure based on the predicates with which a
node appears in the dataset (as a subject or an object) is proposed. The rationale behind
this approach is based on the fact that there are substantially fewer predicates than nodes
and therefore the task of clustering based on a small number of features (the predicates in
this case) will be more efficient. Even more importantly domain specific predicates are very
informative with regard to the semantic similarity between the nodes [2][4] and can be used
to produce useful clustering.
For the implementation tests, a part of DBPedia, called Ontology Infobox Properties
(hereafter referred to as the ‘small’ DBPedia), is used. The small DBPedia is based on
Wikipedia infoboxes. The infoboxes display the most relevant facts in an article as a table of
attribute-value pairs on the top right-hand side of the corresponding Wikipedia page. The
small DBPedia contains 1195 predicates and 5,375,009 nodes. In the clustering approach we
propose here, nodes are to be clustered based on the predicates for which they are subjects
or objects. Therefore, we have selected nodes which are either subjects or objects with a
predicate and nodes corresponding to literals have not been included. Thus the total
number of nodes used for the clustering turned out to be 2,029,953. The nodes being
subjects of predicates are 1,516,839, and those which are objects are 1,888,598.
In the following we give examples which show excerpts of the wiki markup behind the
infoboxes describing Tom Hanks and Andre Agassi:
{{Infobox Actor
|birthname = Thomas Jeffrey Hanks
|birthdate = {{birth date and age|1956|7|9}}
|birthplace = [[Concord, California|Concord]], [[California]]
|yearsactive = 1979 - present
|occupation
artist]],

=

Actor,

producer,

writer, speaker

and

{{Infobox Tennis player
|country = United States
Page 17 of 28

director,

[[voice

over

FP7 - 215535
Deliverable 2.4.3
|playername = Andre Agassi
|residence = [[Las Vegas metropolitan area|Las Vegas]],
[[Nevada]], United States
|datebirth = {{birth date and age|mf=yes|1970|4|29}}
|placebirth = [[Las Vegas, Nevada]], United States
|height = {{convert|1.80|m|ftin|abbr=on}}
|weight = {{convert|177|lb|kg|abbr=on}}

A more elaborated description of this dataset can be found in [17]. The version of the
dataset used for testing is 3.6.
The tests are run on a computer with Ubuntu Server x86 64 GNU/Linux (CPU: Intel Core i7920 Processor (8M Cache, 2.66 GHz); RAM: 24G).
3.2. CbSA Algorithm: Random Indexing
Random Indexing (RI) [13] is an alternative to LSA-like models that first construct a huge cooccurrence matrix and then use a separate dimension reduction phase. It is an incremental
word space model, based on Pentti Kanerva’s work on sparse distributed representations
[[9][10][11][12]]. The basic idea is to accumulate context vectors based on the occurrence of
words in contexts. This technique can be used with any type of linguistic context, is
inherently incremental, and does not require a separate dimension reduction phase.
The Random Indexing technique can be described as a two-step operation [22]:
• First, each context (e.g., each document or each word) in the data is assigned a unique and
randomly generated representation called an index vector. These index vectors are sparse,
high-dimensional, and ternary, which means that their dimensionality (d) is on the order of
thousands and that they consist of a small number of randomly distributed +1s and -1s, with
the rest of the elements of the vectors set to 0.
• Then, context vectors for each word are produced by adding the d-dimensional index
vectors of the contexts in which an item appears to the context vector for this item (word).
Words are thus represented by d-dimensional context vectors that are effectively the sum
of the words’ contexts.
Cluster analysis or clustering is the assignment of a set of items into subsets (called clusters)
based on some features and similarity metrics so that items in the same cluster are similar
with respect to the similarity matrix chosen.
The implementation of CbSA for the small DBPedia dataset starts with off-line processing.
The result is a matrix composed from the indexes of the nodes (words) which occur in
various contexts (subjects or objects of specific predicates). As a node can be a subject and
object in a ‘(subject, predicate, object)’ triple, three matrices are generated for each
possible role of the nodes – subjects, objects, or both, referred to further as ‘SubjectPredicate’, ‘Object-Predicate’, and Subject-Object-Predicate. Typically, these three matrices
Page 18 of 28

FP7 - 215535
Deliverable 2.4.3
are supposed to give complementary information about the nodes as no symmetry can be
expected in the general case (in other words, two nodes which can be subjects for one and
the same predicate are not automatically objects of the same predicate(s)). An example
presentation of one node is shown in the next table. Each row in the dataset is the id of the
node (which can be effectively mapped back to the actual node) and the row consists of the
predicates that occur in the node when used as subject, object, or both (resulting into the
Subject-Predicate, Object-Predicate, and Subject-Object-Predicate datasets). An excerpt of
these datasets is shown in Table 4, where four nodes are given in column 1 together with
the indexes of predicates from triples in which they participate.
Table 4: Example of four nodes in the dataset and the corresponding list of predicates they are
associated with.

Similar to the other applications of the RI method within LarKC (see D2.5.2 and D2.5.3 for
more details), we used the open source package called S-Space (version sspace-1.5SNAPSHOT) [14]. The S-Space package is a collection of algorithms for building semantic
spaces and has been developed by the Natural Language Processing group at UCLA [15].
As described previously, the first step is to assign an index vector to all of the predicates in
the dataset without repetition (each predicate is indexed only once). The output of this step
is a list of index vectors associated with each predicate in the dataset. All predicates which
are not domain-specific are excluded from this list, e.g.,
‘http://www.w3.org/1999/02/22-rdf-syntax-ns#type’,
’http://www.w3.org/2000/01/rdf-schema#subPropertyOf’,
‘http://www.w3.org/2000/01/rdf-schema#subClassOf’, etc.
This ensures better quality of the clustering procedure by discarding the noise. An important
parameter of Random Indexing is the dimensionality of the generated index vectors. It has
to be large enough to ensure minimal overlap of the index vectors and at the same time as
small as possible for higher computational efficiency (see D2.5.3 on the scalability issues of
this method). In the present case, this dimensionality is connected to the number of unique
predicates found in the dataset. Assuming that each index vector codes a predicate with
two randomly positioned values of 1 and -1 (as e.g. in [12]), there is a certain amount of
combinations possible. Since we want to ensure that each index vector is unique for each
predicate, we need to choose a value as high as possible for the dimensionality so that all
possible combinations can be covered. More specifically, the number of combinations is
n!/k!(n−k)!, where k=2 and n is the dimension of the random vectors. We have chosen
dimensionality of n=50 which is sufficient to encode the 1195 predicates used in the
dataset.
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As mentioned earlier, the second step is to present each node as a sum of the index vectors
associated with the predicates that occur in the node under consideration. A list of
predicates for the node is obtained from the dataset and then a random vector is
accumulated for the node using the index vectors created in the first step. The result of this
step is that each node is represented by a random vector based on the predicates involved
in the node. The dimensionality of this vector is equal to the dimensionality of the index
vectors in the first step (i.e. 50). After this manipulation, a clustering procedure can be
applied on this new dataset which will produce clusters of nodes that are close in terms of
being related with other nodes using the same predicates.
3.3. CbSA Algorithm: Clustering
For the implementation of the clustering of the node space model constructed in the
previous stage we use the CLUTO toolkit. CLUTO is a freely available software toolkit for
clustering low- and high-dimensional datasets [15][16].
The small DBPedia used contains 272 unique classes, which is why we chose the number of
clusters to be 272. Clustering is applied on the set constructed after random indexing.
Standard K-way clustering is used with 100 clusters and cosine similarity function. As this is
not an instance of fuzzy clustering each node in the corpus is expected to belong to exactly
one cluster.
In Figure 2, we examine how the execution time increases when the number of nodes
increases. In the experiment the number of clusters is fixed to 10 and the only variable that
changes is the number of nodes. The full small DBPedia has been used (5,375,009 nodes and
1195 predicates).
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Figure 2: The execution time as a function of the number of nodes (in logarithmic scale) for
clustering the nodes in ten clusters .

Figure 3: The execution time for about 4 million nodes as a function of the number of clusters.

In Figure 3, we examine how the execution time increases when the number of clusters
increases for up to approximately five million nodes.
The results shown in Figure 2 and Figure 3, provide evidence for reasonably good scaling
properties, within a dataset. This is important although, in our approach, clustering is
supposed to take place off-line.
In this Section, we analyzed the clustering results for the small DBPedia dataset and the
increase in execution time with each node in the dataset. In Section 3.3.1, we explore the
content of the clusters, their size, and the quality of the clustering as judged by subjective
examination of the cluster content. In Section 3.3.2, we examine the predicate distribution
across clusters paying attention to the number and types of predicates that determined the
clustering and to more rare predicates which can distinguish the cluster members.
The analyses are given for the three clustering mentioned above the Object-Predicate (OP),
the Subject-Predicate (SP) and the Subject-Object-Predicate (SOP).
3.3.1. Cluster analysis: Nodes
The output of the clustering procedure is summarized in Figure 4, Figure 5, and Figure 6, for
the OP, SP, and SOP datasets, respectively. We can see that the majority of the clusters
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(175-190) have up to several thousand nodes and that the clustering for the three datasets
gives similar results in terms of distribution of nodes across clusters.

Figure 4: Histogram of the number of nodes in each cluster for the Object-Predicate corpus for the
small DBPedia.

Figure 5: Histogram of the number of nodes in each cluster for the Subject-Predicate corpus for the
small DBPedia.
.
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Figure 6 : Histogram of the number of nodes in each cluster for the Subject-Object-Predicate corpus

for the small DBPedia.

Finally, the clusters were inspected visually by a human expert to assess the quality of the
clustering with respect to meaningful similarity of the nodes. The clustering results seem
reasonable although the large number of nodes and clusters makes this result more
qualitative than quantitative (see Section 3.3.2 for more details). On the other hand, the
three different datasets give different clustering related to the role of the nodes in each of
them. The preliminary analysis show that there are overlaps between the clusters from the
datasets, in the sense that one cluster from one dataset (e.g. from OP) is distributed over
several clusters from another dataset (e.g. from SP). An example of a cluster that seems to
be shared between the three types of clustering is the so-called 'anatomy' cluster. The
subjective analysis of the results suggests that cluster 90 (SOP), cluster 129 (SP) and cluster
0 (OP) all consist mainly of anatomy related nodes. This overlapping is currently under
investigation as it would shed light on the similarities and differences among the clustering
based on different sets of predicates for the same dataset. Moreover, the CbSA method is
supposed to take advantage of various clusterings which give various perspectives of the
same dataset. It is obvious that in real applications special care must be taken in ensuring
the quality of the clusters as CbSA implies the selection of clusters containing the nodes and
predicates of query at hand.
3.3.2. Cluster analysis: Predicates
In this subsection, we present a subjective analysis of the clustering procedure focusing on
the number and the distribution of predicates in each cluster. The analysis is illustrated by
presenting examples from the two of the datasets used – OP and SP.
For each cluster we are interested in the specific set of defining predicates and the
frequency of their occurrence. The meaningfulness of the clustering demonstrates the
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power of predicate-based clustering as a possible efficient clustering scheme needed for
CbSA.
For the OP dataset, five clusters are considered as examples: clusters with numbers 4, 30,
116, 148, and 185. The subjective analysis of these clusters shows that cluster no. 4 consists
mainly of administrative regions; cluster no. 30 consists mainly of sport teams; cluster
no. 116 consists mainly of hills, fells, and peaks; cluster no. 148 consists mainly of conflicts,
and cluster no. 185 consists mainly of schools/colleges and deans.
Table 5 illustrates the most prominent predicate for each cluster. The listed predicates are
the ones with most occurrences in the respective clusters.
Table 5. The most prominent predicates in five exemple clusters from OP dataset.

In Figure 7, the distribution of predicates for cluster no. 30 (OP dataset) is given. The last 4
predicates – ‘managerClub’, ‘tenant’, ‘team’, and ‘formerTeam’ – define the cluster. The
other predicates appear to be more specific.

Figure 7 : The distribution of predicates for cluster no. 30 (sport teams) from the OP dataset.

Next, we give examples of five clusters from the SP dataset: clusters with numbers 100, 101,
103, 133, and 142. Cluster no. 101 consists mainly of legislatures; cluster no. 103 consists

Page 24 of 28

FP7 - 215535
Deliverable 2.4.3
mainly of engines, cluster no. 133 consists mainly of colors, and cluster no. 142 consists
mainly of TV stations.
In Table 6, the most prominent predicate per cluster is given. The predicates listed are the
ones with most occurrences in the respective clusters.
Table 6. The most prominent predicates in five example clusters from SP dataset.

In Figure 8, the distribution of predicates for cluster no. 133 (SP dataset) is given. Here, not
surprisingly, the predicates – ‘rgbRed’, ‘rgbGreen’, and ‘rgbBlue’, together with ‘hasHue’,
‘hasValue’, and ‘hasSaturation’ – define the cluster which is related to colors.

Figure 8 : Predicates’ distribution for cluster no. 133 (colors) from the SP dataset.

The specific clustering approach based on predicates, proposed here, demonstrates that
relatively fast clustering techniques can be implemented which could feed the CbSA
method. The examples provided here serve the purpose of a proof of concept
implementation of the CbSA method which can work with any clustering as input.
Thus, CbSA has been implemented and connected to NSbSA and standard SA within the
SASelecter
plug-in
whose
old
version
(at
https://larkc.svn.sourceforge.net/svnroot/larkc/trunk/plugins/SPARQLKeyword/) will be
updated after the final tests. Additionally, a new clustering technique, intended to be used
off-line has been introduced and shown to give reasonable results in reasonable
computational times.
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4. Conclusion
In this deliverable, the implementation of two approximate approaches to SA – NSbSA and
CbSA – formally introduced in D2.4.2 [3], have been presented together with the
implementation of standard SA for the CUDA card. These implementations made it possible
to compare the three approaches and explore some of their features numerically.
The first approach (NSbSA) attempts to replace activation spreading as a matrix-vector
multiplication task by a non-zero element search task. In this approach, starting from the
query nodes as ‘seeds,’ all connected nodes are explored without repetition. In other words,
each node is used to spread activation only once. This approach has been implemented for
the CUDA card and is now available as part of the SASelecter plug-in. The tests confirm the
considerably higher efficiency of the method compared to standard SA. They show that
NSbSA is more than 40 times faster than the standard SA. The comparison of NSbSA and
standard SA show that NSbSA in its present implementation lacks sensitivity and a
combination with standard NSbSA has to be considered. All the tests have been performed
using DBPedia 3.6 with about 180 million nodes.
The second method implemented (CbSA) is based on the possibility to group the dataset
nodes in clusters, based on similarity metrics among them. A proof of concept example is
implemented and evaluated using a sub-set of DBPedia (about 5 million nodes). The
clustering procedure took advantage of the experience of other partners from the LarKC
consortium (University of Sheffield, UK) with random indexing [9]. This method is
appropriate due to the higher computational efficiency achieved compared to other
approaches. Once such a clustering is found and a connectivity matrix is built using the
distances among the nodes, activation spreading can be implemented much more efficiently
by reducing the dimensionality of the weight matrix and by parallelizing the computations.
More importantly, appropriate clustering of the nodes could encode important correlations
which could lead to the higher quality of the retrieval.
In this deliverable a novel clustering approach is proposed. It consists in building a random
vector representation of the nodes based on the predicates of the dataset. In this method,
each node is characterized by the predicates it is connected to as a subject or an object. This
choice has several advantages. First, at least for DBPedia, each node participates in 5-6
predicates on average, which increases the sensitivity of the approach and the selection of
semantically similar sub-datasets. Second, the relatively small overall number of predicates
(about 1200 for DBPedia) and predicates per node reduces considerably the dimension of
the random vector space (to 50 for DBPedia) and thus facilitates its computational
implementation.
The process of clustering is carried out off-line and only the final clustering consisting of
clusters’ IDs, indexes of nodes belonging to each cluster and similarities among the nodes
are used in the plug-in. The approach has been tested on the so-called ‘small’ DBPedia and
displays the expected behaviour in the sense that the clusters are meaningful, can lead to a
considerable gain in the retrieval time and a reasonable initial selection of data. Thus, this
approach seems promising and will be further explored, based on other clustering schemes.
Potential obstacles to its use could be the size of the resulting cluster+nodes datasets,
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especially when similarities are kept to serve as weights in a subsequent SA mechanism. The
next step is to attempt this clustering for larger datasets.
Work exploring the capabilities of the approaches presented here together with
implementation on computer clusters and supercomputers is in progress and will be
published in D2.7.3.
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