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EXECUTIVE SUMMARY
This deliverable reports on the last demonstrative proof-of-concept of Urban Computing application
based on LarKC; since this is the last report of the project, the document also reports a high-level
vision of the future of Urban Computing and the role of Semantic Web technologies in it. In the spirit
of “deliverables as papers” the document is complemented by a number of published papers.
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1. Introduction
This deliverable reports on the last demonstrative proof-of-concept of Urban Computing application
based on LarKC; the application is named BOTTARI and is a Location-based Social Media Analysis
application. BOTTARI analyses the social media behaviour of people moving in Korea to find their
opinion or sentiment about POIs in Insa-dong, Korea and to provide POI recommendations on the
basis of the analysis. BOTTARI exploits LarKC by invoking a number of workflows that use SUNS,
C-SPARQL and SOR.
Moreover, since this is the last report of the project, the document also reports a high-level vision of
Urban Computing and the role of Semantic Web technologies in it. We summarize our lesson learned
in a general vision about the future of Urban Computing. This is aimed at framing the role that LarKC
can have in this market.
Finally, in the spirit of “deliverables as papers” the document is complemented by a number of
published papers. Those papers are both early works about BOTTARI and further publications about
the Traffic LarKC, which was described in previous deliverables; we would like to stress that the
Traffic LarKC won the AI Mashup Challenge 2011.
Additionally, in [1] we reported the initial work of analysis of noisy data in the urban environment
conducted by the WP6 and WP4. We continued to work on this topic in the last year of the project;
the description of the activities is available in [2].
The deliverable is structured as follows: Chapter 2 describes BOTTARI, both in terms of scenarios
and functionalities and in terms of the underlying LarKC workflows and plug-ins; Chapter 3
illustrates our proposal of an Urban Computing Sensor Service infrastructure coming from our
experience in developing Urban Computing prototypes on top of LarKC. Chapter 4 concludes the
document while the Appendixes report the workflow descriptions and the published papers.
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2. BOTTARI – Location-based Social Media Analysis
In this chapter, we describe BOTTARI, the last proof of concept designed and developed within the
Urban Computing use case in the LarKC project. In Section 2.1 we illustrate the final user application
and its functionalities; Section 2.2 sketches the system architecture, while Section 2.3 details the
internal functioning in terms of the LarKC workflow and its component plug-ins; finally in Section
2.4 we list the publications related to BOTTARI.
2.1. Scenario
BOTTARI is a service which provides geo context information and social context information. The
service recommends Points of Interest (POIs) with geo context information for users through
augmented reality based on location and view angle of users’ smart phones (Android OS).
Geo context information includes detailed information of the POIs such as GPS coordinates, contacts,
menus, price and so on, and also includes subjective information such as ambience, reviews, etc.
Social context information includes reputations of POIs analysed from social media messages by
machine learning. And BOTTARI is able to recommend some POIs based on the information of
social context information. For these functions, there are four buttons (Figure 1). ‘For me’ to
recommend POIs which can be preferred by the current user, ‘Popular’ ones which have much of
positive reputations on Twitter, ‘Emerging’ ones which is similar to ‘Popular’ showing the most
popular in the last 6 months and ‘Interesting’ ones which can be interesting to visit for the foreign
visitors in Korea.

Figure 1 - BOTTARI Service UI

From the BOTTARI user interface, POIs are shown on the basis of the current user position. And if
the menu button located left bottom in the UI is pressed, it will display some options for choosing
recommendation and distance filters (shown in Figure 1).
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Figure 2 – Selection of a POI

If one of the POIs is selected, BOTTARI will display its description/introduction and the list of POIs
which are near the selected POI, and there is the ‘Details’ button to query details of the POI (see
Figure 2). If the button is selected, details are displayed including reputations, map and pictures
(shown in Figure 3).

Figure 3 – POI Details

There are three buttons in the details view:
-

twitter: to tweet some comment with coordinates or the picture of the POI (Figure 4a);
www: to search the tweets, blog and Google result (Figure 4b);
reputations: to see detail reputations of the POI (Figure 5).
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Figure 4 - Tweet (a) and Retrieve Social Media Messages (b)

The reputation trends view shows monthly reputations from some perspectives of overall, taste,
comfort and service using graphs displaying positive and negative messages counts (Figure 5).

Figure 5 - displaying reputational information

2.2. Architecture
BOTTARI is a client-server application: the client is the mobile application, that users can use as
graphical front-end; the server is an instance of the LarKC platform on which a set of workflows are
running to compute the recommendations. Figure 6 shows the high-level architecture of BOTTARI.
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Figure 6 - Architecture of BOTTARI

The invocation between client and server is realized using HTTP and the SPARQL protocol: the client
sends a SPARQL query to LarKC, that processes it and returns a compliant SPARQL answer to the
mobile application. The client can send several kinds of query, depending on the type of
recommendation the user is asking (popular, emerging and interesting ones).
The following query is an example of request for POIs of interests of the user:
1.
2.
3.
4.
5.
6.
7.
8.
9.
10.
11.
12.
13.
14.
15.
16.
17.
18.
19.
20.
21.
22.
23.
24.
25.
26.
27.
28.
29.

PREFIX ns: <http://www.saltlux.com/geospatial#>
PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX skos: <http://www.w3.org/2004/02/skos/core#>
PREFIX geo: <http://www.w3.org/2003/01/geo/wgs84_pos#>
PREFIX f: <http://www.saltlux.com/geo/functions#>
PREFIX twd: <http://www.saltlux.com/larkc/lbsma/twitterdata#>
PREFIX sioc: <http://rdfs.org/sioc/ns#>
SELECT ?poi ?name ?category ?p
WHERE {
{input_place} a ns:NamedPlace ;
geo:lat ?givenLat ;
geo:long ?givenLong ;
ns:category ?category .
?poi a ns:NamedPlace ;
ns:name ?name ;
geo:lat ?lat ;
geo:long ?long ;
ns:category ?category .
FILTER (?poi != {input_place})
FILTER (
f:distance(?lat, ?long, ?givenLat, ?givenLong) < 0.001
)
{ {input_user} sioc:creator_of ?tweet .
?tweet twd:talksAboutPositively ?poi .
# WITH PROBABILITY ?p
# ENSURE PROBABILITY [0.5..1)
}
}
ORDER BY DESC(?p)
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The query asks for interesting places taking into account the user ({input_user}) and the last place she
tweeted about ({input_place}).
When LarKC is invoked by the client, it retrieves several kinds of data from the Web; the main
information is about:
-

the points of interests: the name, the location and metadata related to its category;
the user: her tweets and her relations of twitter (followers and following).

A detailed description of the data sets involved in BOTTARI is available in [3].
In the next section we will use the query described above as example input query to explain how
LarKC works.
2.3. LarKC workflow for BOTTARI
Recommendations for BOTTARI users are computed by LarKC in dedicated workflows. The
workflows are composed with a subset of the following plug-ins:
-

BottariQueryRewriter
SORInvoker
ProbabilisticRDFTransformer
SLDPlugin
SPARQLQueryEvaluationReasoner

Each workflow combines those plug-ins in different ways, in order to solve the queries received by
the BOTTARI client. Taking into account the query described above that evaluates the interesting
POIs for the user, the workflow solving the task is represented in Figure 7. The description of this
workflow is also available in RDF in Appendix A.

Figure 7 - Graphical representation of the workflow
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The first plug-in of the workflow, the BottariQueryRewriter, works as Query Transformer: it receives
the input query, analyses it and rewrites three different queries for the other plug-ins. Then, two plugins start to work receiving as input the output of the BottariQueryRewriter: the SORInvoker and the
ProbabilisticRDFTransformer. The first plug-in invokes a service to retrieve the POIs around a given
point (the user position); the second analyses the tweets of the users processing recommendations
about other POIs they could be interested in.
When both the SORInvoker and the ProbabilisticRDFTransformer end their elaborations, the last
component of the workflow, the SPARQLQueryEvaluationReasoner, receives as input all the
information it needs: data about the given user, her tastes and POIs around her. Finally the plug-in
executes the query received from the BottariQueryRewriter against the Data Layer and return the
answer to the Bottari mobile app.
The other workflows work in a similar way: there is a Query Rewriter plug-in, followed by a set of
plug-in that process simplified queries collecting the required data and a plug-in that evaluates the
input query.
In the following we will analyse in more details the plug-ins, describing how they work and how to
use them.
BottariQueryRewriter
The plug-in1 can be classified as Query Rewriter: it works by transforming the input query in a set of
other queries. As we did in previous LarKC applications like the Urban LarKC (cf. [4]), we applied a
“divide et impera” approach to process the request: input query is decomposed in simpler queries that
are then sent to other plug-ins, able to answer them.

Figure 8 - Input and output of the BottariQueryRewriter

Referring to the workflow in Figure 7, that received the input query described above, the plug-in
prepares three queries, one for each plug-in connected to it (Figure 8).
The following query is an example of the output that will be used by SOR:
1.
2.
3.
4.
5.
6.
7.
8.
9.
10.
11.
12.
13.

1

PREFIX ns: <http://www.saltlux.com/geospatial#>
PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX skos: <http://www.w3.org/2004/02/skos/core#>
PREFIX geo: <http://www.w3.org/2003/01/geo/wgs84_pos#>
PREFIX f: <http://www.saltlux.com/geo/functions#>
PREFIX twd: <http://www.saltlux.com/larkc/lbsma/twitterdata#>
PREFIX sioc: <http://rdfs.org/sioc/ns#>
CONSTRUCT
{
?poi a ns:NamedPlace ;
ns:name ?name ;
ns:category ?category ;
geo:lat ?lat ;

See http://wiki.larkc.eu/LarkcProject/WP6/WorkInProgress/LBSMA
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14.
geo:long ?long .
15. } WHERE {
16.
{input_place} a ns:NamedPlace ;
17.
geo:lat ?givenLat ;
18.
geo:long ?givenLong ;
19.
ns:category ?category .
20.
?poi a ns:NamedPlace ;
21.
ns:name ?name ;
22.
geo:lat ?lat ;
23.
geo:long ?long ;
24.
ns:category ?category .
25.
FILTER (?poi != {input_place})
26.
FILTER (
27.
f:distance(?lat, ?long, ?givenLat, ?givenLong) < 0.001
28.
)
29. }

In this case the BottariQueryRewriter prepares a CONSTRUCT query, in order to allow the
SORInvoker to write the result of the query into the Data Layer as RDF statements.
Given the POI in the input query (lines 16-19), the query for the SORInvoker asks for a set of POIs of
the same category (lines 20-25) around it. The proximity between POIs is expressed in lines 26-30.
In a similar way, the
ProbabilisticRDFTransformer:
1.
2.
3.
4.
5.
6.
7.
8.
9.
10.
11.
12.
13.
14.
15.
16.
17.
18.
19.
20.
21.
22.
23.
24.
25.
26.

BOTTARIQueryRewriter

prepares

the

query

for

the

PREFIX ns: <http://www.saltlux.com/geospatial#>
PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX skos: <http://www.w3.org/2004/02/skos/core#>
PREFIX geo: <http://www.w3.org/2003/01/geo/wgs84_pos#>
PREFIX f: <http://example.org/function#>
PREFIX twd: <http://www.saltlux.com/larkc/lbsma/twitterdata#>
PREFIX sioc: <http://rdfs.org/sioc/ns#>
CONSTRUCT
{
{input_user} twd:mayTalkPositively [
twd:about ?poi ;
twd:withProbability ?p ]
}
WHERE {
SELECT
?poi
(f:talksAboutPositivelyWithProbability({input_user},?poi)AS ?p)
WHERE
{
{input_user} sioc:creator_of ?tweet .
?tweet twd:talksAboutPositively ?poi .
FILTER(
f:talksAboutPositivelyWithProbability({input_user},?poi) >= 0.5
&& f:talksAboutPositivelyWithProbability({input_user},?poi) < 1)
}
}

As in the previous case, the plug-in prepares a CONSTRUCT query to store the set of couples (lines
9-13) <POI, probability>. Each couple expresses the probability that the input user may write positive
tweets about a POI.
The nested SELECT query (lines 15-25) asks for the couples <POI, probability>. The WHERE clause
asks for the tweets that the input user could write about a POI with a positive sentiment (lines 20 and
21) with a probability greater than or equals to 0.5 and lower than 1 (lines 23 and 24). A probability
greater than or equals to 0.5 helps in finding POIs that could be of interest for the user; while having a
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probability less than one guarantees that the user has not already tweeted positively about the POI in
the past.
The last query prepared by the BOTTARIQueryRewriter is the one that is executed by the
SPARQLEvaluationReasoner:
1.
2.
3.
4.
5.
6.
7.
8.
9.
10.
11.
12.
13.
14.
15.
16.
17.
18.
19.
20.

PREFIX ns: <http://www.saltlux.com/geospatial#>
PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX skos: <http://www.w3.org/2004/02/skos/core#>
PREFIX geo: <http://www.w3.org/2003/01/geo/wgs84_pos#>
PREFIX f: <http://example.org/function#>
PREFIX twd: <http://www.saltlux.com/larkc/lbsma/twitterdata#>
PREFIX sioc: <http://rdfs.org/sioc/ns#>
SELECT DISTINCT ?poi ?name ?category ?p ?lat ?long
WHERE
{
?poi a ns:NamedPlace;
ns:name ?name ;
ns:category ?category ;
geo:lat ?lat;
geo:long ?long.
?u twd:mayTalkPositively [
twd:about ?poi
twd:withProbability ?p ]
}
ORDER BY DESC(?p)

This query has a subset of the constraints of the input query: it is possible because the other
constraints are taken into account by the other plug-ins, allowing this component to execute a simple
query against the data contained into the Data Layer.
SORInvoker
The goal of the SORInvoker2 plug-in is to wrap the SOR service so that the LarKC platform is able to
use the data in SOR3. SOR is a management system supporting semantic repository management,
triple data loading management, querying via SPARQL endpoint. So SOR, for our architecture, takes
the role to store geo context data and social context data.
Geo context data includes details of POIs constructed by surveying information within a specific area
in Seoul, Korea called Insa-dong. Its metadata is modelled by referencing and integrating services
such as Yelp4, PoiFriend5, Yahoo! Local6, TrueLocal7, Korean restaurant Web sites and several
Korean portals. This model has 23 categories and 682 detail categories (see Table 1) and 44 attributes
to represent information for POI (Table 2). The RDF representation has been modelled using the
SKOS vocabulary8.

2

See http://wiki.larkc.eu/LarkcProject/WP6/WorkInProgress/LBSMA

3

http://semanticwiki-en.saltlux.com/index.php/SOR

4

http://www.yelp.com/

5

http://www.poifriend.com/

6

http://local.yahoo.com/

7

http://www.truelocal.com.au/

8

http://www.w3.org/2004/02/skos/
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Table 1 - POI categories

No.

Class Name

01

Arts & Entertainment

02

Adult Entertainment & Nightlife

03

Sports & Recreation

04

Media & Broadcasting

05

Religious Organizations

06

Transportation

07

Automotive

08

Education & Learning

09

Event Planning & Services

10

Manufacturing & Industry General

11

Financial & Legal Services

12

Health and Medical

13

Beauty and Spas

14

Other Professional Services

15

Travel & Tours

16

Home & Local Services

17

Shopping

18

Government & Public Services

19

Food & Drink

20

Restaurants

21

Other Artefacts

22

Other Natural Objects

23

Utility & Infrastructure
Table 2 - Attributes

No.

Attribute Name

01

name

02

alternate name

03

description

04

street-address

05

postal-code

06

categories

07

URL

08

email

09

telephone

10

latitude
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No.

Attribute Name

11

longitude

12

device_lat

13

device_long

14

hours

16

payment options

17

parking

18

ambiance

19

amenities

20

attire

21

price range

22

delivery

23

good for

24

products and services

25

specialities

26

brands

27

smoking

28

take-out

29

transit

30

wireless

31

reservations

32

best nights

33

alcohol

34

reviews

35

photo

36

Year Established

37

seating

38

outdoor seating

39

chef

40

self service

41

languages spoken

42

music

43

associations

44

part_of

Our social context model (a graphical representation is shown in Figure 9) uses three ontologies:


‘SIOC’ to represent the relations between twitter users and tweets;



‘TWD’ to represent relations between twitter users and reputational information;



‘GEO’ to link with geo context information.
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SORInvoker wraps the function of SOR to get queries and retrieve geo/social context information and
return the results.

Figure 9 - Social Context Ontology Scheme

As shown in Figure 10, the SORInvoker plug-in receives as input a SPARQL CONSTRUCT query
(an example is described above) that is used to query SOR. The result of the SOR invocation is then
written into the Data Layer and a pointer to the inserted RDF statements is sent out as output.

Figure 10 - SORInvoker input and output

In order to use this plug-in, it is necessary to specify the location of SOR. It can be done inserting the
URL into the workflow description as parameter:
1.
2.
3.
4.
5.

@prefix larkc: <http://larkc.eu/schema#> .
@prefix lbsma: <http://larkc.eu/lbsma#> .
_:sorPlugin a <urn:eu.larkc.lbsma.SORInvoker> .
_:sorPlugin larkc:hasParameter _:sorParams .
_:sorParams lbsma:endpoint "http://58.181.33.16:6020/sparql/lbsma" .
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ProbabilisticRDFTransformer
The SUNS (Statistical Unit Node Set) approach described in [5][12][13] is a machine learning
approach for exploiting the regularities in large data sets in relational and semantic domains. The
approach can be used to detect interesting data patterns and predict unknown but potentially true
statements. One can apply SUNS to answer queries such as “Which movies should be recommended
to a particular user as next to watch?” or “Which genomes might be mostly associated with a
particular disease?” The basic idea of SUNS is: scalable machine learning-based inductive reasoning
is applied, as easy as traditional logic-based deductive reasoning, to learn novel knowledge which can
be retrieved via SPARQL queries.
Based on SUNS, we designed and implemented the plug-in ProbabilisticRDFTransformer9 in
deliverable D3.6 [14] in the LarKC platform v2.0. This plug-in estimates the probabilities whether
statements not present yet might be true. The new statements together with estimated certainties are
either stored persistently or returned as results of a given query. The input required by the plug-in is a
data matrix. One can utilize the plug-in RDF2MatrixTransformer10 to transform the data from RDF
statements into the matrix format.
In BOTTARI we apply this plug-in to estimate the probabilities of Points of Interest (POIs) that a
particular user has not talked about in her tweets but she might be interested in. In this sense the plugin can be considered as a personalized recommendation engine, since it recommends users the most
interesting POIs regarding users’ preferences. For the integration in BOTTARI we upgrade the plugin so that it is feasible in the LarKC platform v2.5.
The plug-in can be configured with the following parameters:
•
•
•
•
•
•

trainInputPath: the location of the training data set;
predictInputPath: the location of the test data set;
modelPath: the location of the SUNS model ;
rank: a natural number, the number of the latent variables;
lambda: a positive number, the regularization parameter (see the formula in [2]);
targetPredicate:
the
target
predicate/relationship
to
be
estimated,

e.g.,

twd:talksAboutPositively or foaf:knows.
We clearly see ease of use of the SUNS approach: it has only two parameters, rank and lambda.
The plug-in consists of two procedures: train the SUNS model and estimate the probabilities of
statements. One can determinate to perform one of those procedures or both by setting up the
parameters trainInputPath and predictInputPath. A valid trainInputPath indicates the execution of the
training procedure, while a non-empty value of predictInputPath means the execution of the
estimation procedure. Regardless of the specification of the procedures the parameter modelPath is
always required. It specifies the location where the model is stored after the training procedure, if
necessary, or where the model is loaded for the estimation.
Usually we train the SUNS model in batch time, since we need to tune the parameters rank and
lambda and a single run of the training procedure may take several minutes until a few hours. This
time cost is mainly dependent of the size of the data matrix. In contrast, the estimation procedure can
be performed both in batch time in the case of the materialization, and in runtime, if we answer
queries. In runtime, given a test data point, e.g., a user, the estimation takes only few milliseconds.
Some experimental results are in the deliverable D6.11 [3].

9

Available at http://www.larkc.eu/plug-in-marketplace/

10

Available at http://www.larkc.eu/plug-in-marketplace/
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SLDPlugin
SLDPlugin11 exposes to the LarKC platform the functionalities of the Streaming Linked Data for
Social Media (SLD4SM) platform described in D3.9 [9]. SLD4SM adds to our Streaming Linked
Data proposal [10] adapters to create social media streams from Twitter, Foursquare, and Glue.
Moreover, it allows for recording, replaying and analysing those social media streams.

Figure 11 On the left, the architecture of the 1st version of the LarKC plug-ins documented in D2.6.2,
D3.7 and D4.6.2. On the right the revised architecture of the 2nd version of the LarKC plug-ins.

Externally the SLDPlugin is compliant with the description given in D3.7 [11]. The only notable
difference is in the inner architecture (see Figure 11). In D3.7, the C-SPARQL engine was directly
exposed to the LarKC plug-in and the SLD Server was used only to publish the results of a CSPARQL query as a set of named graphs in LarKC data layer. The revised version wraps the CSPARQL engine inside the SLD4SM Server allowing a broader set of analysis to be performed while
maintaining the Streaming Linked Data interface to LarKC.
SPARQLQueryEvaluationReasoner
In order to execute query against the LarKC Data Layer we used the
SparqlQueryEvaluationReasoner12 [7]. This plug-in executes the query received as input by the
BottariQueryRewriter plug-in on the named graph built using the RDF statements retrieved by the
SORInvoker and the ProbabilisticRDFTransformer. The result is then returned to the LarKC platform,
that sends it to the BOTTARI client.

11

See http://wiki.larkc.eu/c-sparql/SLDPlugin

12

Available at http://www.larkc.eu/plug-in-marketplace/
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2.4. Related publications
A number of publications about BOTTARI were accepted or at least submitted to relevant workshops
and conferences. Those publications are listed in Appendix B.
We were also invited to submit a paper to the Special Issue on The Semantics of Microposts of the
Semantic Web Journal (cf. http://www.semantic-web-journal.net/blog/special-issue-semanticsmicroposts).
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3. Proposal of an Urban Computing Sensor Service Infrastructure
During the LarKC project lifetime, we experimented with the design and development of a number of
demonstrators in different urban-related scenarios to show how the LarKC platform can help in the
provision of smart urban computing services. On the basis of that experience and lesson learned, we
now draw a global picture of urban computing services.
Thus, the current chapter aims to sketch one possible, high-level vision of how LarKC could be
employed to use city-wide sensor data to provide higher-order services. The purpose of this chapter is
to make clearer the advantages of LarKC and related technologies in such a scenario of Urban
Computing in a business level view.
First, we describe the environment in which this Urban Computing vision may develop. Second, we
present a number of precise use cases as well as the required underlying information infrastructure.
Next, we show how LarKC and semantic technologies in general can bring benefits to this and we
lastly clarify some business models and related work for this Urban Computing vision.
3.1. The Environment for the Urban Computing Sensor Service Infrastructure
More and more electronic sensors are deployed and come online in modern cities ("Sensor
Explosion") and there is an unprecedented potential to collect, categorize, and analyze a countless
amount of data. Data can vary from traditional, physical sensory data (e.g. humidity, light, etc) to
temporal data (e.g. number of people at an event) to spatial data (e.g. location and occupancy of
parking spaces in a city). Thus, Urban Computing is a rapidly developing field focusing on the
relationship and interaction between such electronic information sources in an urban environment and
the individuals who inhabit such an environment [8].
By providing individuals the capability to access such data and extract the information that meets their
needs, urban computing provides people with a more connected awareness of their surroundings. It
gives them a tool that can be used for social and environmental progress. Access to such data could
revolutionize the way man interacts with one another and the environment. The following paragraphs
present an outlook into the opportunities afforded by the exciting field of Urban Computing.
3.2. Use Cases and Service Scenarios
There are a variety of potential use cases or services that can be provided. Important examples are the
applications developed in this work package, like the Urban LarKC, the Traffic LarKC, the Korean
Road Sign Management or BOTTARI. We here sketch two further examples that connect different
types of data from different providers.
Service 1: Am I Going to Make It?
Combining data from GPS bus trackers, smart phones, and the local transport authority, this service
could provide improved personalized scheduling based on real-time information. Using actual bus
locations, current traffic flow conditions, and the estimated walking distance to the desired bus stop
(based on the consumer's pre-measured stride), the "Am I going to Make It" service would provide
consumers with actual bus arrival times and suggested departure time in order to catch the desired bus
in a timely fashion. The service would grant consumers freedom from printed timetables which due to
the unpredictability of traffic might or might not be 100% followed. The service would potentially
reduce the frustration and lack of productivity associated with waiting for a late bus. A possible ,
future add-on to such a service would be to the offer of the service to reserve a seat in the bus on short
notice. This scenario is depicted in Figure 12.
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Figure 12 - Am I Going to Make It?

Service 2: City-Wide Crowd Monitoring
Given the unpredictability of crowds, city authorities and emergency service providers are constantly
interested in the number of people at an event, such as a festival or a demonstration. Through this
service, they would be able to efficiently schedule and deploy security and emergency personnel in
anticipation of potential crises. They would be able to monitor capacity limits for safety reasons as
well. Potential sensors involved in this service include cell phones, cameras, and traffic loops.
Relevant sensor information might vary from parking lot occupancy, to train and subway arrivals, to
even escalators as seen in Figure 13.

Figure 13 - City-Wide Crowd Monitoring

3.3. A Possible System Architecture
The previously mentioned services could be implemented individually via traditional means. Each
sensor would probably have its own data format. It would be unclear how and if it is connected to the
web and what the permissions are to use its data.
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These facts would make it very time consuming to develop novel services that connect different data
providers. Effectively, the implementation costs would preclude most of such developments, with
only few exceptions.
To make the Urban Computing vision work in practise with a host of different services, a joint
information infrastructure to avoid overhead and redundancies is needed. The target has to be to
reduce the efforts to implement one of the above mentioned services from several months to weeks or
even days.
Figure 14 shows the schema of a possible system architecture.

Figure 14 - Possible Systems Architecture

Data from the sensor layer would flow to the middleware layer through universal connectors. In the
middleware layer, the assorted data would be collected, categorized, integrated, and analyzed. End
user application and services would access the middleware layer to obtain suitable information for
their purposes and compute value-added results. Alternatively, end users and applications developers
might want to look directly into the available sensor information in the city. This could be done
through a Sensor Directory as described in the next section. Lastly, the middleware layer could be
accessed by automatic controllers, i.e. without human interaction, that take charge of important
control tasks, such as for example traffic light management.
The Sensor Directory
As mentioned in previous paragraphs, there are a variety of sensors currently available today. They
can measure external stimuli such as light levels, motion, and the presence of objects ranging from the
miniscule (e.g. allergens) to the massive (e.g. number of trucks at an intersection). Examples of such
sensors include traffic loops, smart phones, surveillance cameras, smart energy meters and many
others. All these sensors provide a myriad of data. However, what is currently lacking in today's
market is a well-accepted, central market place where an end user can make a connection between all
this available data (below we review first efforts in this direction). A sort of central depository or
sensor directory which would allow consumers to make queries relevant to their needs based on the
data streaming from the ubiquitous sensors of urban computing. Such a sensor directory would serve
as a connection between the middleware and application layer in the proposed systems architecture. A
simple user interface design (as seen in Figure 15) could be designed, shielding end users from the
complexity of multi-sensor communication and data integration/querying.
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Figure 15 - Sketch of a possible Sensor Directory Online Interface

3.4. The Role of LarKC / Semantic Web / Linked Data
We believe that LarKC and, in general, the Semantic Web or Linked Data technologies can play a
central role in such a platform.
Semantic Web standards like the Resource Description Framework (RDF) could standardize the way
information is exchanged between the sensors and the middleware layer, as well as the middleware
and the application layer. Semantic Web makes use of uniform identifiers (URIs) to connect the
sensor data distinctively among each other or to ontologies. Imagine each sensor, either a physical or
abstract sensor, may be a node in the linked data network.
Moreover, links to ontologies would offer the possibility to add semantics to the raw sensor data.
Cross-linking of ontologies allows unifying heterogeneous data schema. These would have to be
assumed for example if sensors are produced by different suppliers. Some steps to use standardized
semantic descriptions of sensors are reviewed below.
LarKC's role would be to provide efficient tools for the aforementioned semantic web and linked data
processing. The reason is that LarKC is an efficient, parallelizable software platform which provides
easy access to integrated RDF databases through SPARQL querying. It is also able to handle a variety
of communication protocols (e.g. RDF, JSON, SPARQL). In addition, LarKC allows for distributed
reasoning and machine learning potential (e.g. SUNS). A more concrete example how LarKC could
be deployed in the proposed context is discussed in the next section.
Example of LarKC Usage
As seen in Figure 16, a good example of the benefits and potential of LarKC use would be the
monitoring of crowds at a large event, such as the Oktoberfest in Munich.
We assume that SPARQL endpoints are available on each deployed sensor, for example driven by a
LarKC instance (If local computing resources are not sufficient for this purpose, the data could also be
offered via a more powerful aggregation server). The SPARQL endpoints allow to gather the relevant
information of the sensor via SPARQL queries. The crowd monitoring service, itself a LarKC
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instance with reasoning, would be able to get all sorts of interesting data from infrastructure (such as a
parking facility) near the event.
Data varying from slot occupancy and availability, to the number of recent payment transactions, or
even the recent car inflow from loop sensors on the road. The crowd monitoring service would also
be able to query the assorted sensors at the nearest train station to determine the number attendees
currently arriving. At the same time, emergency and fire services near the scene might notice that
crowd levels are rapidly increasing. Through their government issued smart phone they can query the
LarKC instance about the number of people currently attending the festival. The LarKC instance then
compiles the data previously mentioned with data from cameras and cell phones at the event to
provide the estimated total number of people at Oktoberfest. Based on this information, central
dispatch can then make an educated decision on whether or not it should send additional crews or tell
event operators to close the entrances.
Without LarKC, this level of seamless information flow would be difficult to achieve. LarKC is able
to efficiently access the integrated RDF database and common base ontology of the Semantic Web
allowing the multitude of sensors from different provides to communicate and their corresponding
data to be integrated.

1
3

4

4

4

2

5

Figure 16 - Sample LarKC Usage: 1 - Wide spread SPARQL endpoint availability (possibly powered by
LarKC), 2 - App based query of service (possibly powered by LarKC), 3 - Service sends queries to
multiple sensors at different locations, 4 - Service does reasoning, 5 - Results sent back to app

3.5. Business Models
A variety of business models potentially benefiting from the use of Urban Computing are
investigated. The most promising business models have been categorized into three different areas.
In the area of consulting, an enterprising business could help empower cities seeking to be a part of
the open data/open government trend. There is the possibility to link municipal and federal open data
with each other as well as with the rapidly expanding linked open data cloud (e.g.
Wikipedia/DBpedia).
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In terms of products, an enterprising company might profit from the addition of connectors (e.g.
SPARQL endpoints) on all of their sensor products thereby allowing their sensors to communicate
and participate in the open communication ideal of an urban computing environment. A company also
has the potential to develop and sell new applications in the popular smart phone market. Apps which
would allow end users to on-the-fly access and control to the data they require from urban sensors.
The business model with the most potential is in the area of data brokerage. A firm can be a data
owner and host a database of data from proprietary sensors with the purpose to sell such data to other
companies. A firm could also create and host a directory of available electronic data sources. The data
included in the directory could be from proprietary sensors or it could be a mashup of different
available data sources. Such a directory would provide consumers with a central location where they
can access large amount of sensor data for their needs. Potential users vary from individuals with a
particular curiosity to firms looking for an information database to use as the backbone for
applications they sell to the general population.
Potential customers of the above mentioned urban computing applications range from individuals, to
companies and organizations, all the way to city and governmental agencies.
3.6. Related Activities
The vision presented in this chapter gives a general picture how LarKC could be deployed in a future
Urban Computing environment. The ideas are related to several activities in research and industry.
We shortly review here some of the related works.
Standardization Activities
The W3C Semantic Sensor Network Incubator Group13 has developed a data model for sensors in a
setup similar to the proposed one. It also builds on semantic web technologies and could be the basis
of a system as is described here.
Current Businesses
A website currently operating under the data brokerage business model is Pachube
(http://www.pachube.com). It allows registered users to create a feed from a device or sensor
connected to the internet. Users have access to real-time and historical data stream for analysis as well
as the potential to embed real-time graphs/widgets in websites and even send SMS alerts when a
particular data stream condition is met. Access fees vary depending on the desired amount of data
streams to be monitored, the API access rate allowed, the number of imported data points per day, the
duration of the historical data storage, and the level of data privacy preferred. Sensors are organized
into 7 categories: agriculture, building, device, energy, transport, and other. The total amount of
sensors available for public use is estimated to be around 10,800 of which approximately 1,000 were
streaming live at the time of this report.
Industry Initiatives and Developments
According to Harbor Research Inc. 14, there will be a a $290 billion sensing system & services global
market by 2013.
Given these extraordinary forecasts, it is not surprising that several industry giants have taken steps to
be major presences and leaders in the emerging urban sensor, pervasive internet, and smart services
markets. For example, industry giant IBM has kicked off its Smarter Planet initiative which is an
effort by IBM to "infuse intelligence into the systems and processes that make the world work" 15. It
focuses on 29 different areas such as transportation, energy, buildings, social business, and
governmental entities. Its aim is to harness the power of data available in order to help people,
13

http://www.w3.org/2005/Incubator/ssn/XGR-ssn-20110628/

14

http://www.harborresearch.com/HarborContent/2009%20PIMF%20Brochure_2009.pdf

15

http://www.ibm.com/smarterplanet/us/en/overview/ideas/index.html?re=sph

Page 30 of 36

FP7 - 215535
Deliverable 6.10
companies, and other entities work smarter and more efficiently. The campaign's motto is "instrument
the world's systems, interconnect them, make them intelligent".
Similarly, fellow industry giant CISCO has initiated its own global program called the Intelligent
Urbanization initiative which aims to "help cities use technology to cultivate sustainable, intelligent
industries, citizen services, and economic growth" 16. The plan emphasizes partnership with local
governments worldwide to enable them to have integrated and intelligent management systems. The
initiative's focus includes the areas of transportation, public safety and security, buildings, energy,
healthcare and education. Another CISCO project is the Smart+Connected Communities initiative
which uses "intelligent networking capabilities to weave together people, services, community assets,
and information into a single pervasive solution" in order to "transform physical communities into
connected communities"17. It presents the idea of creating an open platform (a unified IP network) for
community and government stakeholders which brings together the areas of real estate, utilities,
transportation, safety and security, learning, sports and entertainment, health, and government. A
specific example of the Smart+Connected Communities initiative is CISCO's present work as a
partner in the development of New Songdo in South Korea. Estimated for completion by 2015, this
new sustainable city will have a digital infrastructure that will interconnect all of the city's urban
needs (i.e. water, power, traffic, and telephone) bundled as a "single, Internet-enabled utility". In
addition, CISCO will provide their TelePresence videoconferencing system in every home and office,
potentially providing a new form of social interaction and sensing 18.
Research projects
An interesting non-private industry initiative is the joint European research project entitled
BeAware19. This project focuses on wirelessly sensing energy consumption at the appliance level in
order to reduce overall energy consumption. The basic idea is total integration of energy consumption
profiles into everyday lives. As the day progresses, consumers receive on their mobile phones relevant
information regarding their energy consumption from the appliances in their surroundings, motivating
users to become active energy consumers. In addition, the idea of a social network is suggested for
competition between household members or even between multiple households. The main goal is to
allow consumers to understand the effects of different choices and make them "active stakeholders in
the consumer energy conservation chain".
Generally, there is a large research and development community connected to the idea of the
“Internet-of-Things”, e g. the SmartSantander20 or the SemSorGrid4Env21 EU projects. Apart from
new sensors, e.g. RFID based, that are often mentioned in this community, note that the presented
approach does not require new sensors, but the systematic interconnection of existing sensing and
computing infrastructure would already yield ample opportunities for Urban Computing.
3.7. Summary
The present description has shown that there is a great opportunity in the field of urban computing.
An opportunity to provide a variety of services ranging from the macro-level city wide crowd
monitoring to the micro-level improvement of personalized scheduling.
Although the majority of services or scenarios presented above could be implemented individually,
the use of the linked data/semantic web approach would avoid overhead and redundancies. The use of
the Semantic Web and in particular of the LarKC platform would allow for seamless communication
16

http://newsroom.cisco.com/dlls/2009/prod_021209c.html

17

http://www.cisco.com/web/strategy/smart_connected_communities.html

18

http://www.fastcodesign.com/1514547/ciscos-big-bet-on-new-songdo-creating-cities-from-scratch

19

http://www.energyawareness.eu/beaware/

20

http://www.smartsantander.eu/

21

http://www.semsorgrid4env.eu/
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between the multitude of diverse sensors deployed, allowing for a seamless creation of tools for social
and environmental progress.
We have also shown that the proposed vision allows for many plausible business models in the areas
of consulting, production and data brokerage. The ideas are thus also interesting for commercial use.
Looking back at the developments in this work package, several example applications the Traffic
LarKC or BOTTARI have been developed that fit well into the broad picture presented here. Each of
these applications can be developed further in its own right, but the present proposal offers an
integrated view how these and other applications could be further developed towards a complete
Urban Computing Sensor Service infrastructure in the future, with LarKC playing a central role.
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4. Conclusion
This deliverable represents the last report on our activities about Urban Computing in LarKC.
Throughout the project, we designed, developed and tested a number of prototypical implementations
of Urban Computing applications built on the LarKC platform. In this document, we presented
BOTTARI, the last and more complex application that makes use of the LarKC platform and of a
number of plug-ins that wrap research results obtained in LarKC in the context of semantic
integration, machine learning and stream reasoning. The RDF description of the BOTTARI
workflows is attached in Appendix A.
We believe that our experience provided a better understanding of the requirements and opportunities
for the use of Semantic Web and related technologies in the context of Urban Computing. For this
reason, we presented our vision and proposal for a broader and generic infrastructure to build Urban
Computing applications in which LarKC can play a central role.
The activities performed in WP6 are complemented by a thorough evaluation of the developed
application (see also D6.11 for the latest periodic report on data and performances, which also
presents the use of the LarKC instrumentation and monitoring tool) and by a number of scientific
publications accepted at relevant workshops, conferences and journals. The latest published papers are
listed in Appendix B.
The experience and the collaboration within WP6 has been extremely challenging and fruitful and we
all enjoyed the cooperation and the results obtained; we would also like to thank the partners from
WP5 and WP11 for their technical support in using the LarKC platform and the partners from WP3
and WP4 for their scientific support in integrating their research results.
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A. Appendix A: workflow description
1.
2.
3.
4.
5.
6.
7.
8.

@prefix
@prefix
@prefix
@prefix

rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#> .
larkc: <http://larkc.eu/schema#> .
lbsma: <http://larkc.eu/lbsma#> .
suns: <http://eu.larkc.plugin.suns#> .

#Plug-ins involved in the WF
_:queryRewriter a <urn:eu.larkc.lbsma.TemplateQueryRewriter> .
_:sunsPlugin
a
<urn:eu.larkc.plugin.probabilisticrdf.ProbabilisticRDFTransformer> .
9. _:sorPlugin a <urn:eu.larkc.lbsma.SORInvoker> .
10. _:reasoner a <urn:eu.larkc.plugin.SparqlQueryEvaluationReasoner> .
11.
12. #Connections among the plug-ins
13. _:queryRewriter larkc:connectsTo _:sorPlugin .
14. _:queryRewriter larkc:connectsTo _:sunsPlugin .
15. _:queryRewriter larkc:connectsTo _:reasoner .
16.
17. _:sorPlugin larkc:connectsTo _:reasoner .
18. _:sunsPlugin larkc:connectsTo _:reasoner .
19.
20. #Plug-in configurations
21. _:sorPlugin larkc:hasParameter _:sorParams.
22. _:sorParams lbsma:endpoint "http://58.181.33.16:6020/sparql/lbsma".
23.
24. _:sunsPlugin larkc:hasParameter _:sunsParam .
25. _:sunsParam suns:modelPath "/home/dani/lbsma-data/model/model.bin" .
26. _:sunsParam
suns:predictInputPath
"/home/dani/lbsmadata/model/annotated_matrix.bin" .
27. _:sunsParam suns:rank "10" .
28. _:sunsParam suns:lambda "100" .
29. _:sunsParam
suns:targetPredicate
"http://www.saltlux.com/larkc/lbsma/twitterdata#likes" .
30.
31. #Path definition
32. _:path a larkc:Path .
33. _:path larkc:hasInput _:queryRewriter .
34. _:path larkc:hasOutput _:reasoner .
35.
36. #Endpoint definition
37. <urn:eu.larkc.endpoint.sparql.ep1> a <urn:eu.larkc.endpoint.sparql> .
38. <urn:eu.larkc.endpoint.sparql.ep1> larkc:links _:path .
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B. Appendix B: LarKC Urban Computing Publications
Publications related to the Traffic LarKC application:
-

-

-

Irene Celino, Daniele Dell'Aglio, Emanuele Della Valle, Ralph Grothmann, Florian Steinke
and Volker Tresp: "Integrating Machine Learning in a Semantic Web Platform for Traffic
Forecasting and Routing", In Proceedings of the 3rd International Workshop on Inductive
Reasoning and Machine Learning for the Semantic Web (IRMLES 2011), co-located with the
8th Extended Semantic Web Conference, ESWC2011, Heraklion, Crete, Greece, May 2011.
Irene Celino, Emanuele Della Valle, Daniele Dell’Aglio, Florian Steinke, Ralph Grothmann,
Volker Tresp: “Semantic Traffic-Aware Routing for the City of Milano using the LarKC
Platform”, IEEE Internet Computing, Special Issue on “Semantics in Location-Based
Services”, Volume 99, DOI:10.1109/MIC.2011.107, IEEE Computer Society, August 2011.
Daniele Dell’Aglio, Irene Celino, Emanuele Della Valle, Ralph Grothmann, Florian
Steinke and Volker Tresp: “Traﬃc LarKC - a route planner for Milano”, Proceedings of the
AI Mashup Challenge 2011, First Place Award Winner, June 2011.

Publications related to the BOTTARI application:
-

-

Irene Celino, Daniele Dell’Aglio, Emanuele Della Valle, Yi Huang, Tony Lee, Stanley Park
and Volker Tresp: “Making Sense of Location-based Micro-posts Using Stream Reasoning”,
In Proceedings of the Making Sense of Microposts Workshop (#MSM2011), co-located with
the 8th Extended Semantic Web Conference, ESWC2011, Heraklion, Crete, Greece, May
2011.
Marco Balduini, Irene Celino, Daniele Dell’Aglio, Emanuele Della Valle, Yi Huang, Tony
Lee, Stanley Park and Volker Tresp: “BOTTARI: Location based Social Media Analysis with
Semantic Web”, submitted to the Semantic Web Challenge at the 10th International Semantic
Web Conference, ISWC2011, Bonn, Germany, October 2011.

Publications about the LarKC platform that include the Urban Computing scenario:
-

Alexey Cheptsov, Matthias Assel, Georgina Gallizo, Irene Celino, Daniele Dell'Aglio,
Luka Bradesko, Michael Witbrock and Emanuele Della Valle: "Large Knowledge Collider.
A Service-oriented Platform for Large-scale Semantic Reasoning", In Proceedings of the
International Conference on Web Intelligence, Mining and Semantics (WIMS'11), ACM
International Conference Proceedings Series, Sogndal, Norway, May 2011.
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Abstract. Semantic Web technologies proved to be successful in integrating and interlinking data. However, traditional processing operations
offered by Semantic Web technologies are limited to conceptual query answering. Growing the size of datasets, typical operations from Machine
Learning or other data-intensive techniques would become important to
be jointly used with Semantic Web processing.
In this paper, we explain how we exploited the capabilities of a pluggable
Semantic Web application framework – the LarKC platform – to incorporate techniques from Machine Learning (recurring neural networks) and
from Operational Research (routing algorithms) in a scenario of Traffic
Forecasting and Routing in the Milano area. The result is a Web-based
application that let a user calculate the most suitable path in the urban
environment by taking into consideration the city streets characteristics
and the traffic predictions.

1

Introduction

The geo-spatial Semantic Web is gaining attention because of the popularity of
location-based services. A large amount of information is becoming available as
open/linked data and applications are emerging to exploit such datasets and to
apply formal reasoning.
Still some elaborations that are natural operations for other disciplines –
like routing in operational research or trend forecasting in machine learning
– are hardly integrated with Semantic Web techniques. Thus, it is difficult to
find answers to questions like “which is the quickest way to this modern art
exhibition?” or “is it possible to reach this concert tonight in less than 30 minutes
if I can get into my car this afternoon at 8pm?”. Our goal is therefore to find a
combination of pure semantic information (the city points of interest), geo-spatial
processing (the path to the desired destination) and statistical learning (traffic
forecasting), facing in the meantime challenges like data size, time-dependency,
data heterogeneity or quality of data sources.
In this paper we present our solution, based on the LarKC semantic processing platform [5], to overcome the existing problems and to find useful answers to
the aforementioned users’ requests. While using RDF as interchange format to
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support the integration, we combined state-of-the-art statistical learning, probabilistic reasoning and operational research. The result is an application able to
route users from their current position to a target point of interest within the
city of Milano, taking into account both the future traffic conditions and the
projected time of travel.
The description of our solution starts with an overview of the used system
architecture (Section 2) and a description of the data sources (Section 3). We
then describe how the traffic predictions are computed (Section 4) and how
specific traffic queries can be posed and answered efficiently (Section 5). Next,
we evaluate the performance and effectiveness of the framework in answering user
queries (Section 6), and we finish with some concluding remarks (Section 7).

2

System Architecture

As mentioned in the introduction, our objective was to seamlessly combine different techniques to answers user’s questions. In particular we needed to integrate
routing, traffic predictions and Semantic Web querying.
For routing computation, we adopted existing operational research algorithms, in particular the Dijkstra algorithm; for traffic forecasting, we used a
statistical approach based on time-delay recurrent neural network [9]. To combine those kinds of data processing together with typical Semantic Web SPARQL
querying, we successfully built our solution with LarKC.

Fig. 1. Our LarKC workflows

LarKC [5] is a platform for massive distributed reasoning that aims to remove
the scalability barriers of currently existing reasoning systems for the Semantic
Web. LarKC is based on a pluggable architecture in which it is possible to exploit
techniques and heuristics from diverse areas such as databases, machine learning,
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cognitive science, Semantic Web, and others. LarKC also provides with built-in
capabilities of parallelization and distribution of data processing, thus paving
the way to easier scalability of the resulting applications.
Basing our work on the LarKC platform simplified a lot the integration of
neural network algorithms (used to compute traffic predictions) with operational
research methods (used in path finding algorithms) and with Semantic Web
approaches (used to select the results to fulfil users’ requests). Practically, we
wrapped the different techniques and algorithms as “plug-ins” for the LarKC
platform, then we composed those plug-ins in a set of execution workflows to
combine their capabilities in the appropriate manner. Specifically we designed
two execution paths (depicted in Figure 1): a first “scheduled” batch-time workflow periodically re-computes the traffic predictions for the next two hours for
all streets in Milano (cf. Section 4); a second “on-demand” runtime workflow
calculates the most suitable path between the starting point and the destination
in the user’s request (cf. Section 5); the two workflows read their inputs and
write their computation results via a shared Data Layer within the platform.
Finally a “Decider” component orchestrates the behaviour of the two workflows
and manages the request/response interaction with the user interface.
Obtaining the same result without LarKC would have required custom integration coding and ad hoc methods to ensure the scalability or the distribution
of data processing. Alternative approaches to “mash-up” of different techniques
exist – like DERI Pipes [6], SPARQLScript1 or SPARQLMotion2 – but they
mostly consist in lightweight approaches to fast prototyping with no additional
support for production environments, such as LarKC support to parallelization.

3

Experimental Data

Our traffic routing scenario requires integrating information from several data
sources, which are diverse and heterogeneous in content and also in format and
availability conditions.
To address information integration, we adopted RDF as an interchange format and we linked data to existing, shared and popular ontologies. We also
adopted solutions to generate virtual RDF graphs on demand, instead of performing bulk translation of data between different formats.
Similarly, we adopted SPARQL as query language, in line with the selection
of RDF format. SPARQL also makes it possible to query distributed sources and
to specify FROM and FROM GRAPH clauses to restrict data selection. Those
choices are well founded in a Urban Computing setting like ours [3].
In the following we give details on the available datasets and we explain the
use of the aforementioned technologies and languages in our scenario.
1
2

Cf. http://arc.semsol.org/docs/v2/sparqlscript.
Cf. http://www.topquadrant.com/products/SPARQLMotion.html.
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3.1

Available Data and their Characteristics

The data about street topology and traffic sensors were obtained from the Municipality of Milano, Agenzia Mobilità Ambiente e Territorio (AMAT). They consist
in a very detailed topology map with more than 30,000 streets (i.e. portions of
roads with a specific flow direction) with 15,000 nodes (i.e. road junctions);
each street portion is described with a set of both geometrical attributes (e.g.
coordinates, length, number of ways, etc.) and flow-related characteristics (e.g.
indicators of flow and congestion, turning prohibitions, etc.). The traffic sensors
data give information about 300 sensors with their positioning and sensing capabilities; the 3 years time-series of those sensors’ data records the traffic as sensed
every 5 minutes intervals. As such, the sensors records sum up to more than 109
records in a 250GB database.
Additionally, for the same time-span, we complemented that information with
historical weather data from the Italian website ilMeteo.it (CSV data with 108
records) and with calendar information (week days and week-end days, holidays,
etc.) to take in consideration seasonal effects.
Those data characteristics pose the following challenges. Our historic traffic
database contains more than 1 billion triples and predictions amount to 9 million
new ones each day. Thus, data size is an issue when real-time predictions are
required. The data is also very noisy, e.g. due to broken sensors, and does not
obey a closed world assumption due to many unobserved effects, e.g. parking
cars or small accidents. Moreover, traffic data is time-dependent and a prediction
framework requires heterogeneous data sources, such as a street graph, historic
time series of speed and flow at traffic sensors, weather data, or different calendar
events like special holidays. On the query side, the routing should take into
account the desired path (the shortest path vs. the fastest one, the best path on
an average day vs. the best one at a specified time-date).
3.2

Data Representation in RDF

Reusing and linking to pre-existing ontologies and vocabularies for geo-spatial
modelling, we designed and specified a dedicated ontology to represent the pathfinding scenario and the outcomes of routing computation. The result is a generic
Urban Path-finding Ontology3 , which includes the basic concepts and relations
used to model the street topology and its features, the traffic sensors, their time
records and the traffic predictions.
Streets are represented by Links (portion of roads) and Nodes (junctions);
TrafficSensors are linked to this road topology. Streets are categorized by
LinkCategory (e.g. main road vs. secondary street) and have properties indicating length and reference values for normal flow and congested speed. Those
properties are used to calculate nominal and estimated travel time for all streets;
in case of traffic forecasting, predictions change over time, thus we employed
Named Graphs [1]: for each time interval of validity, we build a time-stamped
graph containing all the predicted travel times attached to Links; the graph
3

Cf. http://larkc.cefriel.it/ontologies/urbanpathfinding.
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timestamp is then used to easily identify and select the relevant graphs. The
advantages of this approach are explained in [1].

4

Traffic Predictions

To derive a valid traffic forecast for the next four hours, we developed a LarKC
plug-in that follows a statistical regression approach to traffic prediction [7].
State-of-the-art neural networks [9] are coupled with semi-supervised learning
methods [11]. In contrast to simulation based methods [8] which describe each
traffic participant individually, this approach does not require detailed, explicit
assumptions about the behaviour of traffic participants. Instead predictions are
directly determined by actually observed data. Moreover, the model complexity
of a statistical approach can be adapted much easier to specific performance
needs.
Our traffic prediction LarKC workflow consists of a pipeline with three steps.
First, we forecast traffic speed and flow at sensor locations for the next four hours
in 5 min intervals; for this task, we use the sensors traffic observations from the
last 24 hours that are available through the shared platform Data Layer. We then
categorize the predictions into two robust traffic conditions: normal or congested.
Last, we generalize the traffic conditions from sensor locations to all streets of
the road network and assign estimated travel times based on predicted traffic
condition, road length and category. The results are then written back to the
Data Layer for further query processing.
4.1

Sensor Predictions

Our prediction approach is focused on the identification of underlying traffic dynamics. We assume that traffic dynamics are partially driven by an autonomous
development (e.g. traffic characteristics of different day types, holidays and special calendar events) and a variety of external influences (e.g. events, construction
sites or weather conditions).
We use an open, discrete-time state space model [10] with state transition
equation st+1 = f (st , ut ) and output equation yt = g(st ). Identifying the dynamic system then means finding functions f and g such that the averaged
quadratic distance between the observed data ytd and the computed data yt of
the model is minimized. We model f () and g() as parametrized functions in
form of a time-delay recurrent neural network (RNN). Using weight matrices A,
B and C the model equations are st+1 = tanh(Ast + But ) and yt = Cst . The
corresponding system identification task to determine A, B and C is solved by
“finite unfolding” in time [9], i.e. we truncate the unfolding after some time steps.
The autonomous part of the RNN is extended into the future by overshooting,
i.e. we iterate matrices A and C in future direction. Overshooting regularizes
the learning and thus may improve the model performance. Moreover, we get as
an output a whole sequence of forecasts. Figure 2 depicts the resulting spatial
neural network architecture.
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Fig. 2. Time delay recurrent neural network using unfolding in time

The RNNs to predict whole time series of speed and flow at a sensor incorporate an additional mechanism to separate time variant from time invariant
structures within the traffic dynamics. We use a coordinate transformation in
form of so-called bottleneck neural networks. The bottlenecks are embedded into
the RNN and are focused on the prediction of the non-linear principal components of the traffic dynamics. In the broadest sense, the time variants of the
traffic dynamics are comparable with the (non-linear) principle components of
the traffic dynamics. Since the traffic dynamics can be reconstructed from the
variants and invariants, we only have to forecast the variants in order to predict the development of the traffic flow and speed. The final neural network
architecture is depicted in Figure 3.

Fig. 3. RNN incorporating a bottleneck for the separation of time variant from invariant structures

We trained an individual neural network for each of the 317 traffic sensors
having a sufficiently long, hole-free training time-series. Parameter training was
performed off-line with the Siemens proprietary software SENN. The parameters
were then used inside the LarKC plug-in to evaluate the RNNs on-line for each
query with novel observations obtained through the Data Layer.
4.2 Prediction Categorization
Speed and flow are strongly dependent on specifics of a particular link or on the
sensor’s field of view. We thus summarize the speed/flow predictions of the RNNs
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into two more robust traffic conditions: normal or congested traffic. Motivated
by the fundamental diagram of traffic flow, we threshold the predicted traffic
speed at the 70%-quantile of the fastest speeds (cf. Figure 4).

Fig. 4. Fundamental diagram of traffic flow (left figure from Wikipedia)

4.3 Network-Wide Generalization
To obtain traffic conditions for all streets and not only for sensor locations, we
employ a Bayesian formulation of semi-supervised learning [11]. This is because
the generalization should not only be based on Euclidean distance alone, but
should take the street graph topology into account.
The assumption that neighbouring links have similar traffic conditions fi
(normal=0, congested=1) is encoded in the a priori distribution
P
p(f ) ∝ exp(− ij∈E wij (fi − fj )2 )
and traffic predictions yi are included via the likelihood
Q
p(y|f ) ∝ i exp(− σ12 (fi − yi )2 )
The maximum-a-posteriori estimate can then be computed by solving a linear
system and thresholding. Since all involved matrices are sparse, the linear system
can be solved efficiently even for large street graphs. Nevertheless, we only apply
this method for the 11.000 major streets of Milan. For minor residential streets,
congestion will not normally occur.

5

Traffic Aware Routing

Every hour the traffic prediction are re-computed and updated in the LarKC
Data Layer. Thus, whenever a user makes a request to compute a path between
a starting point and a destination, the second LarKC workflow comes into play.
Hereafter, we explain how such routing is expressed in a SPARQL query and
how the query results are computed.

8
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5.1 Querying in SPARQL
Our LarKC path-finding workflow encapsulates the operational research algorithm to compute the best path between two points on the map of Milano. The
basic SPARQL query to ask for a path between two nodes is the following4 :
SELECT DISTINCT ?path
WHERE {
?path a upf:Path;
upf:hasStart <START-NODE>;
upf:hasGoal <END-NODE>;
upf:isComposedBy ?link;
upf:hasPathLength ?length;
upf:hasPathNominalTravelTime ?nominaltt;
upf:hasPathEstimatedTravelTime ?estimatedtt;
upf:hasPolicy ?policy.
?policy upf:hasMinimizedDimension <DIMENSION>.
}

Each policy tries to minimize a specific dimension when computing the
“shortest” path; in our scenario, this dimension can assume three values: the
length, the nominal travel time (traversal without traffic) or the estimated travel
time (using traffic predictions). Following this modelling, we express the path
computation in RDF – our interchange format – while keeping the actual processing inside the LarKC plug-in that encapsulates the Dijkstra algorithm.
5.2 Efficient Query Evaluation
The query illustrated above is executed at each user’s request in an “on-demand”
LarKC workflow; in case of travel time estimation, the traffic predictions, in
the form of estimated travel time for each link, are stored in the LarKC data
layer within time-stamped Named Graphs described by their time validity; those
Named Graphs are deleted and substituted by the new predictions every hour as
per the workflow described in Section 4. Thus, at runtime, the relevant graphs
can be selected on the basis of the “time validity” specified in the SPARQL
query, thus allowing for an efficient query evaluation.
The SPARQL path-finding query is minimal in that it just contains the basic
input information for the routing algorithm. Similarly to D2R [4], we are treating
the path computation as a virtual RDF graph, in that the Dijkstra-based plugin within the path-finding Workflow “hides” its algorithm behind a SPARQLcompliant interface.
The value of our approach lies in the capability of the LarKC platform to
seamlessly integrate different technologies to fulfil a specific purpose. LarKC
is “semantic” in that it uses RDF as data format and lightweight data integration means, but it goes well beyond usual Semantic Web platforms in that
it demonstrates its flexibility in encapsulating neural network systems for the
traffic prediction and operational research routing algorithms for path finding.
Without LarKC, we would have been forced to build an ad hoc system to put
4

The prefix upf: refers to the cited Urban Path-finding Ontology.
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together the different pieces and to make them “talk” to each other. On the
contrary, we do not constrain the Dijkstra algorithm to deal with ontologies and
we do not employ traditional reasoning to compute the shortest path.

6

Evaluation

The quality of the RNN traffic forecasts is examined in Figure 5. On the left traffic flow time series for some examples sensors are shown. The past 24h of known
measurements are used to predict the next four hours. A numerical evaluation
against other standard regression techniques, namely a feed forward neural network and linear regression, is presented on the right. The average relative error
of the time delay RNNs is significantly lower than for the competing methods,
and also shows a much smaller variance.

Fig. 5. RNN Traffic predictions: time-series with some example sensors (left), comparison of the time delay RNNs vs. feed-forward neural networks and linear regression
(right)

An example of the network-wide generalization is shown in Figure 6. Numerical validation is problematic here, as no in-between-the-sensors information was
available. However, the results are qualitatively plausible. They show connected
areas of congestion around sensor locations with traffic distortions. Different road
directions – modelled with separate links – may show different traffic situations,
as common in real situations.
The Traffic LarKC application for the final user is made available as a Web
application at http://larkc.cefriel.it/traffic-larkc/. As illustrated in
Figure 7, it consists of a simple user interface where users can set start and
destination points, calculate their path according to the three different policies
and visualize the results together with the predicted congestion on a familiar
map.
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Fig. 6. Results of generalizing traffic condition predictions from sensor locations (dots)
to all links of the road network via Bayesian Semi-Supervised Learning. Blue means
normal condition, red congested.

Fig. 7. Screenshot of the Traffic LarKC user application

6.1

Performance and Scalability

Regarding computational performance, we split the discussion along the two
proposed workflows.
The traffic prediction workflow is invoked once per hour and predicts the
traffic for the next 4 hours on 30.000 links in 5 min intervals. This amounts to
600.000 triples that have to be updated in each run based on the newly available
knowledge. While the whole runs needs 90 seconds, it should be noted that the
interaction with the LarKC Data Layer – deleting old traffic predictions, reading
the necessary data for the RNNs and rewriting new predictions – takes a share of
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81 sec, leaving only 9 sec of the actual prediction algorithms. This may seems like
a large overhead, however, the RDF representation allows for flexibly working
with the traffic predictions in other plug-ins in the platform that do not have to
know about the internals of the traffic prediction computation.
We evaluated the performances and scalability of the traffic aware routing by
stress-testing the path-finding workflow. The test conditions were: LarKC was
deployed on a six-core AMD Opteron Processor 2431 (2.4 GHz) machine5 , with
8 GB RAM and Ubuntu 10.04 64 bit; the concurrent requests were issued from
an Intel Core 2 (2.16 GHz) machine, with 2 GB RAM and Microsoft Windows
XP Professional (SP3) in a different European location.
The results, illustrated in Figure 8 (left side), show that the response time is
independent from the minimized dimension; thanks to the periodic “batch-time”
re-computation of traffic predictions, the “run-time” routing is unaffected by the
forecasting processing. Moreover, thanks to a smart result caching approach, the
LarKC platform shows a sub-linear response-time increment with the number of
concurrent requests (cf. Fig 8, right side).

Fig. 8. Stress tests on the Traffic LarKC without caching (left) and with caching (right)

7

Conclusions

In this paper, we provided experimental proof that state-or-the-art statistical
learning and operational research techniques can be integrated with Semantic
Web query answering techniques within the LarKC platform.
The result of such integration is an efficient system that can be used to offer
traffic-aware routing services. Its efficacy was only partially proved, because the
information system that collects Milano traffic data was not designed to deliver
5

Only one core was assigned to the LarKC virtual machine.
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information in real time6 , and, thus, we could not try the presented solution
on real-time data. However, the experiments we conducted on historical data,
the low query latency of the system and its scalability make us believe high
added-value services can be delivered to the final users.
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Abstract: This paper presents a traffic-aware semantic routing service for mobile users based on the LarKC Semantic
Web plug-able platform. It proposes a technique for integrating conceptual query answering with statistical learning
and operations research algorithms. It shows empirically that the prototype of traffic-aware semantic routing service
works efficiently with large, heterogeneous information sources and that it is able to deliver value-added services to
mobile users.

1. Introduction
People in (unfamiliar) urban environments might ask questions like “What museum can I reach in less than
25 minutes if I get into my car this afternoon at 4 pm?”. The pieces of information required to answer those
questions are usually available, but they are scattered and not interoperable. We are not aware of any
service able to perform the mix of conceptual query answering (i.e., semantic retrieval of points of interest
from a conceptual model of city attractions), machine learning (i.e., forecasting traffic conditions), and
operations research (i.e., finding the shortest path).
In this paper, we present the award winner1 Traffic LarKC service: a prototype based on Semantic Web
technologies (i.e., RDF [14] and SPARQL [15]) to seamlessly integrate conceptual query answering,
statistical regression and operations research techniques into a single service fully operational for the city
of Milano. We also provide empirical evidence of its efficacy in answering complex semantic queries of the
kind shown above as well as its efficiency and scalability.
The paper is structured as follows. Section 2 presents the architecture of our service. Section 3 and 4
respectively present the statistical regression approach to traffic prognosis and the traffic aware routing
solution that combines conceptual query answering and operations research. We dedicate Section 5 to the
evaluation of the Traffic LarKC. Section 6 concludes and discusses future work.

1

Traffic LarKC won the 1st prize of the AI Mashup Challenge 2011

2. Architecture
To address the issues raised in the introduction, we need to develop a service that is able (1) to
semantically retrieve points of interest (POIs) in a city given a category, (2) to compute the most suitable
path to reach the POI by considering traffic conditions and traffic predictions and (3) to give a complete
answer to the requester in a reasonable time. Our research question was whether Semantic Web
technologies can be used to get the different techniques required to realize such a service interoperate. To
this end, we needed a platform that (1) would act as a Semantic Web framework, (2) could reuse
processing components leveraging different technologies and (3) would orchestrate the different
computations in a single workflow to solve the end-user problem.
In this context, we decided to adopt LarKC [2], a platform for massive distributed reasoning that removes
the scalability barriers of currently existing reasoning systems for the Semantic Web. The LarKC platform
has a pluggable architecture, to exploit techniques and heuristics from machine learning, operations
research and Semantic Web. All plug-ins interoperate through a scalable RDF-based Data Layer. The LarKC
platform also allows for parallelized and distributed data processing, for an easier scalability of the
resulting applications.

Fig. 1. The LarKC workflows and the external datasets behind the traffic-aware routing service that we prototyped.

We selected Milano as target of our experiments. The datasets used in our service, graphically exemplified
at the bottom of Fig. 1, are diverse in topic and format. Monuments, attractions, exhibitions and events in
Milano are retrieved from the Linked Open Data cloud [7], from DBpedia [8], GeoNames2, LinkedGeoData3,
and LinkedEvents [9]; those data are already in RDF, consolidated and interlinked, and LarKC employs
Semantic Web technologies to retrieve and elaborate them. On the other hand, information about Milano
2

http://www.geonames.org/

3

http://linkedgeodata.org/

topology and traffic comes from the local Mobility Agency. The road network shapefile contains
approximately 30,000 streets with 15,000 junctions; each street portion is semantically described with a set
of geometrical attributes and flow-related characteristics. Traffic information is a 3 years’ time-series
records the number of passing-by vehicles sensed every 5 minutes at 317 sensor locations; thus, traffic
records sum up to more than 109 records in a 250GB database. Additionally, for the same time-span, we
gathered historical weather data from the Italian website ilMeteo.it (108 CSV records) and calendar
information (week/week-end days, holidays) to consider seasonal effects.
As illustrated in Fig. 1, those data are processed by two different LarKC workflows: a traffic prediction
workflow that computes traffic forecasts (see Section 3); and a path-finding workflow that semantically
retrieves POIs and computes the route to reach them (see Section 4).
Those two workflows are invoked at different times: while the former is re-executed every hour to update
the predictions (batch-time execution), the latter is operated at each end-user request (runtime execution),
using the most up-to-date predictions.

3. Traffic Predictions
Traffic predictions can be performed both with simulation-based and statistical regression approaches.
Simulation-based traffic predictions have the advantage to be easily interpretable (e.g. DynaMIT5). Our
traffic forecasts employ a statistical regression approach by coupling recurrent neural networks (RNNs) [4]
with semi-supervised learning (SSL) [6]. The advantage of statistical regression approaches [3] is a reduced
need for the formulation and integration of detailed assumptions, since these are implicit in the data and
thus automatically considered by the learned system.
The traffic prediction workflow (see Fig. 1), is invoked regularly and performs two steps. First, it uses RNNs
to forecast speed and flow at sensor locations for the next four hours in 5 min intervals. The predictions are
based on traffic observations from the last 24 hours at the same sensors. After categorizing the predictions
into two traffic conditions, normal and congested, it generalizes the predictions from the sensor locations
to all streets of the road network using semi-supervised learning. The resulting predictions are then used in
conjunction with nominal speed and street length to assign estimated travel times. These final results are
then stored in the Data Layer as time-stamped “buckets” of information (cf. right side of Fig. 1). Each
bucket is an RDF named graph [10] containing the traffic forecasts in a specific time interval, is annotated
with the lower/upper limit of the time validity, to enable an efficient retrieval at run-time (cf. Section 4).

5

http://mit.edu/its/dynamit.html

3.1

Traffic Predictions at Sensor Locations

The RNN prediction approach focuses on the identification of the underlying traffic dynamics. We assume
that traffic dynamics are partially driven by an autonomous development (e.g. traffic characteristics of
different day types, holidays and special calendar events) and a variety of external influences (e.g. events or
weather conditions).
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Fig. 2. Traffic prediction RNN incorporating bottlenecks for the separation of time variant from invariant structures

We use an open, discrete-time state space model represented by the time-delay RNN structure depicted in
Fig. 2 [5]. The system parameter matrices A-E are identified via “finite unfolding” in time [4]. The RNN
architecture includes a coordinate transformation in form of so-called “bottlenecks” where past flows and
speeds are used both as an input and output. The bottlenecks focus on the prediction of the non-linear
principal components of the traffic dynamics, roughly corresponding to the time variants of the system.
Since the traffic dynamics can be reconstructed from the variants and invariants, we only have to forecast
the variants to predict future time-series of the traffic flow and speed.
RNN training for the 317 sensors with training data was performed with the Siemens RNN software SENN6.
Inside the LarKC plugin, the RNNs were evaluated online with the current traffic observations obtained
through the Data Layer.

3.2

Network-Wide Generalization

The task to derive traffic predictions for all streets of the network based on the predictions at the sensor
locations can be interpreted as a regression problem of mapping locations to traffic condition. To this end,
we employ a Bayesian formulation of SSL [6] because the generalization should not be based on input
space distance alone, but it should take into account the input distribution, namely the street graph
topology.
The assumption that neighboring links i have similar traffic conditions fi is formally encoded in the a priori
distribution
,

6

More information available on request at www.ct.siemens.com

where E is the set of all connected links and wij a fixed weight. The RNN traffic predictions at sensors yi are
included via the likelihood
.
The maximum-a-posteriori traffic estimate for all streets f can then be computed via Bayes rule. It involves
solving a large linear system of the size of the number of streets. However, since all involved matrices are
sparse, the system can still be solved in less than a second even for the 30,000 streets in our road-map.
It should be noted that the sensors’ speed and flow values are strongly dependent on the field of view of
each sensor. Thus, speed and flow do not generalize well over the road network. However, we compress
these two values into two traffic conditions, normal (yi=0) and congested traffic (yi=1), which allows for a
smooth, robust regression function. The classification of speed and flow values into the two traffic
conditions is done via thresholding the traffic speed. Results for both the RNN predictions and the SSL
smoothing step are presented in Section 5.

4. Semantic Traffic Aware Routing
Tourist trip planning considering time constraints is still an open research problem [12]. To answer the
typical user question we stated in the opening “What Milano museum can I reach in less than 25 minutes if
I get into my car this afternoon at 4 pm?”, we need to query the traffic predictions described in Section 3,
together with the semantic descriptions of the city POIs and the road network data. In this section, we
illustrate how our run-time LarKC workflow achieves a semantic interoperability between the different
techniques used to answer the user question.

4.1

Querying in SPARQL

We formalize in SPARQL the user question above as follows8:
1

SELECT DISTINCT ?museum ?path ?length ?travelTime

2

WHERE {

3
4
5
6
7
8
9
10

8

?museum a yago:MuseumsInMilan ;
upf:locatedAt ?museumPosition .
?g upf:TrafficRecordsFrom ?from ;
upf:TrafficRecordsUntil ?until .
FILTER(?from <= "2011-03-01T15:04:01Z"^^xsd:dateTime &&
?until >= "2011-03-01T15:04:01Z"^^xsd:dateTime)
GRAPH ?g {
?path a upf:Path;

11

upf:hasStart <START-POS> ;

12

upf:hasGoal ?museumPosition ;

The prefix upf: refers to our Urban Path-finding Ontology http://larkc.cefriel.it/ontologies/urbanpathfinding, which
formalizes our semantic model of the traffic and path-finding domain.

13

upf:hasPathLength ?length ;

14

upf:hasPathTravelTime ?travelTime ;

15

upf:hasPolicy ?policy .

16

?policy upf:hasMinimizedDimension upf:estimatedTravelTime .

17

FILTER(?travelTime < "PT25M"^^xsd:duration)

18
19

}
}

In lines 3-4, this SPARQL query asks for the museums in Milano (the instances of the respective Yago [11]
concept) and their position; to answer this conceptual portion of the query LarKC employs a reasoner to
unfold the Yago category taxonomy and invokes the semantic search engine Sindice [13] for the semantic
POI retrieval. Lines 5-8 express when the journey to the museum should take place; to this end, LarKC
selects the named graphs – annotated with the lower/upper bound time limit of validity – that fits the user
need, i.e. that are valid for the requested date-time (as explained in Sections 2 and 3).
The routing request is expressed in SPARQL at lines 9-18: for the selected graphs (line 9), LarKC has to
compute a path to the identified museum (lines 10-12) whose duration is compatible with user preferences
(line 17). Each path should be described by its length and duration (lines 13-14), globally minimized via the
traffic estimations (line 16). To this end, our Urban Path-finding Ontology defines three specific routing
policies,

to

minimize

the

path

extent

(upf:length),

the

duration in

absence

of traffic

(upf:nominalTravelTime) or the duration given the traffic forecasts (upf:estimatedTravelTime). The
actual computation of the path, according to the policy indicated in the SPARQL query, is delegated to an
operations research algorithm as explained hereafter.

4.2

Efficient Query Evaluation

Our solution optimizes the query evaluation in two ways. Firstly, we decouple user routing requests from
traffic-prediction computation (cf. Section 2). When a user request is issued, those traffic forecasts are
already available in the LarKC Data Layer as time-stamped named graphs. Those graphs are deleted and
substituted by the new predictions every hour, thus forecast computation does not affect user request
evaluation.
The second optimization lies in the path-finding. The full (SPARQL) query illustrated above cannot be
answered by using Semantic Web technologies only, nor by object-spatial databases alone; the LarKC
platform fragments the full SPARQL query in a conceptual part (POI semantic retrieval) and a routing part,
and dispatches those sub-queries to the different plug-ins registered in the LarKC platform. To compute the
path, the runtime LarKC workflow invokes an operations research plug-in that applies the Dijkstra
algorithm. Similarly to D2R [1], we are treating the path computation as a query to a virtual RDF graph, in
that the Dijkstra-based component is “hidden” behind a SPARQL-compliant interface. The LarKC runtime

workflow then joins the Dijkstra results with the rest of the data (Milano museums identified by the
conceptual part of the query).
Without LarKC, we would have been forced to build an ad hoc system to put together the different pieces
and to make them “talk” to each other (e.g. by transforming all data into a GIS-compliant format). LarKC
goes well beyond traditional Semantic Web platforms: based on RDF as a means to lightweight data
integration, LarKC allows for encapsulating operations research algorithms for path finding within a SPARQL
endpoint.

5. Evaluation
We evaluate the proposed system both with regards to the quality of the results and the performance of
the combined system.

5.1

Quality

RNN traffic forecasts are examined in Fig. 3. On the left we show traffic-flow time-series for five exemplary
sensors. The past 24 hours of known measurements are used by the RNNs to predict the next four hours.
Apart from the visual plausibility of the predictions, the RNNs also numerically outperform other standard
regression techniques, namely feed forward neural networks (MLP) and linear regression, as is presented
on the right of Fig. 3: its average relative error is significantly lower and its variance is much smaller.
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Fig. 3. (Left) traffic Flow Time-series for five exemplary sensors, (right) comparison of prediction errors of the applied time-delay
RNNs vs. feed-forward neural networks (MLP) and linear regression

An example output of the network-wide generalization of sensor traffic predictions is shown in Fig. 4.
Connected areas of congestion are clearly visible around sensor locations.. Those results are qualitatively
plausible, but their numerical validation is problematic, as no in-between-the-sensors information is
available.

9:05

Fig. 4. Generalizing traffic conditions at sensor locations (dots) to all links at 9:05am. Blue links have normal traffic condition, red
ones are congested. Different street directions are modeled separately; thus they can have different traffic conditions.

The full routing service for the final user is made available as a Web application at
http://larkc.cefriel.it/traffic-larkc/ (see Fig. 5).

Fig. 5. Screenshot of the Traffic LarKC user application

The sensor network that collects Milano traffic data is not designed to deliver information in real time9;
thus, we could not evaluate our service on real-time data. However, we performed numerical quality
evaluation of our routing service using the historical data. We selected 100 random pairs of points and
computed the optimal paths following the three different policies, see Table 1. Compared to shortest
distance paths, the quickest path policy with traffic predictions leads to paths that, while being 6% longer,
are 14% faster in the expexted travel time. The statistical significance of this advantage is confirmed by a
Student’s t-test with significance level 5%.

9

Sensor data become accessible in the information system several hours after the actual registration at the sensor.

Change % w.r.t.
Shortest Path Policy results
- Length
- Nominal Travel Time (NTT)
without traffic prediction
- Estimated Travel Time (ETT)
with traffic prediction

Quickest Path Policy
(without traffic prediction)
+3%
-5%

Quickest Path Policy
(with traffic prediction)
+6%
+2%

+5%

-14%

Table 1: Average relative performance of the different policies for 100 random paths.

5.2

Performance and Scalability

We tested performance and scalability of our service on a six-core AMD Opteron Processor 2431 (2.4GHz)
machine with 8GB RAM and Ubuntu 10.04 64bit.
The traffic prediction workflow is activated each hour and predicts the traffic for the next 4 hours on 30,000
streets in 5 min intervals; thus 600,000 RDF triples are updated in each run based on the newly available
predictions. While the whole run needs 90 seconds, the interaction with the Data Layer alone - i.e. deleting
old traffic predictions, reading the necessary data for the RNNs and rewriting new predictions - takes a
share of 81sec, leaving only 9sec for the actual prediction algorithms. The data loading cost is clearly an
overhead of the LarKC platform, but our choice is motivated by the RDF representation allowing for a
seamless interoperability between different plug-ins.
For the path-finding workflow, we evaluated run-time performance and scalability by stress-testing, issuing
concurrent requests across the Internet from an Intel Core 2 (2.16GHz) machine with 2GB RAM and
Microsoft Windows XP Professional (SP3). By disabling the built-in caching feature of the LarKC platform,
the results illustrated in Fig. 6 (left side) show that the response time is independent on the minimized
dimension. Thanks to the periodic “batch-time” re-computation of traffic predictions, the “run-time”
routing is unaffected by the forecasting processing. Moreover, by enabling the caching feature, our service
replies in a few seconds and shows a sub-linear response-time increment with the number of concurrent
requests (cf. Fig. 6, right side).

Fig. 6. Stress tests results on the Traffic LarKC without caching (left) and with caching (right)

6. Conclusions
Questions from mobile users require a service to seamlessly integrate techniques from machine learning
(traffic predictions) and operations research (routing) with conceptual query answering (POI semantic
retrieval). In this paper, we demonstrated that a plug-able Semantic Web application framework like the
LarKC platform is up to this challenge.
We presented a fully operational service to offer traffic-aware routing services in a mobile environment.
We demonstrated its efficacy and efficiency on historical Milano traffic data (for traffic prediction) and online data from the Linked Open Data Cloud (for semantic POI retrieval). The main disadvantages of the
adoption of the LarKC platform are the ad hoc query fragmentation into different plug-in requests and the
RDF loading time, mitigated by the batch-time/runtime executions. Although an online version could not be
implemented, due to technical limitations of the Milano traffic management system, such a solution is
under discussion for the Milano EXPO 2015, supplying added value to mobile end users.
A more general lesson learned is that location information represents a natural basis for integrating several
information sources, i.e. different pieces of data and computational services can sensibly be glued together
when they are related to the same physical place. This is one major reason for the recent popularity of
mobile location-based services and also represents a great opportunity for applying semantic technologies.
Acknowledgments. This work was partially supported by the European project LarKC (FP7-215535).
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Abstract. One of the most common usage of maps is to find a good
way to move from one point to another one. The meaning of “good”
can vary, depending on the dimension to be minimized: for example the
path length or the required journey time. In this paper we present the
Traffic LarKC, an application to compute routes between two locations
in Milano, with the possibility to take into account estimation of street
traffic conditions. The application takes as input both public and private
data sources and processes them using techniques from several areas, like
Semantic Web, Machine Learning and Operations Research.

1

Introduction

Data sets and services related to geography - maps, events, points of interests are becoming more and more important. The Semantic Web community started
to convert and connect those popular available data following the Linked Data
principles to build new applications on top of them.
A common problem of people living in cities is the route planning, the task
of finding paths connecting two or more points, given a set of constraints. For
example, people could be interested in planning a route to visit some shops
during their opening time, or they have to find a way to move from home to
school/workplace in time taking into account the traffic conditions.
Focusing on the route planning task, we developed a system to compute a set
of paths between two points taking into account several factors, as length and
street speed flows. Additionally, the application considers the traffic problem,
by using a traffic prediction system to determine the state of the streets for the
next hours. The application, named Traffic LarKC [5], uses information from
both public and private data sources, and combines operations from different
disciplines – like routing in operations research or trend forecasting in machine
learning – integrating them with Semantic Web techniques.
The description of our solution starts with an overview of the features of the
user application in Section 2, then we describe how the traffic predictions and
the paths are computed in Section 3. Finally we offer some concluding remarks
in Section 4.
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Traffic LarKC user application

The front-end of the Traffic LarKC (Figure 1) is a Web-based application1 . It
allows the user to select the starting and the ending position, and to search for
a path using one of the available policies, which minimize a specific dimension:
the length, the nominal travel time (traversal without traffic) or the estimated
travel time (using traffic predictions).

Fig. 1. The Traffic LarKC user interface

Additionally, for demo purposes, it is possible to visualize a subset of congested streets generated by the traffic prediction algorithm and the SPARQL
queries sent to the back-end service when a path computation is required.

3

Behind the scenes of Traffic LarKC

The Traffic LarKC is built on the top of LarKC [1], a platform for massive
distributed reasoning that aims to remove the scalability barriers of currently
existing reasoning systems for the Semantic Web. LarKC offers a pluggable architecture that makes it possible to exploit techniques and heuristics from diverse
areas such as databases, machine learning, cognitive science, Semantic Web, and
1

Cf. http://larkc.cefriel.it/traffic-larkc.
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others. LarKC also provides for built-in capabilities of parallelization and distribution of data processing, thus paving the way to an easier scalability of the
resulting applications. LarKC can be invoked as a service using the SPARQL
protocol.

Fig. 2. Our LarKC workflows

In LarKC, plug-ins can be combined in workflows, allowing to reuse components and to modularize applications. For the Traffic LarKC we developed two
workflows (depicted in Figure 2): a first “on-demand” runtime workflow calculates the most suitable path between the starting point and the destination in
the user’s request; a second “scheduled” batch-time workflow periodically recomputes the traffic predictions for the next two hours for all streets in Milano.
The two workflows read their inputs and write their computation results via
a shared Data Layer within the platform. Finally a “Decider” plug-in orchestrates the behaviour of the two workflows and manages the request/response
interaction with the user interface.
3.1

Path computation

Regarding the routing computation we adopted existing an operations research
algorithm (the Dijkstra one), wrapping it into a LarKC plug-in. As explained
above, LarKC works as a SPARQL endpoint, so the request and the response
should be respectively a SPARQL query and a SPARQL answer. We defined a
schema to model both the topology of a city (streets, conjunctions and relative
features) and path as list of streets from a starting point to an ending one2 .
Using this model is possible to specify the request for a path as a SPARQL
query, with the information useful to compute it: the start point, the end one
and the policy. The facts that paths are computed with the Dijkstra algorithm
2

Cf. http://larkc.cefriel.it/ontologies/urbanpathfinding.
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and are dynamically added to LarKC repository (Data Layer) is hidden to the
requesters.
In order to solve this task, the application takes into account the street
topology from the Municipality of Milano, Agenzia Mobilità Ambiente e Territorio3 (AMAT). It consists in a very detailed topology map with more than
30,000 streets with 15,000 nodes; each street portion is described with a set
of both geometrical attributes (e.g. coordinates, length, number of ways, etc.)
and flow-related characteristics (e.g. indicators of flow and congestion, turning
prohibitions, etc.). The other relevant data set considered by this component
is the traffic predictions generated by the other workflow and described in the
Section 3.2.
Given the input query and the data described above, the application is able
to find different paths taking into account the different policies: the system
identifies the portion of data useful to compute the path, stored into the LarKC
Data Layer; then it applies the Dijkstra algorithm and computes the path; finally
a SPARQL answer with the found path is sent back to the user and visualized
on the top of Google Maps.
3.2

Traffic prediction

To derive a valid traffic forecast for the next four hours, we developed a LarKC
plug-in that follows a statistical regression approach to traffic prediction [2].
State-of-the-art neural networks are coupled with a Bayesian formulation of semisupervised learning [3].
In order to work, the system uses as input data from different sets. The main
contribution is given by the traffic sensors data, obtained from Milano Municipality (in addition to the Milano street topology described in Section 3.1). It
gives information about 300 sensors with their positioning and sensing capabilities; the 3 years time-series of those sensors’ data records the traffic as sensed
every 5 minutes intervals. As such, the sensors records sum up to more than 109
records in a 250GB database. Additionally, for the same time-span, we complemented that information with historical weather data from the Italian website
ilMeteo.it4 (CSV data with 108 records) and with calendar information (week
days and week-end days, holidays, etc.) from Milano Municipality and from the
Mozilla Calendar project5 .
Our prediction approach is focused on the identification of underlying traffic dynamics. We assume that traffic dynamics are partially driven by an autonomous development (e.g. traffic characteristics of different day types, holidays
and special calendar events) and a variety of external influences (e.g. events, construction sites or weather conditions).
The traffic prediction LarKC workflow consists of a pipeline with three steps.
First, we forecast traffic speed and flow at sensor locations for the next four hours
3
4
5

Cf. http://www.ama-mi.it/ (Italian).
Cf. http://www.ilmeteo.it (Italian).
Cf. http://www.mozilla.org/projects/calendar/holidays.html.
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in 5 min intervals; for this task, we use the sensors traffic observations from the
last 24 hours that are available through the shared platform Data Layer. We then
categorize the predictions into two robust traffic conditions: normal or congested.
Last, we generalize the traffic conditions from sensor locations to all streets of
the road network and assign estimated travel times based on predicted traffic
condition, road length and category. The results are then written back to the
Data Layer for further query processing. This allow the path-finding workflow
to find the relevant graphs on the basis of the “time validity” specified in the
SPARQL query.

4

Concluding remarks

In this paper we presented the Traffic LarKC, a path-finding application for
Milano. We explained how Semantic Web technologies can be used to integrate
techniques of other disciplines. We developed our application on the top of the
LarKC platform: it simplified a lot the integration of neural network algorithms
(used to compute traffic predictions) with operations research methods (used in
path finding algorithms) and with Semantic Web approaches (used to select the
results to fulfil users’ requests).
Obtaining the same result without LarKC would have required custom integration coding and ad hoc methods to ensure the scalability or the distribution
of data processing. Alternative approaches to “mash-up” of different techniques
exist – like DERI Pipes [4], SPARQLScript6 or SPARQLMotion7 – but they
mostly consist in lightweight approaches to fast prototyping with no additional
support for production environments, such as LarKC support to parallelization.
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Abstract. Consider an urban environment and think to its semi-public
realms (e.g., shops, bars, visitors attractions, means of transportation).
Who is the maven of a district? How fast and how broad can such maven
influence the opinions of others? These are just few of the questions
BOTTARI (our Location-based Social Media Analysis mobile app) is
getting ready to answer. In this position paper, we recap our investigation
on deductive and inductive stream reasoning for social media analysis,
and we show how the results of this research form the underpinning of
BOTTARI.

1

Introduction

In the last few years, we have been witnessing the increasing popularity and
success of Location-based Services (LBS), especially of those with a Social Networking flavour. Twitter, Facebook Places, foursquare, Gowalla are only a few
examples of applications; those services bring a wide range on useful information
about tourist attractions, local businesses and points of interests (POIs) in the
physical world.
Although these services are enormously popular, users still suffer from a
number of shortcomings. The overwhelming information flow coming from those
channels often confuses users; it is also very difficult to distinguish between a
fair personal opinion and a malicious or opportunistic advice. This might be the
reason why users primarily link to people they know personally since there is no
clear way find out those who are trustable in an on-line social network.
In this paper, we present our collaborative effort to the design and development of the BOTTARI application, a Location-based Service for mobile users
that exploit Social Media Analysis techniques to identify the “mavens” of a specific geographical area, who can be considered as experts of the POIs in this
area. BOTTARI was conceived by Saltlux, a Korean Knowledge Communication Company. The application is still under development and it will be made
available to Korean users in the Seoul area.
BOTTARI exploits hybrid Stream Reasoning both on heterogeneous social
network data [1] and geo-location data. The hybrid reasoning engine combines
deductive and inductive techniques. Since the input data are huge and change in
real-time, the reasoning engine works by processing streaming data. The hybrid
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reasoning engine is developed on top of the LarKC platform [2], a pluggable
architecture to build applications with Semantic Web technologies.
The remainder of the paper is organised as follows. Section 2 explains the
concept of stream reasoning and delineates the system architecture. Section 3
describes the BOTTARI app. Section 4 details some user questions in terms of
queries to our stream reasoner. Finally, Section 5 concludes the paper.

2

System Architecture

Continuous processing of information flows (i.e. data streams) has widely been
investigated in the database community. In contrast, continuous processing of
data streams together with rich background knowledge requires semantic reasoners, but, so far, semantic technologies are still focusing on rather static data. We
strongly believe that there is a need to close this gap between existing solutions
for belief update and the actual need of supporting decision making based on
data streams and rich background knowledge. We named this little explored, yet
high-impact research area Stream Reasoning [3]. The foundation for Stream
Reasoning has been investigated by introducing technologies for wrapping and
querying streams in the RDF data format (e.g., using C-SPARQL [4]) and by
supporting simple forms of reasoning [5] or query rewriting [6].
We are developing the Stream Reasoning vision on top of LarKC [7]. The
LarKC platform is aimed to reason on massive heterogeneous information such
as social media data. The platform consists of a framework to build workflows,
i.e. sequences of connected components (plug-ins) able to consume and process
data. Each plug-in exploits techniques and heuristics from diverse areas such as
databases, machine learning and the Semantic Web.

Fig. 1. Architecture of our Stream Reasoner

We built our Stream Reasoning system by embedding a deductive reasoner and
an inductive reasoner within the LarKC architecture (see Figure 1). First, BOTTARI pre-processes the micro-posts by extracting information whether a micropost expresses a positive or a negative feeling of its author about a certain POI.
After BOTTARI data arrives to the stream reasoner as set of data streams,
a selection plug-in extracts the relevant data in each input stream in form of
windows. A second plug-in abstracts the window content from fine grain data
streams into aggregated events and produces RDF streams. Then, a deductive
reasoner plug-in is able to register C-SPARQL queries, whose results can be of
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immediate use (cf. Section 4) or can be processed by other two sub-workflows.
Each sub-workflow is constituted by an abstracter and an inductive reasoner,
which uses an extended version of SPARQL that supports probabilities [8].

3

The BOTTARI mobile app

The BOTTARI mobile app is a location-based service that exploits the social
context to provide relevant contents to the user in a specific geographic location.

Fig. 2. Some screenshots of the BOTTARI Android application

The purpose of the BOTTARI service is to provide recommendations on local
context information to users through an augmented reality interface. BOTTARI
gives detailed information on local POIs, including trust or reputation information. Furthermore, BOTTARI recommends local “mavens”, who are experts of
the specific geographical area and can be contacted to ask for advice.
We provide some sample screenshots on how the BOTTARI mobile application will look like once completed. Figure 2 shows the search for a POI, the
visualization of its detailed information including the location on a map, and
the display of sentiment analysis trends for such a POI.
The input data for the BOTTARI service come from public social networks
and location based services (Twitter, local blogs and Korean news), are converted
in RDF streams and are then processed and analysed by the system described
in Section 2. The RDF-ized data are modelled with respect to the ontology
represented in Figure 3, which is an extension to the SIOC vocabulary5 . Our
model takes into account the specific relations of Twitter (followers/following,
reply/retweet); it adds the geographical perspective by modelling the POIs; it
includes the “reputation” information by means of positive/negative reviews.

4

Computing Answers to User Questions

The hybrid Stream Reasoning solutions we are developing is able to answer
questions like: Who are the opinion makers (i.e., the users who are likely to
5

Cf. http://rdfs.org/sioc/spec/.
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Fig. 3. Ontology modelling of BOTTARI data

influence the behaviour of their followers with regard to a certain POI)? How
fast and how wide are opinions spreading? Who shall I follow to be informed
about a given category of POIs in this neighbourhood?
In the rest of the section we show how to issue the three queries above using
C-SPARQL and SPARQL with probabilities.
Who are the opinion makers?
Lines 1 and 3 of the following listing tell the C-SPARQL engine to register
the continuous query on the stream of micro-posts generated by BOTTARI
considering a sliding window of 30 minutes that slides every 5 minutes. Line 2
tells the engine that it should generate an RDF stream as output reporting who
are the opinion makers for a certain POI and if they are rating it positively or
negatively.
1.
2.
3.
4.
5.
6.
7.
8.
9.
10.
11.
12.

REGISTER STREAM OpinionMakers COMPUTED EVERY 5m AS
CONSTRUCT { ?opinionMaker a twd:opinionMaker ; twd:discuss [ ?opinion ?poi ] . }
FROM STREAM <http://bottari.saltlux.com/posts> [RANGE 30m STEP 5m]
WHERE {
?opinionMaker a twd:TwitterUser ;
twd:posts [ ?opinion ?poi ] .
?follower sioc:follows ?opinionMaker;
twd:posts [ ?opinion ?poi ] .
FILTER ( cs:timestamp(?follower) > cs:timestamp(?opinionMaker)
&& ?opinion != twd:talksAbout )
}
HAVING ( COUNT(DISTINCT ?follower) > 10 )

The basic triple pattern (BTP) at lines 5 and 6 matches micro-posts of the
potential opinion makers with a POI. The variable opinion can match one of
the properties talksAbout, talksAboutPositively, or talksAboutNegatively. The BTP at lines 7–8 looks up the followers of the opinion makers. The
FILTER clause at line 9 checks whether the micro-posts of the followers, which
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talk about the same POI, occurs after those from the opinion makers. At line
10 the query filters out actions of type twd:talksAbout and concentrates on
micro-posts clearly discussing a POI in a positive or negative way. Finally, at
line 12 the clause HAVING promotes the true opinion makers which have at
least ten followers who expressed the same opinion about the POI after them.
How fast and wide opinions are getting spread?
Using the RDF stream computed by the previous query, the query in the
following listing informs about how wide the micro-posts of an opinion maker
are getting spread in half an hour. To do so, it considers the reply and re-tweet
relationships among tweets (i.e., tweets linked by the discuss property in BOTTARI data model). Being discuss a transitive property, the C-SPARQL engine
uses the materialization technique presented in [5] to incrementally compute the
transitive closure of discuss.
1.
2.
3.
4.
5.
6.
7.
8.
9.
10.
11.
12.
13.
14.
15.

REGISTER STREAM OpinionSpreading COMPUTED EVERY 30s AS
SELECT ?user ?opinionMakerTweet count(?aPositiveTweet) count(?aNegativeTweet)
FROM STREAM <http://bottari.saltlux.com/posts> [RANGE 30m STEP 30s]
FROM STREAM <http://bottari.saltlux.com/OpinionMakers [RANGE 30m STEP 30s]
WHERE {
?user a twd:opinionMaker ;
twd:post ?opinionMakerTweet .
{ ?aPositiveTweet a twd:Tweet ;
twd:discuss ?opinionMakerTweet ;
twd:talksAboutPositively ?poi .
} UNION {
?aNegativeTweet a twd:Tweet ;
twd:discuss ?opinionMakerTweet ;
twd:talksAboutNegatively ?poi .
}

Lines 1, 3 and 4 tell the C-SPARQL engine to register the continuous query on
the stream of micro-posts generated by BOTTARI and on the streaming results
of the opinion makers query. In both cases, a sliding window of 30 minutes, which
slides every 30 seconds, is considered. The BTP at lines 6–7 matches the microposts of the opinion makers. The BTP at lines 8–10 and the BTP at lines 12–14
look up other micro-posts that, respectively, positively and negatively discussed
those of the opinion makers. Line 2 asks the engine to generate a variable binding
reporting how many positive and negative micro-posts are discussing the microposts of the current opinion makers.
Who shall I follow?
Let us consider now a specific BOTTARI user named Giulia. In the following listing we show a query that asks for the mavens Giulia should follow to be
informed about attractions for kids, even among people she does not know. The
system uses the social network of Giulia and the last window in the stream (generated by the query in the first listing) to determine such predicted probability.
1.
2.
3.
4.
5.
6.
7.
8.
9.

SELECT ?user ?prob
FROM STREAM <http://bottari.saltlux.com/OpinionMakers [RANGE 30m STEP 30s]
WHERE{
?opinionMaker a twd:opinionMaker ;
twd:discuss [ twd:talksAboutPositively ?poi ] .
?poi skos:subject twd:attractionsForKids .
:Giulia twd:following ?opinionMaker. WITH PROB ?prob
FILTER ( ?prob > 0.8 && ?prob < 1 )
} ORDER BY ?prob
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The BGP at lines 4–6 matches the opinion makers that have been recently
expressing positive opinions about attractions for kids. The triple patter at line
7 matches BOTTARI users that Giulia is following. Note that the following
relationship may have not been asserted yet, the construct WITH PROB extends
SPARQL by letting it query an inducted model. The variable ?prob assumes the
value 1 for the user she follows already and assumes the estimated probabilities
between 0.8 and 1 for users she may be recommended to follow (cf. line 8). The
ORDER BY clause is used to return users sorted by decreasing probability. The
query answer includes pairs of users and predicted likelihood (e.g. :Alice with
probability 0.99, :Bob with probability 0.87).

5

Conclusions and Future Works

In this paper we presented BOTTARI, a location-based mobile application which
is able to supply contents and personalized suggestions to the users. We explained the processing of new recommendations, based on the elaboration of
data streams generated by microblogging platforms like Twitter and foursquare.
The computation is defined as a workflow combining Semantic Web and machine
learning techniques and it is executed on top of the LarKC platform.
Our future work will focus on the development of the first stable version of
the BOTTARI application and its release as Android app. The initial release
will focus on Korea and will be evaluated by following a user-centered approach:
a set of users will try out the application, supplying us feedbacks via a survey
with questions about the system and its accuracy in providing suggestions.
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Abstract—Recent advances in the Semantic Web community have
yielded a variety of reasoning methods used to process and
exploit semantically annotated data. However, most of these have
been developed for small, closed, trustworthy, consistent, and
static domains. There is still a deep mismatch between the
requirements for reasoning on a Web scale and the existing
efficient reasoning algorithms over restricted subsets. The
LarKC project focuses, therefore, on supporting large-scale
reasoning over billions of structured data in heterogeneous data
sets. It offers a service-oriented platform that supports several
types of plug-ins, and is intended to supply a sustainable
infrastructure for large-scale semantic reasoning. In this paper,
we present the LarKC platform, with particular attention to its
use of a service-oriented approach to address the requirements of
future semantic applications. We discuss and explain our
strategies for overcoming the limitations of today’s systems’
scalability and performance.
Keywords - Semantic Web, Reasoning, Semantic reasoning
infrastructure, Service-oriented reasoning platform

I.

INTRODUCTION

The essence of the Semantic Web is the idea that the Web
can exploit techniques from formal Knowledge Representing to
make information available in machine processable form,
allowing Automated Reasoning to support more intelligent
support for Web users. Such machine-understandable data
enables novel uses of the Web such as semantic search, data
integration, personalization and others [1].
Currently, however most Web content is suitable for human
consumption only, and is not amenable to intelligent processing
by machines. Even Web content that is generated automatically
from databases is usually presented without the original
structural information found in databases. Typical uses of the
Web today involve people seeking and combining information,
or reviewing catalogues of on-line stores and ordering products
by filling out forms. Much of this work must be done by the
users themselves, without machine support: search-engines
only search for strings without understanding the concepts
denoted by these strings, and hence suffer from homonym- and

synonym-problems, information from different catalogues
cannot be combined automatically (except by ad hoc tools such
as the current shop-bots and price-comparison sites), and webpages cannot be personalized to match the user’s interests.
Current Semantic Web reasoning systems do not scale to
the requirements of the rapidly increasing amount of data, such
as those coming from millions of sensors and mobile devices or
the terabytes of scientific data produced by automated
experimentation. Although the amount of semantically
structured data available on the Web is also growing [2],
following the adoption of specifications for RDF and OWL and
for the SPARQL query language, there is still a need to cope
with heterogeneity in knowledge representation and with noisy
and inconsistent data. Furthermore, most of the current
semantic reasoning approaches are centralized, e.g. Linking
Open Data (LOD)1, which limits scalability to the boundaries
of the hardware where the application is running [3]. Some
work has been done on distributed reasoning and distributed
information retrieval (cf. section 4), although the techniques
explored still present some limitations with regards to
performance.
This paper presents the approach followed by the ICT FP7
project LarKC2 (The Large Knowledge Collider) for the design
and development of a service-oriented platform architecture,
which addresses the current limitations on large-scale semantic
reasoning.
II.

CONCEPTION AND OBJECTIVES OF LARKC

The LarKC project aims to build an experimental platform
for massive distributed incomplete reasoning that will remove
the abovementioned scalability barriers. A major assumption of
LarKC is that a distributed Semantic Web reasoning
infrastructure has to go beyond current reasoning paradigms
that are strictly based on standard logics in order to scale to the
size of the current and future Web [4], and the reasoning
1
2

http://lod.openlinksw.com
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requirements of future Web applications. Congruent with that
assumption, LarKC aims to support a highly innovative
reasoning approach, which combines interdisciplinary problem
solving techniques (inductive, deductive, incomplete reasoning,
etc.) with methods from diverse fields (information retrieval,
machine learning, cognitive and social psychology, etc.).
The LarKC platform architecture allows an effective
combination of techniques coming from different disciplines by
following a service-oriented computing approach. In this
paradigm, a complex problem may be split in simpler pieces
(the LarKC plug-ins), which can be composed in an execution
workflow and combined in an appropriate manner for a task.
This structure enables researchers and practitioners to run their
own experiments and applications, and should allow scaling
well beyond what is currently possible. The pieces of data
access and reasoning functionality contained in the plug-ins,
having self-contained functionality, may be reused for multiple
applications. Furthermore, LarKC makes it possible to adapt
existing components, making them LarKC compliant and
therefore able to be re-used and integrated in other
applications’ workflows. Thanks to the platform support for
distributed and remote execution, interoperability is enabled
between distributed heterogeneous systems, using different
platforms and technologies, permitting workflows to take
advantage of all available resources (hardware and software) to
achieve the maximum performance and scalability.
The implemented LarKC architecture evolved from a
simple linear pipeline, at the beginning of the project, towards a
flexible workflow concept, with the corresponding support
components for composing and managing it. The current
LarKC platform, which reuses a substantial code base donated
by the Cyc project, has been designed as a flexible pluggable
architecture, which enables design and testing of new reasoning
techniques. Therefore it aims to be open, flexible and scalable
but, at the same time, to fulfill the requirements imposed by the
applications, which will potentially make use of it (cf. chapter
3). Therefore, it must allow a trade off between flexibility and
performance, in order to achieve a good balance between
generality and applicability. For this purpose, the platform
enables the integration of loosely coupled pieces (plug-ins, and
the data layer and other platform support components), which
are well integrated through well-defined interfaces (cf. chapter
5).
III.

APPLICATION SCENARIOS

The success and application of the service-oriented
platform is being be demonstrated, within the LarKC project
itself, in three end-user case studies. The first case study is
from the urban infrastructure sector. It aims at real-time
aggregation and analysis of information about a city’s
population, events, and services location in order to regulate
city infrastructure functions such as public transport and to
provide context-sensitive navigation information. The other
two case studies are in the life-sciences domain, related
respectively to drug discovery and carcinogenesis research.
Both life-sciences cases require large-scale data integration and
analysis of scientific data and literature. All these use cases
involve reasoning in some depth about data at a scale beyond
what is possible with current Semantic Web infrastructure.

Throughout the rest of the paper, we concentrate on the first
case study - real-time reasoning over large volumes of data in
order to provide more responsive, dynamic and efficient urban
environments. In this section, we first give some brief
background information about urban computing.
Urban Computing enables the integration of computing,
sensing, and actuation technologies into everyday urban
settings and lifestyles in order to face the challenges of modern
cities such as intelligent traffic management, (re)development
of neighborhoods and business districts, cost planning etc [5].
Urban settings range from personal cars and city buses to
fixed public spaces such as streets and squares including semipublic environments like cafés, pubs or tourist attractions.
Urban lifestyles are even broader and include people living,
working, visiting and having fun in those settings. Not
surprisingly, people constantly enter and leave urban spaces,
occupying them with highly variable densities and even
changing their usage patterns between day and night [6].
Some years ago, due the lack of data and high-speed
networks, solving Urban Computing problems, making urban
settings individually responsive to their inhabitants and users,
seemed to be an unrealizable dream. Recently, and quite
suddenly, a large amount of the required information has been
being made available on the Internet at almost no cost: maps
with commercial activities and meeting places (e.g. Google
Maps), events scheduled in the city and their locations,
positions and speed information of public transportation
vehicles and, in some cases, of mobile phone users [7], parking
availability in specific parking areas, and so on.
However, current technologies are still not able to fully
solve Urban Computing problems: doing so requires combining
a huge amount of static knowledge about the city (including
urban, legal, architectural, social and cultural knowledge) with
an even larger set of data (originating in real time from
heterogeneous and noisy data sources) and reasoning over the
resulting time-varying information in order to retrieve and
create useful knowledge.
For these reasons, Urban Computing serves as a
challenging use case for large-scale semantic reasoning
infrastructure. With the particular use cases in the project,
LarKC aims at providing added-value services to citizens in
order to support them in coping with daily urban obstacles,
which serves as a proxy of the more general case of serving the
needs of billions of internet users by individual, custom
application of reasoning over all the world’s knowledge. More
concretely, the requirements of Urban Computing with respect
to semantic reasoning techniques allow us to identify three
main issues relevant to building a sustainable reasoning
platform [8].
IV.

RELATED WORK

The LarKC platform is primarily intended as a scalable and
distributed infrastructure. Although distributed processing is
not a complete solution for scalable reasoning, it is surely part
of a solution. There are two opportunities for applying research
results from distributed computing: in the plug-ins that
implement particular forms components of reasoning, and in

the platform that supports the execution of, and communication
between, these plug-ins.
Some previous work in distributed computing is
particularly relevant to the development of plug-ins for
reasoning and information retrieval. Previous approaches
include [9], [10] and [11]. In the same way, distributed
computing techniques can be applied to scale data storage [12],
for example, proposes a distributed RDF storage and retrieval
engine. Technologies such as MapReduce [13], which enables
processing of large data sets, and BigTable [14], a distributed
storage system for structured data, are being actively explored
for support in the platform, where they can offer organizing
principles for the replicated execution of data-reduction and
reasoning, and storage and retrieval plug-ins, respectively.
Peer-to-Peer systems [15] are another type of a distributed
system that is being explored in the development of the LarKC
platform. Such systems are also most likely to be suitable for
the implementation of distributed reasoning architectures and
plug-ins with coarse computational granularity, either in terms
of the duration of processing steps, or the degree to which
applicable data can be segmented.

V.

THE LARKC ARCHITECTURE

A. Overview
From the point of system organization, LarKC is a software
infrastructure that enables flexible development and
deployment of large-scale Semantic Web applications the
modern computing architectures, ensuring high performance
and aiming at a positive user and developer experience [18].
LarKC strives to beneficially apply the divide-and-conquer
approach [19] for operational support of highly-flexible,
lightweight Semantic Web computational blocks and,
considering them as services, to allow loosely coupled, reliable
and asynchronous interactions among the blocks as well their
composition to build powerful applications. The architecture of
LarKC is can be conceptualized as instantiating this serviceoriented approach. Following the middle-out approach, the
architecture serves three main subsystems / domains: the user
domain, platform domain and infrastructure domain (Figure 1).

LarKC’s goals were shared in part by the KAON project
[16], which built an open-source ontology management
infrastructure targeted for business applications. It produced a
comprehensive tool suite allowing easy ontology creation and
management and a framework for building ontology-based
applications. An important focus of KAON was scalable and
efficient reasoning with ontologies. LarKC extends beyond that
aim by allowing the creation of highly complex workflows that
integrate reasoning with ontologies with reasoning over
massive data from the Semantic Web. It also extends the notion
of reasoning to embrace techniques, such as the use of
spreading activation for selection, that are not part of the
standard formal reasoning toolkit.
In order to provide a flexible and modular environment
where users and developers are able to build their own
workflows and plug-ins respectively in an easy and
straightforward manner, the LarKC platform is being designed
following the latest concepts of modern Service-Oriented
Architectures, including the semantic description of services
and their inputs, outputs, and of meta-data such as Quality of
Service requirements. To this end, LarKC is a collaborator with
and consumer of the work products of another European
Research Project, named SOA4All, which aims at realizing a
world where billions of parties are exposing and consuming
services via advanced Web technology [17]. The main
objective of this project is to provide a comprehensive
framework that integrates complementary and evolutionary
technical advances (i.e., SOA, context management, Web
principles, Web 2.0 and semantic technologies) into a coherent
and domain-independent service delivery platform. However,
LarKC foremost deals with the scalable reasoning over
hundreds of thousands of RDF triples through a pluggable
service platform while SOA4All, on the other hand, tries to
build a service infrastructure allowing people to use different
kinds of services more effectively.

Figure 1. The High-level LarKC Architecture. Applications are built by
assembling plug-ins to realize the computational work-flows necessary for
large scale inference. Researchers and developers can concentrate on
optimizing particular techniques for data access, transformation, reasoning, or
workflow management, within plug-ins, while taking advantage of platform
support for storage, some forms of inference, and access to high-performance
and distributed hardware.

The core of the architecture makes up a platform, which
aims to bridge the gap between the users, semantic web
services and diverse hardware architectures. The platform is the
main service provider that facilitates configuration,
deployment, monitoring and management of intelligent
semantic-web-building services, providing functions such as
security, data access and transactions, version resolution, event
handling, service repository, flow control, metadata
management, dynamic policy, and many more. Additionally,
the platform offers enhanced user support, serving a front-end
to the semantic web services and powerful user-level
middleware for accessing the services, in particular from within
applications. Moreover, the platform provides a mechanism for
intelligent service and application deployment on virtually
unlimited resource pool, allowing LarKC users to abstract from
the various access and job submission mechanisms of the
deployment test-bed.

The following subsections provide an overview of the main
LarKC domains and subsystems.
B. The User Domain
From the user’s perspective, the architecture enables gluing
together diverse operational blocks and provides a platform for
interconnecting those within complex applications in a way
that ensures the components’ scalable deployment and
applications’ maximal performance. The use of LarKC
basically involves three categories of users:
a) Plug-in developers who design and implement single
plug-ins and deploy them in the platform for future use.
b) Workflow designers who select existing plug-ins and
combine them in the appropriate way to solve a certain task,
either by implementing a scripted Decider (see Decider
definition below) or an intelligent one.
c) End-users who are able to use the services provided by
the platform, i.e. a particular workflow configuration to
execute SPAQRL queries. This interaction pattern includes
both interaction with existing application interfaces and
application designers that implement applications that need to
use the services provided by the platform.
The abovementioned blocks are integrated with the
platform according to the module-based approach, following
the main SOA principles [20]: pieces of self-contained
functionality, functional interoperability, using different
platforms and technologies, and loose coupling by reducing
dependencies. A single LarKC module implementation is a
plug-in. Plug-ins are grouped into categories corresponding to
the common elements of functionality recognized in the
Semantic Web communities and targeted by LarKC:

workflow, a special additional plug-in is introduced within
LarKC, which is referred to as a Decider. A Decider is
responsible for building and maintaining the workflow. Thus, a
decider acts as a main entry point for the interfaces of semantic
reasoning applications, represented in Figure 1 as
“Application” rectangle; complex workflows may delegate
responsibility to subordinate deciders.
Figure 2a shows an example of a workflow for the urban
scenario [7] introduced in Section 3. The workflow is used for
selection of monuments in Milan and comprises:
a) a Transformer, analyzing a SPARQL query to get the
triple patterns to be passed to the Identifier;
b) an Identifier, querying the Sindice [21] data base to
get possibly-relevant RDF documents;
c) a Selecter, filtering the documents to extract
information about relevant monuments;
d) a Reasoner, that identifies and combines content from
the RDF documents to answer the query.

a) Identifier - used for narrowing the scope of a reasoning
task from all available information sets to only those
potentially relevant to answering the query.
b) Transformer - transforming data from one
representation to another; these transformations can be simple,
or arbitrarily complex. An extremely complex transformation
might, for example, aim at extracting opening hours
information from photographs of museum lobbies found on
the web.
c) Selecter - is responsible for selecting which identified
input statements should used in reasoning toward an answer to
the users query.
d) Reasoner - intended for execution of a given SPARQL
query against a large-scale Semantic Web data. While
SPARQL is a minimum requirement for LarKC reasoners, it is
possible and expected that some workflows will involve
reasoners with more sophisticated query languages.
Coupled together into a common workflow, workflows of
LarKC plug-ins are intended to efficiently handle diverse largescale semantic reasoning tasks. Such workflows are often
complex, branched and dynamic compositions of the basic
components identified above. In order to enable construction,
management, control and execution of the plug-ins within the

Figure 2. Examples of simple LarKC Workflows a) The Urban LarKC Milan
Monument Scenario b) A hypothetical branched workflow

A more complicated workflow is presented in Figure 2b.
The workload in this workflow is shared out among several
plug-ins or several instances of the same plug-in. Even these
straightforward workflows require that the LarKC plug-in
architecture and the implemented platform support data and
control flow management among the plug-ins.
C. The Platform Domain
The platform’s main goal is to provide full operational
support for several categories of users. This is achieved by
means of a complete run-time environment (RTE) provided by
the platform as well as service set loosely coupled with RTE.
The LarKC RTE is based on the OpenCyc3 engine, which is
most visible via the platform-provided semantic web endpoint
for remote processing the SPARQL queries (accessible through
HTTP).
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The main services provided by the platform (taking
advantage of the elements of OpenCyc and Ontotext OWLIM
[22] included) are:
a) Plug-in Registry
b) Plug-in Management System
c) Workflow Support System
d) Data Layer
The Plug-in Registry is intended to store, register and retrieve
plug-ins in the internal knowledge base. The LarKC
platform’s knowledge base is designed in a way that makes the
plug-ins cacheable, easy to manipulate, fast to access and
retrieve, and prepared for reasoning tasks with almost no
additional overhead. The compliance of the plug-ins within the
registry knowledge base is ensured through the Plug-in API
elaborated in LarKC (Figure 3).

Figure 3. Basic-level LarKC Plug-in API. Plug-ins that satisfy these
interfaces can be automatically registered with the platform for composition
into workflows.

Data access, storage and management are facilitated in the
platform by means of the Data Layer. The Data Layer supports
the plug-ins and applications with respect to storage, retrieval,
and lightweight inference on top of large volumes of RDF data.
The layer relies heavily on OWLIM [24] and implements a
range of data access modalities, including a direct Java API,
SPARQL endpoint and linked data publication. Among the
data layer’s main features are: persistent storage to RDF data; a
reference implementation of the ORDI data model; facilities for
passing data either by value or reference; resolvable RDF data
identifiers; optional forward-chaining reasoning, under RDF
semantics, within the data layer itself; interfaces that allow
streaming data processing [25] and utility methods for queries
to remote data or multiple datasets, since often RDF data is
published on the web without support for remote querying.
For developer convenience, the LarKC development
activities are carried out in public view on the SourceForge4
development hosting service, which offers, among many other
services, a centralized software code repository for maintaining
all the plug-ins. At time of this paper’s writing, more than forty
LarKC plug-ins have been implemented, some designed from
scratch, and some by wrapping with the LarKC APIs. Plug-in
development is facilitated by the provision of templates and
masters, and support is provided several development
environments (including the popular Eclipse and NetBeans
IDEs).
Workflows built on top of the plug-ins can easily be
integrated into high-level user applications. For example, based
on the Urban LarKC workflow presented and discussed above,
CEFRIEL has created an application5 for web planning of visits
to the monuments in Milan (Figure 4).

Each plug-in is supplied with a semantic annotation, as part
of the component that allows the platform to find and manage
them in an efficient way. The semantic description includes
information about the plug-in type, and its functional and nonfunctional properties [23].
The coupling of the plug-ins and their interoperability is
achieved by means of the Plug-in Managers, which serve a
high-level container that enables data and control flow between
the plug-in and platform and among the plug-ins. The plug-in
manager also supports plug-in execution in the run-time
environment served by the platform.
Thanks to the managers, the plug-ins can easily be
integrated into a common workflow. The integration is
supported by a collection of platform tools and utilities that
compose the Workflow Support System. This system helps the
decider to find the appropriate plug-ins in the Registry and
dynamically construct, execute and manage the workflow in
the run-time environment set up by the platform. The following
services are enabled by the System:

Figure 4. Alpha Urban LarKC application view. This CEFRIEL application,
which is backed by a LarKC urban computing workflow, allows users to plan
paths through Milan that take into account current web content providing
information about local monuments and events.

a) Queuing mechanisms that facilitate the data and
control message transaction among the plug-ins,

D. The Infrastructure Domain
The platform acts not only as development environment for
Semantic Web applications, but also serves a complete

b) Flow Control mechanisms that manage splitting /
joining operations for complex data flows (as one presented in
Figure 2b)
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deployment test-bed for the execution of LarKC plug-ins and
applications built on top of those. Thanks to the flexible
platform architecture, a virtually unlimited variety of resource
configuration is enabled for plug-in deployment. Deployment
options can include combinations of generic remote web
servers, flexible desktop and service grids as well as cloud
environment resources and others. In LarKC, this flexibility is
achieved by means of Plug-in manager extensions enabling
plug-in deployment on a remote resource. Several resource
types (Figure 5) are supported by the remote plug-in manager’s
architecture, including remote servers accessible via HTTP /
FTP protocols, as well as desktop and large-scale service grid
systems available through platform specific front-end
middleware.

Figure 5. Remote plug-in execution in LarKC. Remote plug-in managers use
stub code to communicate with wrapped plug-ins executing on the distributed
computational resources. This wrapping allows the platform, and the plug-in
to be insulated from the details of the deployment platform. Where a
workflow depends in part on the nature of the platform (for quality of service
reasons, for example) this information can be sent to the plug-in registry over
the LarKC APIs.

The plug-in architecture currently supports the following
remote access protocols: HTTP(S), FTP, SSH (including
several varieties of scheduler support for clusters of
workstation and HPC systems), GSISSH [38] (for GT4,
Unicore, gLite middleware).
This is achieved by means of integration with Grid
Application Toolkit (GAT), which provides a set of flexible
modules to uniformly access diverse computer platforms (see
Section 6.3) and perform file operations (File, LogicalFile,
RandomAccessFile,
Endpoint),
job
submission
(ResourceBroker) and monitoring issues (Monitorable),
information services querying (AdvertService) etc [26].
Moreover, the LarKC plug-in architecture allows for the
implementation of the plug-ins wrapped up inside a servlet
container that can be exposed through the Web (for example,
by means of the Tomcat Web Server).

VI.

CONCLUSION

The LarKC platform architecture has been designed with
the main goals of openness, flexibility and scalability. At the
same time, it must satisfy the requirements imposed by the
LarKC use cases, which will be its first large-scale users.
Therefore, a trade off must be reached between flexibility
(loosely coupled components, flexibility and dynamicity) and
performance and scalability (if necessary, through a tailored
solution to the concrete use case).
In its current implementation state, the platform already
provides a high level of flexibility, performance, and
scalability. Users are able to create own plug-ins and
workflows or reuse existing components (plug-ins) or examples
(workflows) for reasoning over large-scale semantic data sets.
Through the service-oriented design, the platform allows for
easy and automatic deployment and execution of certain plugins on multiple remote infrastructures. This use of more
powerful resources and thus, can improve the performance for
certain compute-intensive tasks like full closure computation of
large-scale RDF data sets. In addition to its performance
benefits, scalability is also enhanced through this distribution
of plug-ins.
During the remaining project period, work will continue on
the development of a distributed data layer, whose architecture
has been driven by use-case performance needs, and our
experience in working with the currently available platform.
We will also further investigate the application of
parallelization techniques for e.g. ontology matching [27] and
the support for remote execution on a wider variety of
resources and under a wider range of parallelization models.
Research will continue on the definition, documentation and
support of design patterns, providing best practices and
guidelines for LarKC users (mainly workflow designers and
plug-in developers) to take the maximum advantage of the
LarKC platform features, achieving the needed level of
performance for their applications. Finally, all LarKC project
use cases as well as traditional and newly emerged reasoning
techniques (i.e., logic-based, probabilistic reasoning versus
incomplete, cognitively inspired reasoning) shall be migrated
as rapidly as possible to the LarKC specification in order to
make use of the advanced capabilities provided by the
platform, and to maximize the rate at which those capabilities
evolve towards supporting true web-scale reasoning.
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