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Executive Summary
In this deliverable we present subsetting mechanisms that work with large knowledge
bases and scale well. If we want to do reasoning at web-scale, subsetting becomes the
key. That is because most well-known reasoning algorithms can only operate on sets
several orders of magnitude smaller than the Web.
In the first part, MPI presents subsetting of the largest reason-able semantic repository, LDSR [Kiryakov et al., 2009] by using statistical semantics. Two plugins are
implemented. The first one, Random Indexing (Sahlgren 2005) starts with a matrix
of words by contexts where a context is a Wikipedia concept. Then each word and
each context is first assigned a random high-dimensional sparse vector: they contain
a small proportion of +/- elements (this proportion is called the seed value) with all
other elements set to zero. This is enough to make vectors different from each other.
Once the sparse binary index vectors are constructed, a word’s vector becomes the
sum of the vectors for the contexts in which it appears throughout the text corpus.
Conversely, a document space can also be constructed as the sum of the index vectors
for words appearing in each document. Hence, random indexing does not require a
dimensional reduction operation, which is the computationally expensive step that
made LSA less than ideal for large scale settings. Random Indexing is based on the
fact that a term-document matrix computed from a corpus is sparse. The sparsity is
large enough that the vector representations can be projected onto a basis comprising
a smaller number of randomly allocated vectors. Due to the sparseness condition, the
basis of random vectors has, in general, a high probability of being orthonormal.
The second plugin, Explicit semantic Analysis (ESA) is very similar to a plain
vector space model [Lee et al., 1997] in that it uses a term by doc TF/IDF matrix,
but the basic idea is that we assign meaning of an object in relation to other objects
that act as landmarks. ESA uses Wikipedia concepts as landmarks. Mostly all other
semantics models including LSA and RI use some invented, unidentifiable coordinate
system. We describe the advantaged of identifiable dimensions and discuss our results
and future directions.
In the second part, WICI continues work in D2.3.1, by using Cognitive models of
memory retention. This works extracts users’ retained interests and it uses them to
refine queries so that more personalized results can be acquired for each of the specific
users. Recently, WICI have found that more powerful interests vocabulary should be
provided to standardize the user interests description in various use cases. In this
deliverable we present the development or our vocabulary standardization describing
user interests by extending the FOAF vocabulary. Further on we describe the development of selection plugin based on user interests. Some evaluation is provided on the
scalability of the proposed user interests based selection strategy.
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1. Preface
In this deliverable we present subsetting mechanisms that work with large knowledge
bases and scale well. If we want to do reasoning at web-scale, subsetting becomes key,
because most well-known reasoning algorithms can only operate on sets several orders
of magnitude smaller than the web.
In the first part, MPI presents subsetting of the largest reason-able semantic repository, LDSR [Kiryakov et al., 2009] by using statistical semantics. Two plugins are
implemented. The first one is based on a technique named Random Indexing (RI,
Sahlgren 2005). RI starts with a matrix of words by contexts where a context is a
Wikipedia concept. Then each word and each context is first assigned a random highdimensional sparse vector: they contain a small proportion of +/- elements (called
seed) with all other elements set to zero. This is enough to make vectors different
from each other.
Once the sparse binary index vectors are constructed, a word’s vector becomes the
sum of the vectors for the contexts in which it appears throughout the text corpus.
Conversely, a document space can also be constructed as the sum of the index vectors
for words appearing in each document. Hence, random indexing does not require a
dimensional reduction operation, which was the computationally expensive step that
made LSA less than ideal for large scale settings. Random Indexing is based on the
fact that a term-document matrix computed from a corpus is sparse. The matrix
is sufficiently sparse that the vector representations can be projected onto a basis
comprising a smaller number of randomly allocated vectors. Due to this sparseness,
the basis of random vectors has, in general, a high probability of being orthonormal.
The second plugin is based on a technique called Explicit semantic Analysis (ESA)
ESA is very similar to a plain vector space model [Lee et al., 1997] in that it uses a term
by doc TF/IDF matrix, but the basic idea is that we assign meaning to an object by
relating it to other objects that act as landmarks. ESA uses the Wikipedia concepts
as landmarks. Mostly all other semantics models including LSA and RI use some
invented, unidentifiable coordinate system. We describe the advantaged of identifiable
dimensions and discuss our results and future directions.
In the second part, WICI continues work in D2.3.1, by using cognitive memory
retention like modelsto extract users’ interests and their interests are used to refine
queries to produce more personalized results. Recently, WICI have found that more
powerful interests vocabulary should be provided to standardize the user interests
description in various use cases. In this deliverable, firstly we introduce our recent
effort on the vocabulary standardization of user interests description by extending the
FOAF vocabulary. We then desctibe a selection plugin based on user interests. Some
evaluation is provided on the scalability of the proposed user interests based selection
strategy.
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2. Subsetting by Statistical Semantics
2.1 Motivation: Anatomy of subsetting
If we want to do reasoning at web-scale, subsetting becomes key, because most wellknown reasoning algorithms can only operate on sets several orders of magnitude
smaller than the web. Getting subsetting algorithms to work is then of capital importance for LarKC and ultimately, the web.
Figure 1 (left) shows a small network. Let’s assume that it represents the linkeddata semantic repository (LDSR, Kiryakov et al. 2009). What we need is an algorithm
that produces a subset of the nodes (gray ones, right) that are relevant to the query.
The advantage is that all the symbolic operations that the data layer needs to perform
would use smaller sets, and be faster. What the subsetting algorithm aims for is that
the results after answering the query are as good as doing so with the full dataset. In
other words, we hope not to throw any important information. More than aiming for
’as-good-as’ full dataset performance, we need to understand what might be lost if we
use a subset. Even when nodes are not relevant to the query at first sight, they may
break a chain of reasoning when removed.
A basic search on the bibliography shows that surprisingly, subsetting is not a very
well-studied topic. Maybe this is to be expected, because most of the time scientists
use small datasets in controlled experiments and avoid the problems of large datasets
from the start. Models tested on only thousands of entities are common. The more
computationally complex a model is, the higher the chance it was optimized on smaller
datasets.
There is evidence that by sticking to smaller datasets, computer and cognitive
scientists may be optimizing the wrong type of models. Basically, there is no warranty that the proven best performing model on thousands of entities is also the best

Figure 2.1: Example of RDF subsetting. In the network, nodes are entities and links
are predicates. The original dataset (left) may be too large for direct work by most
algorithms. The goal is to create a subset (right) that produces good results with less
data. The challenge is to select which nodes to keep (gray).
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performing model when datasets are four orders of magnitude larger [Halevy et al.,
2009].1 .
We will make the case that subsetting is simply ranking plus a threshold on relevance. So, solving ranking is a prerequisite to do subsetting. Note that this is just
one view of the world, as the output of a SPARQL query is naturally unranked. Fortunately, ranking is a well studied topic and there are many theories of similarity in
cognitive science that we can exploit for ranking, and we will do so in this document.
In information retrieval and cognitive science, words are often represented as vectors in a high dimensional space computed from a corpus of text. In a variety of studies
from cognitive science there have been encouraging results using such representations
to replicate human word-to-word similarities. Therefore, there is some evidence that
such vector representations do capture semantics of words and may relate to those we
carry around ”in our heads”. We will call such representations ”semantic vectors”.
For a recent review, see Cohen and Widdows [2009].
This document will focus on three such semantic vectors algorithms. First we
will go through latent semantic analysis (LSA) because it is the most cited reference
in the field of statistical semantics. LSA made a splash in cognitive science scoring
the test of English as a foreign language (TOEFL) at the level of an average human
[Landauer and Dumais, 1997]. But the key contribution was that it did so using a
large amount of knowledge, an encyclopedia. Such large training sets were unheard
of before. LSA has since been used as a proxy for human word similarity judgments.
The other two methods that we implemented as plugins fix some inadequacies of LSA
such as scalability.
Our Goal is to compute similarity between any pair of resources, or a query and
a resource. Then we can use a threshold on similarity to do subsetting. Back to the
example in Figure 1, we want a method to compare the query to every node, and
weight the node according to its similarity to query. If similarity goes from zero to
one, we can say set a 0.5 threshold to include the node in further processing. That is,
any node with 0.5 similarity to the query or more would turn grey and be part of the
subset we keep.
Two ways to go about subsetting are using the graph structure of the dataset, and
using the text description of the concepts. In D3.2.1 we explored the graph structure
with a movie dataset that contained only one type of relation (acts-in). Since we have
moved to an use case dataset, two things became evident: We do not have access to
citation networks, as they are the jewels of the crown for publishers such as Thomson
Reuters. Smaller subsets on citation networks could be obtained with some work, but
it defeats the goal of doing large-scale use case problems. So in this deliverable we will
explore the second option (the text description of the concepts). This may sound in
juxtaposition to the semantic web ideals but there are reasons for it, that will become
clear in the next sections.
In this document, the problem we attack is subsetting of the largest reason-able
semantic repository: LDSR [Kiryakov et al., 2009] by using statistical semantics. We
introduce statistical semantics in its own section. There, we present LSA, what problems it has, and why we chose Random indexing (RI) and explicit semantic analysis
(ESA) instead. Next we describe the architecture and implementation of the plugins.
To make sure the plugins ’work’ and to get sensible parameters, we apply our im1

In recent challenges, Information retrieval (IR) conferences such as TREC are moving to larger
datasets.
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plementations to some standard tasks in the cognitive science literature. One of our
contributions is a first stab at how we do subsetting with our plugins. We then present
how we plan to do evaluation in a set of three hypotheses based on query speed and
accuracy before and after subsetting. Lastly, we discuss our results, and close with
future directions and conclusions.

2.2 Statistical semantics in cognitive science
Historically, cognitive science and information retrieval technology influenced each
other. We will present a parallel story of what problems were faced, how they were
solved, and what leads us to choose the algorithms we implemented as plugins.
LSA, Random Indexing and explicit semantic analysis are part of the same family2 .
We will use LSA in this section to make our point, simply because (1) it is the earliest
and most cited method, and (2) It is easier to first show LSA’s deficiencies and then
how newer methods fix them.
Our story begins with Boolean search[Lancaster and Fayen, 1973]. According to
Wikipedia, the Boolean model of information retrieval (BIR) is used by virtually all
commercial IR systems today. BIR uses simple set theory: a document is relevant to
the query if it contains the terms in it. Some obvious disadvantages are that (1) exact
matching may retrieve too few or too many documents and (2) it is difficult to rank
output, even though of course some documents are more important than the others.
This model never captured the interest of cognitive scientists, and our definition of
subsetting presented before is simply impossible to implement in BIR. In a way, a
data layer implementing SPARQL and using pure Boolean operations is affected by
the same criticisms.
The next step in the evolution of search was the vector space model (VSM, Salton
et al. 1975; see Lee et al. 1997 for an overview). The VSM represent knowledge as a
matrix of terms by documents, with cells being a transformation term frequency in a
document. VSM offers the mechanisms to measure the semantic distance between two
“passages” (where a passage is simply defined as a collection of one or more words)
in a ”semantic space,” which is created from the input text. The space is generated
by first constructing a matrix whose cell entries are the number of times a given word
appears in a given passage. As an example, consider the passage “I have one sister
and one brother.” If row i corresponds to the aforementioned passage and column j
corresponds to the word “one”, then the value in cell ij would be 2 because “one”
appears in the passage twice. The other words appear only once, so the values in the
other cells in row i would be 1. The cell ij transformation is a simple normalization
that represents how important the word is to describe each particular document. The
most common transformation is multiplying term frequency by the log of the inverse
document frequency (TF-IDF, Salton et al. 1975). The passages to be compared are
represented as vectors (either already existing within the space for passages that were
2

However there are many other statistical semantic models.Griffiths et al. [2007] in their Topics
model propose that representation might be a language of discrete features and generative Bayesian
models instead of continuous spaces. Jones and Mewhort [2007] in their BEAGLE model propose
methods to capture both syntax and semantics simultaneously in a single representation. Howard
and Kahana (in preparation) adhere to temporal context to explain the development of semantic
representations, and Kwantes [2005] suggests that meaning might be computed ‘in real time’ when
needed instead of being stored in memory as static vectors. However, common to all models of
meaning is the idea that using context patterns one can derive cognitive representations.
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in the input set, or generated “on the fly” for novel passages by simply summing
the vectors of the words contained in the passage), and the relation between these
two vectors can be calculated. Typically, what is measured is the cosine between the
vectors, which yields, in effect, the semantic distance between two words or passages.
That is, the higher the cosine, the more related two items are.
The VSM improves over BIR in that it allows computing a continuous degree of
similarity between queries and documents, and this makes ranking possible. It also
moved IR from set theory to linear algebra, which facilitated the explosion of newer
models. The vector space did get some traction in the cognitive science community,
but it had some problems as a model of cognition, some of those having relevance
to applied settings. The VSM problems are: (1) it is too demanding for large scale
settings because the size of the matrix grows linearly with the corpus size and (2) false
negative matches: documents with similar content but different vocabularies show as
dissimilar when they are not. This has to do with synonymy; i.e., terms can be used to
express the same thing (e.g. car insurance and auto insurance). Then, the similarity
of some relevant documents with the query can be low just because they do not share
the same terms. The solution to those two problems came in the form of methods that
can generalize. LSA was the first.
LSA is currently widely used in different fields of Cognitive Science. We will here
adhere to a very succinct explanation. The best way to understand the LSA induction
mechanism is through an example, on text passages and words, and the best smallscale example is described in Landauer, Foltz and Laham [1998] . We recommend
consulting these references for a better understanding of the technique.
From a pragmatic standpoint, LSA is a machine learning technique that applies
Single Value Decomposition (SVD) on the previous matrix. SVD produces three matrices, and when multiplied together they reconstruct the original perfectly. One of
these matrices, the eigenvalue matrix, ranks the contribution of each factor to explain
the variance. Interestingly, if we remove all but the top n eigenvalues and then recompose the original matrix, results usually correlate with human judgments much better.
This dimension reduction has one important effect —words that did not co-occur, but
occurred in similar contexts (e.g., “doctor” and “physician”), will be moved so they
are more similar.
Once this space has been created, it can be used to compare novel passages, or
those contained within the input set. The interested reader can use LSA to compare
passages or words by using the site http://lsa.colorado.edu.
This is the simplest way of understanding LSA. However, there is a more formally
correct way of presenting LSA. In this formal way, LSA is presented as a linear system
of equations that is solved by SVD. From the theoretical point of view, the meaning of
a passage is simply the sum of the meaning of its words, and this can be represented
by the expression :
meaningOf W ord1+meaningOf W ord2+...+meaningOf W ordN = meaningOf P assage.
(2.1)
The equation above represents one passage. If we have a corpus of text that
contains, say, 10,000 passages, it can be represented by 10,000 linear equations like
the one above, where the words would be variables that we want to solve. Since
the passages will contain common words, there must necessarily be equations that
constrain the value of the same variable. We can imagine the same situation for a
12 of 56
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Boolean/vector space

LSA

1
0
0

1
.8
.7

doctor - doctor
doctor - physician
doctor - surgeon

Table 2.1: Generalization. How LSA solves synonymy.
corpus of 10,000 contexts, where each context is a set of stimuli. We can infer the
“meaning” of the stimuli by the information that we have about the contexts in which
they appear. To quote Landauer and Ross [2002]:
(. . . ) every passage of language that a learner observes to be an equation of this kind. Then a lifetime of language observation constitutes a
very large system of simultaneous linear equations. This set of equations is
certain to be highly “ill-conditioned” in mathematical terminology, meaning that there will be too few equations to specify the value of many of the
variables and some of the subsets of equations will imply different values
for the same variable. As a model of natural language semantics, these
deficiencies do not seem out of place; word and passage meanings are often
vague or multiple. Mathematically, such complexities can be dealt with
by abandoning the requirement of finding absolute values, settling for relations among the variables, and representing them in a richer manner than
as real values on a number line (scalars)” (p. 49-50).
For an example Table 2.1 shows how both the Boolean and vector space models would
miss documents that do not contain doctor, but do contain physician or surgeon, both
highly related. LSA on the other hand captures this intuition nicely.
LSA has two disadvantages of interest in our settings. First, the SVD is a computationally expensive operation. It needs to place large matrices in memory, and it
may take days to compute for a dataset the size of LDSR, if at all possible. This is the
problem that random indexing solves for us. While keeping all of LSA’s advantages,
RI does not have large memory requirements and the linear algebra operations are
simpler and faster. As we will see even in the most demanding conditions, it takes
about 2 hrs of computation on standard PC to run RI.
Second, the dimensions in LSA are hard to interpret. They do not have names,
and there’s no published work on how to interpret them. As we will see, this is the
problem that explicit semantic analysis solves, while being still fast and scalable.
Note that statistical semantics does not use ontology, but is complementary to it
3
. In the semantic web, the semantics is in the schema (ontology). Relations between
concepts either hold or do not. In statistical semantics things are not true or false, but
graded. Semantics is inferred from occurrence in plain text, and there is no schema. We
could draw a line between hierarchical-partonomic relations (used in ontologies) and
association relations, which are ’nameless links’ between concepts. The latter is the
one that statistical semantics adds. In what follows, we present statistical semantics
working in collaboration with semantic web’ semantics.
3

Some researchers criticize the all-symbolic methods of the semantic web. For example see Weikum
et al. [2004] vision for a statistically semantic web.

13 of 56

FP7 – 215535
Deliverable 2.3.2

2.3 The plugins
Both our plugins use Wikipedia as a training dataset to produce vectors that represent meaning. Since LDSR contains DBpedia, and DBpedia is parallel to Wikipedia,
Wikipedia offers the perfect body of text to generate our semantic vectors for the DBpedia concepts in LDSR. Plugins are conceptually of class selector. However, they take
a SPARQL query and return RDF. The plugins can also be implemented as reasoners.
At the time of this writing, there are ways to pass a SPARQL query to a selector plugin,
but that was not the case when we wrote them. Our plugins use plain text from a current version of Wikipedia. While there is existing code to clean up Wikipedia markup
(wikiprep, Gabrilovich and Markovitch [2007], extended by Zemanta4 ) preprocessing
the resulting plain text is a significant effort that took us about 3 person months. The
resulting sparse matrix can now be reused by other work packages and other semantic
web researchers. We feel this is a significant contribution, and we plan to continue
working on our parser adding new features such as named entity recognition.
The plugins work in three steps, only step 2 is different for RI and ESA (we will
discuss the details for each in their own sections).
1. Selection of the most important Wikipedia concepts. We followed the
procedure in Gabrilovich and Markovitch [2009]. Although Wikipedia has currently almost four million articles, not all of them are equally useful for statistical semantics. Some articles correspond to too specific concepts (e.g., the game
’Voyage Century Online’). Other pages are uninteresting because they contain
almost no text (e.g., specific dates). We also eliminated articles that are just too
short (less that 100 words after stemming and removing function words).
We also used the Link Structure of Wikipedia to determine which concepts are
more prominent. We eliminated all concepts that didn’t have at least 5 incoming
and outgoing links. We ended up with about 1M concepts.
2. Creation of the space. This is a one-off operation, but it is computationally
expensive (minutes, sometimes hours). For example, computation of RI with
1000 dimensions takes 20 minutes on an office PC, and about the same for ESA.
This operation produces a vector for each of the Wikipedia concepts in the first
step. The plugins cannot operate without those vector spaces. The one-off
computation does not need to happen on the same computer that runs LarKC.
Once computation is done, the vector space take about 3-4 gigabyte of space and
can be moved to a different location. It can also be shipped with working plugin
code, so an end user needs not to worry about the details of space creation.
3. Computation of nearest neighbors. This operation takes place every time
we need to use Subsetting with a SPARQL query. We compute the weights that
will be assigned to the entire LDSR graph. It takes seconds, but this is a time
penalty that we need to add to the time it takes OWLIM to compute the answer.
Step two, the creation of the space is one thing that differentiates these plugins from
the rest. A plugin has two parts, a part integrated with LarKC and the computation
part. This division of labor is by design. The LarKC plugin is a thin client; no
heavy-weight computation takes place there.
4

http://sourceforge.net/projects/wikiprep/
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The computation part of the plugin is implemented as a Web service. It can be
called from the LarKC plugin, or independently following the WSDL description.
The code is available at the sourceforge repository (under the reason subdirectory
of plugins, they are named EsaReasoner5 , and RandomIndexingReasoner 6 ). There is
some basic documentation for the plugins.
2.3.1 The corpus: Wikipedia
We use the full text of a recent (March 2008) Wikipedia dump. A major advantage
of Wikipedia compared to other corpora in the literature (apart from sheer size and
coverage) is that Wikipedia is linked to the Semantic Web thanks to DBpedia. After
parsing the Wikipedia XML dump, and preprocessing described in Gabrilovich and
Markovitch [2009] we obtained 2.7 Gb of text in 1,000,989 articles. We need Wikipedia
and not DBpedia for the creation of the space. DBpedia Bizer et al. [2009] uses only
infoboxes, and most of the metadata chunks in infoboxes are not large descriptions of
the text. As we said above, our methods work with textual descriptions. Wikipedia is
even linked to the physical world. Semapedia7 creates Semapedia-Tags which are in
fact cellphone-readable physical hyperlinks.
2.3.2 Testing the plugins on classical human data
We used some classic cognitive science tasks to make sure our plugin implementation
works. We did not aim for state-of-the-art performance, but just basic ballpark results.
The plugins use some of these datasets as unit tests. This way, an user that downloads
our plugin code and Wikipedia corpus can make sure that the setup works.
One of our goals is to see what ideas we can bring from the semantic web community back into cognitive science. As we will see in the evaluation section, we have a
hypothesis that claims that parameter sets that are good for human judgments work
well for the more general task of subsetting large knowledge bases. It could be that
for a new domain we could get just a few human similarity judgments about some
relevant stimuli, set our parameters, and be in a reasonably good position to make
subsets.
There are two classical human tasks, word-word comparisons and doc-doc comparisons: The first, word-word is the more popular in cognitive science models. Humans
get pairs of words, and they have to say how related they are on a x-point scale.
Table 2 is an example of the similarity tasks [Miller and Charles, 1991], ratings
going from zero (not related at all) to four (perfect synonymy).
We used the following datasets for word pair similarity judgments: Rubenstein and
Goodenough [1965], Miller and Charles [1991], Resnik (1995; this is a replication of
the previous) and Finkelstein et al. [2002].
For document-to-document (doc-doc) comparisons, there’s only one popular task.
Lee et al. [2005] presented participants with all possible pairs of a set of 50 Australian
newspaper articles. Subjects were asked to read and judge the similarity of documents
presented in pairs displayed side by side. For each pair, a subject indicated how
similar they felt the documents were on a five-point scale (with one indicating “highly
5

http://larkc.svn.sourceforge.net/viewvc/larkc/trunk/plugins/reason/EsaReasoner/
http://larkc.svn.sourceforge.net/viewvc/larkc/trunk/plugins/reason/RandomIndexingReasoner/
7
http://en.semapedia.org/
6
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word pair
car
automobile
gem
jewel
journey
voyage
boy
lad
coast
shore
asylum
madhouse
magician
wizard
midday
noon
furnace
stove
food
fruit
bird
cock
bird
crane
tool
implement
brother
monk
lad
brother
crane
implement
journey
car
monk
oracle
food
rooster

human judgments
3.9
3.5
3.5
3.5
3.5
3.6
3.5
3.6
2.6
2.1
2.2
2.1
3.4
2.4
1.2
0.3
0.7
0.8
1.1

Table 2.2: An example of word-word similarities [Miller and Charles, 1991]. Ranking
goes from zero (not related at all) to four (perfect synonymy).
unrelated” and five indicating “highly related”). Each possible pair of documents
(excluding self-comparisons) was presented between eight and twelve times.

2.4 Random indexing
Random Indexing (Sahlgren 2005) starts with the same matrix of words by contexts
that we described in the statistical semantics section, where a context is a Wikipedia
concept. Then each word and each context is first assigned a random high-dimensional
sparse vector: they contain a small proportion of +/- elements (called seed) with all
other elements set to zero. This is enough to make vectors different from each other.
Once the sparse binary index vectors are constructed, a word’s vector becomes the
sum of the vectors for the contexts in which it appears throughout the text corpus.
Conversely, a document space can also be constructed as the sum of the index vectors
for words appearing in each document. Hence, random indexing does not require a
dimensional reduction operation, which was the computationally expensive step that
made LSA less than ideal for large scale settings. Random Indexing is based on the
fact that a term-document matrix computed from a corpus is sparse. The sparsity is
large enough that the vector representations can be projected onto a basis comprising
a smaller number of randomly allocated vectors. Due to sparseness condition, the
basis of random vectors has, in general, a high probability of being orthonormal. That
is, every random vector will be orthogonal to any other random vector. The most
exhaustive coverage of RI is Kanerva [2009].
We manipulated the following parameters:
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1. Number of dimensions. This is simply the size of the random vector that represents a word. It has the largest influence on how long it takes to compile a
space, and how much storage it needs. Surprisingly, there is little published on
how to select the optimal dimensionality.
2. Nonzero seed values. This parameter is not commonly reported in the literature. However, we found that it does change results, so we manipulate it here
systematically.
As we commented in the introduction, RI has some qualities that make it a good
choice. Like LSA, the resulting vectors are small (three to four orders of magnitude
smaller than the full vectors), and this accelerates vector computations considerably.
But unlike LSA, it never requires placing a large sparse matrix in memory, and the
cpu demands are smaller too.
RI has its own problems, of course. The main one is stability. Since RI starts with
random vectors, two runs with the same parameters may not produce the same results.
Sitbon and Bruza [2008] found that repeated runs with the same parameters can vary
on as much as 20% of the correlation to the human gold stantard. We repeated each
combination of parameters a few times in all our human data tests and report only
the averages.
2.4.1 Implementation details
Figure 2.2 on page 18 shows an UML class diagram of the plugin.
We used the semantic vectors library [Widdows and Ferraro, 2008]. This library
uses lucene in the background, and it has been proved to scale well: Cohen et al. [2009]
use it in an experiment with 15M documents from medline.
Depending on what we use as a context, there are two different types of random
indexing. We can use a document, as in the vector space model and LSA. We can also
use a moving window across the text, ignoring document boundaries. In this subclass
of RI that uses a moving window the most important parameter is window size.
2.4.2 Results
Standard RI
Word-word We present results for the four human datasets. We manipulated dimensions from 800 to 1200. Higher dimensionality would require more than the 16 Gb
that we had available at the moment.
Table 2.4 on page 20 shows correlations between model and humans for each
dataset. The results were replicated 14 times to make sure stability is not an issue.
The standard deviation was .05 only.
For the Resnik dataset, it seems that the more dimensions, the better. We didn’t
investigate this trend above 1200 dimensions though. Wordsim seems to get poorer
results than the rest. There is no clear pattern on what is the overall best parameter
combination, so for future tests we chose the 1000 dimensions and 800 seed value
because it has good average results and it is replicable.
Overall we get performance under that of other researchers who have tried RI.
For example, Jones and Recchia [2010] report higher correlations for RI on the same
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Figure 2.2: UML class diagram of the RI plugin
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Parameters
dims seed
800
500
600
700
750
1000 300
700
800
900
950
980
1200 500
900
1000
1050
1100
1800 1500
2000 1900

miller
0.39
0.61
0.57
0.37
0.5
0.55
0.42
0.48
0.6
0.49
0.53
0.5
0.47
0.34
0.42
0.43

Human tests
resnik rubenstein wordsim
0.46
0.42
0.35
0.54
0.52
0.4
0.56
0.48
0.35
0.44
0.39
0.34
0.46
0.42
0.40
0.6
0.5
0.39
0.47
0.46
0.36
0.5
0.42
0.37
0.55
0.53
0.37
0.43
0.4
0.36
0.55
0.53
0.38
0.56
0.47
0.36
0.51
0.46
0.36
0.5
0.41
0.37
0.45
0.38
0.37
0.43
0.5
0.37
0.57

Table 2.3: doc-doc performance on Lee et al. (2005). Cell values are correlations
between the human ratings and the model using a dimensionality of 800 and seed
value 600.
human tests. It is not clear why this is. However, we have not systematically explored
the parameter space just yet, since this was not the main goal of our research. We
needed to have an implementation or RI that integrates with LarKC as a plugin first;
while the current results are appropriate, they can certainly be improved.
Doc-doc This is the important benchmark for our purposes, because the query is a
doc (formed on the fly by averaging the keyword vectors) and so are the Wikipedia
concepts. Table 2.3 on page 19 shows the results obtained by correlating model and
human judgements for different combinations of parameters.
Moving window RI
According to the literature [Sahlgren, 2006] small context windows produce the best
semantic vectors. We tried a window size of 2, 3, 5 10 and 25. Given the long time
it takes to compute moving window vector spaces (days), we didn’t play with the
parameters. Dimensionality was 800 and seed value 600.
Word-word We present results for the Resnik dataset only. We report the average
correlation after doing two runs instead of the 14 runs reported for standard RI above.
The best correlation appears at window size 10, not at 2-3 as we expected. The
best correlation for moving-window RI (.60) is better than the best correlation using
standard RI on this dataset (.58). There seems to be a maximum with window size
around 10, which may suggest we can stop testing larger window sizes.
Since this version of RI requires a lot more memory, cpu and time and gives us an
advantage of 2 decimal points only, we will not investigate it further.
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dimensions
600 800 1000

seed
200 400
50
0.46
100
0.43
200
0.43
0.47
300
0.46
400
0.46 0.48
500
0.47 0.47
600
0.46 0.47
700
0.47
800
0.47
900
1000
Total Result 0.43 0.46 0.46 0.47

0.47
0.47
0.47
0.47
0.48
0.47

1200

0.47

0.47
0.48
0.47

Total Result
0.46
0.43
0.45
0.46
0.47
0.47
0.47
0.47
0.47
0.47
0.48
0.47

Table 2.4: Results for word-word human tasks. Best results are in Bold. Cell values
are correlations between the human ratings and the model using the dimensions and
seed value specified in the first two columns.

Figure 2.3: Average correlation with humans (Resnik task) for random indexing, moving window.
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2
0.38

3
0.37

5
0.36

10
0.34

25
0.32

Table 2.5: Average correlation with humans [Lee et al., 2005] for random indexing,
moving window.
Doc-doc Table 2.5 on page 21 shows the correlation with humans in the Lee et al.
(2003) newspaper news task. Here the pattern is different: smaller window size does
better. But overall, the moving window version of RI does worse than the standard
one. This is another reason not to pursue moving-window RI further.

2.5 Explicit semantic Analysis
Explicit semantic Analysis (ESA, Gabrilovich and Markovitch 2009; Gabrilovich and
Markovitch 2007) is a surprising newcomer. It is very similar to a plain vector space
model [Lee et al., 1997] in that it uses a term by doc TF/IDF matrix. It is also
barebones in terms of algorithms. The basic idea is that we assign meaning of an
object in relation to other objects that act as landmarks. ESA uses Wikipedia concepts
as landmarks. Mostly all other semantics models including LSA and RI use some
invented, unidentifiable coordinate system. This is an important difference. Maybe
the best way to explain it is to use the physical world. If we needed to express
a location instead of meaning, we would use geo-coordinates (altitude, latitude and
longitude). The physical coordinates are defined by distance to three landmarks: sea
level, the equator and Greenwich. These landmarks differ in a crucial factor: One
of them (Greenwich) is completely arbitrary. As far as we know Greenwich has no
special properties. It is used as a landmark by convention. The other landmarks are
clearly identifiable and have special properties (the equator is equidistant from the
North Pole and South Pole; sea level is the most common altitude since most of the
planet is water).
We could have geo-coordinates to completely arbitrary landmarks and the system
would work too (in fact, this is how the imperial measurement system works). However,
everyone with experience on both metric and imperial can say that the metric system,
with well-motivated reference points, has advantages. For example, a kilo is the weight
of one liter of water, the most common substance on earth. If you for some reason you
need to produce a kilo unit for measurement, getting a liter of water should be easy
enough.
In a way most statistical semantics models are like the imperial system; the reference points (dimensions) have no interpretable meanings. They came to exist as
a mathematical convenience. For example, in Random Indexing the main reason to
pick dimensions is to make them orthogonal from the rest. There are many dimension
sets that fulfill this condition. Assigning meaning (labels) to dimensions would be
arbitrary. To conclude the metaphor, in ESA’s case, the landmarks are the 1M most
important concepts in Wikipedia. Cartographers provide coordinates for locations,
and our web service provides semantic coordinates for text/data on the Web.
The fact that ESA produces a space with named dimensions solves a variety of
problems. First, the way other models generate dimensions makes it difficult to justify
how many dimensions we need. Number of dimensions is a free parameter. In ESA
there is a motivation for how many concepts should exist: only the most central and
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informative in Wikipedia, as described in the Plugins section. Although admittedly
not the strongest reason (i. e. why five incoming and outgoing links?), it is certainly
true that the parameter is not entirely free.
Second, ESA’s named dimensions improve over previous methods in that it gives
a reason for a similarity rating. For LSA and RI it is difficult to answer the ’why’
question8 . Why are two entities similar? Because they score similarly on these abstract
dimensions (not a very fulfilling explanation). But in ESA’s case we can list what wiki
concepts two target texts/data have in common. This makes it easier to interface the
Semantic Web and statistical semantics worlds.
Third, the space does not grow linearly with web growth. Wikipedia adds new
central concepts at a slow pace (although peripheral concepts are added at a fierce
pace). So the current definition of what should stay a landmark makes the system
stable as a reference. Even if the article describing a landmark changes, the new
concept definition would be assimilated by our plugin as soon as we scan the new
Wikipedia dump.
Finally, named dimensions could enable intercommunication across different spaces.
If we had to map concepts that appear in two different knowledge bases (example:
Wikipedia and PubMed), having named dimensions would make cross-space comparisons easy.
In summary, ESA’s coordinate system is more valuable than previous attempts
because it is explanatory deeper and because it expands the tasks we can solve.
2.5.1 Dimension reduction in ESA
There are two steps that reduce dimensionality in ESA, although in the original paper
[Gabrilovich and Markovitch, 2009] they are not described as such. First, there is a
link analysis step which we talked about it already. This moves us from 4 Million
concepts to 1 Million. Note that in their older Wikipedia parsing, Gabrilovich and
Markovitch [2009] kept 241,393 articles used for feature generation, whereas we keep
1 Million.
Second, the TF/IDF values are truncated (pruned). This is done to eliminate
spurious association between articles and words by setting to zero the weights of those
concepts whose weights for a given term are too low. For each word, Gabrilovich and
Markovitch [2009] ranked all concepts according to their TFIDF weights in decreasing
order. Then they used a sliding window to find a drop in the concept importance.
They set this point as an importance threshold, and zeroed all concepts under it.
In their replication, Yeh et al. [2009] did a simple grid search to optimize this
threshold parameter and reported good results without the moving window. Note
that this threshold is different for every word.
In our experiments, we have tried other methods, such as simply the median. At
this point we don’t have evidence to declare which method is better than the rest.
2.5.2 Implementation details
As other methods described in this deliverable, ESA requires a large one-off computation; the result is then a large sparse matrix that can stay in memory and be accessed
8

This is somewhat related to the famous ’oh, yeah?’ button that Tim Berners-lee wanted to have
next to each search result. Here it’d be ’similar, how?’
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Figure 2.4: UML class diagram of the ESA plugin
quickly to produce nearest neighbors. Implementing this simple model in java was
surprisingly difficult. Without going into too much detail: neither Apache commonsmath nor JAMA support sparse matrices, advanced operators, or matrices larger than
RAM. CERN’s COLT does have sparse matrices, but support is limited. We have
several implementations now, none of them is very good. The one that is shipped
with this deliverable (See Figure 2.4) and sits on the LarKC repository uses Archive4J
[Orlandi and Vigna, 2008] for the term by doc matrix and TF/IDF transformation.
This turned out not to be a good compression method since it is column oriented,
and most of our operations benefit more from row compression. We evaluated several
java linear algebra libraries, but to this moment we have not made a decision about
which library is best. We will benchmark the options, and also consider how easily
paralellizable they are.
We do not report any additional results for our Archive4J implementation of ESA
since any measurements are bound to change. The web service can be started for a
demo, but given that we need the memory for research, we cannot warrant that it will
be running at all times.
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2.6 Subsetting by statistical semantics
In this section we show how we use RI to create weights for the top 1M concepts on the
LDSR DBpedia nodes. We take advantage of the fact that Wikipedia and DBpedia
are parallel, and we have semantic vectors (RI) for the Wikipedia concepts. Since
DBpedia is the current epicenter of the semantic web, the subsetting should be more
effective than if we applied the same ideas to a dataset that lives on the periphery.
2.6.1 Evaluation Method
We proceed to answer a set of SPARQL queries, with and without weights derived
from RI and ESA, and compare the results. A subset can be a collection of weights
plus a threshold. But we can also omit the threshold and use all 1M weights. We take
the second option here. So a subset is simply a comma-delimited file with resource
URI and weight. This is loaded into OWLIM using an ASK command. The resources
that do not appear in the file (all LDSR concepts that are not included in the top 1M
Wikipedia concepts) gets a baseline weight (i.e., one).
To create the subset, we do the following:
1. Extract keywords using the baseline plugin. This is no longer a SPARQL query,
but a ’standard’ keyword query.
2. Create a RI vector for the query.
3. Compare this keyword query vector to all 1M Wikipedia concepts vectors. We
get a cosine for each. This goes to the weights file.
4. OWLIM gets the weights file and runs the SPARQL query accordingly.
That is, we start with a SPARQL query, produce a list of weights, and then a list of
RDF results.
The dependent variables we used were:
1. Query Time. The time it takes to return results, compared to using the full
LDSR.
2. Accuracy. Precision and recall, when compared to the results using the full
LDSR dataset.
2.6.2 Hypotheses
We have a set of hypotheses to test in the long run.
H1: The parameters that work best on traditional psychological tasks will also work
well on query Subsetting. These are the parameters we reported in the results
section of the plugins.
H2: Subsetting by statistical semantics will work well in more complex queries.
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H3: The parameters that work best for one query will not necessarily work best for
other queries.
H3 being true would make difficult to select parameters for production settings, where
queries are hard to anticipate. We have not yet tried experiments with individual
parameters per query in this document, so we cannot. test H3. To test H2 we need
some way to measure query complexity so we sketch one here based on the number of
joins and number of filters: a measure of complexity such as:
cq = log{j} + f ∗ log F
where cq is query complexity, j is the number of joins, F is the number of filters
involved, f is a constant in [0,1] that weights the filters. Intuitively, the logarithms
should be involved because every join/filter reduces the search space so the next to
follow would be executed over smaller dataset (e.g. having 4 joins is not twice as
complex as having 2 joins, because the query optimizer will always attempt to pick
the most restrictive 2 joins to go first so the next 2 to follow will be run against an
already significantly reduced triple space)9 .
2.6.3 SPARQL queries
Having the largest reason-able semantic repository would not be useful without a set of
representative queries. Fortunately, Ontotext has released some LDSR query examples
on their website [Kiryakov et al., 2009]. They are attached in the Appendix. These
are the queries that we will use for our evaluation.
Figure 2.5 on page 26 shows a basic diagram on the current treatment of queries.
Ontotext scientists painfully encoded some human language questions into SPARQL
to display the datasets’ power. This part is human-encoded and noise-free. In the
current instantiation of the selection plugins, we take our keywords from the SPARQL
query and this is hit-and-miss. We could also go directly (bottom arrow) from natural
language to keywords without as much loss. However, since the input for the plugins
is SPARQL, we need to do the transformation from SPARQL to keywords.
Right now we use the ’extractKeywords’ method from the baseline plugin. At this
time the conversion is noisy. This is a real bottleneck. This conversion takes place
everytime anyone uses the web service. To avoid noise in our tests, we used two human
judges to remove incorrect keywords and add missing ones.
There were a total of 228 keywords. That is, the average number of keywords per
query is 6.33, somewhat higher than what people use in search engines (between 1 and
3)10 .
We computed a very simple agreement between raters. We ignored plurals and
inflections. Synonyms were also considered the same. The total number of keywords
in which the raters disagreed was 34 (that’s 15% of the total, so the agreement was
85%); the differences were pretty inconsequential, so it was easy to merge them into a
single final keywords file. The resulting keywords are in Table 2.6 on page 27.
We are not using any advanced method for exhaustive keyword extraction. In fact,
we do not even use named entity recognition. This is easy to remedy in future versions,
and there is expertise in the consortium for this task.
9
10

The discussion about query complexity was contributed by Ivan Peikov (Ontotext)
HTTP://www.keyworddiscovery.com/keyword-stats.html
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2.6.4 Results
The evaluation of the statistical semantic plug-ins is underway.

2.7 Discussion
We have described some performance issues. The good news is that, all our issues
are paralellizable. We did all our experiments on a desktop PC (2Ghz, 16gb). On
this machine sorting takes about 16 sec and computing cosines about 1 min 30 sec.
Fortunately, these tasks are highly paralellizable. The bad news is that since RI relies
on random initialization, the stability of RI representations is a problem. It increases
the cost of finding the best parameters by a factor of 3 (i.e., we need at least 3
replications to make sure the results are reproducible and not a one-off).
2.7.1 Future directions
Getting a better gold standard
In the previous evaluation section we used the results of 39 SPARQL questions run
on full LDSR as a gold standard. We would need to answer the following questions.
(1) Are all the results retrieved by full-LDSR relevant to the question? (precision)
and (2) Considering the data an average human could get from a search engine, how
exhausteve are the full-LDSR results? (recall).
Example instructions for question 1:

Figure 2.5: keyword generation
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Query 1:
Query 2:
Query 3:
Query 4:
Query 5:
Query 6:
Query 7:
Query 8:
Query 9:
Query 10:
Query 11:
Query 12:
Query 13:
Query 14:
Query 15:
Query 16:
Query 17:
Query 18:
Query 19:
Query 20:
Query 21:
Query 22:
Query 23:
Query 24:
Query 25:
Query 26:
Query 27:
Query 28:
Query 29:
Query 30:
Query 31:
Query 32:
Query 33:
Query 34:
Query 35:
Query 36:
Query 37:
Query 38:
Query 39:

business company computer code software founded united states
industry mass media company united states
compact car vehicles with cvt transmission assembly united states
birthplace entertainer born bavaria
uk musician genre alternative rock instrument piano birthplace england
musician artist born france died united states
reasoning contains word sense word lexical form
place united kingdom contains building architect richard norman shaw
city united kingdom architect structures richard norman shaw
people born artist occupation lawyer nationality united states
people born here people deceased person cause of death vascular disease massachusetts
name person works for government agency us justice employer employee business employment
artist occupation musician birthplace essex born
business products textmarking founded california
organisation foundation aristocrat
company business united states industry mass media
books publisher virgin books
book publisher from the united kingdom
adventure book novels 2003
capital united states governor democratic party united states
musical composer genre blues rock subject lead guitarists
automobile assembly language german speaking country luxury car
currency using country united states dollar
business products textmarking foundationplace california
director terry gilliam starring michael palin writer terry gilliam
entertainer subject american male models won golden globe awards
movie distributor 2oth century fox genre thriller starring artist performer
starring american actor united states distributor sony pictures classics
antioxidant chemically acidic substance
adventure book riter subject british writers
androgen corticosterone gastrin
financial company mortgage servicer
broadcast owner government of canada keypeople
broadcast company owner located united states
musician genre alternative rock instrument inventor bartolomeo cristofori
aristocrat female title aristocratic
aristocrat male title aristocratic
plant nonwoody bamboo plant
founded united states industry information technology consulting

Table 2.6: Keywords generated from the 39 SPARQL queries
You will get 39 questions and a list of possible answers. They are general
knowledge questions. Some questions have more possible answers than
others.
Your task is to give a number from 1-10 indicating how good of an answer
each answer is. It may be that the rating is very easy, really obvious to
any human, or it might be that you don’t know at all whether the answer
is correct. In that case, you can use Google.
Independent of the number of valid answers, some questions are harder.
If you find that you have some more answers that are not in the list, feel
free to add them in this box.
The answer to question 2 can only be an approximation given the open-world nature
of the web. But using a representative sample of humans performing the task would
definitely be good gold standard.
Example instructions for question 2:
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You will get 39 general knowledge questions. You can use Google or your
common knowledge. They are general knowledge questions. Your task is
to get as many answers as possible. Some questions have more possible
answers than the others.
Weighting by popularity
An additional future direction is weighting LDSR by pageviews for those resources
that have a public text version, such as Wikipedia concepts. This gives us an excellent
opportunity to test forgetting, recency, and other time course effects that cannot
be modeled using normative corpora. We have started work here and found some
promising results.
Intregration of graph structure and text analysis to improve subseting
We currently do not use the RDF graph structure to improve our semantic vectors.
However in D2.5.1 and D2.5.2 we pursue this venue by using RDF molecules (Ding
et al. 2005; see these documents for an explanation).
The idea would be to merge the two matrices. This way our semantic vectors would
carry information about both text and graph structure.
More thorough integration between the Semantic Web and statistical views
of the world
In our first iteration with these methods, we created a single vector space to weight all
LDSR. It could be a lot more effective to create spaces on the fly for certain subgraphs.
For example, we could have a statistical semantics space for football, another one for
cancers, and so on. These more targeted spaces may produce better results. We could
go down to an even more molecular level by creating a new space for each boolean
subclass on a SPARQL query.
2.7.2 Conclusions
We have presented an integration of statistical semantics with a large RDF graph. The
statistical semantic plugins we have presented attach meaning to each resource with a
vector that locates them in a semantic space. These vectors serve not only as unique
identifiers, but as well add functionality. These semantically meaningful identifiers
contrast with a typical URI that carries no meaning. Its only requirement is to be
unique. In the same way that in the physical world coordinates enabled location-aware
applications, the semantic annotation of resources enables new functionality, such as
the ones described in this document: subsetting an RDF graph, defining the similarity
of pairs of objects, and finding the most similar resources. But there is a critical
difference between semantic and physical spaces. Whereas the physical world has 3
dimensions, the semantic world, as we have proposed here, may have one million.
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3. Interests-Based Selection and Query Refinement
Following our work on retained interests based selection strategy in Chapter 3 of
D2.3.1, in this chapter, we introduce our recent effort on the development of interestsbased selection, related vocabulary standardization of user interests description and
evaluation on the scalability issues.

3.1 Vocabulary Standardization of User Interests Description
User interests may have impact on various real world use cases for Web-scale querying
and reasoning. Currently there are no appropriate RDF/OWL based vocabularies that
fits LarKC very well, and therefore, in WP2 we are making efforts on the standardization of user interests related vocabularies. We are working toward the inclusion of this
vocabulary in the different use cases. We title the vocabulary as the “e-foaf:interest
Vocabulary”, since it is aimed at extending the FOAF vocabulary on user interests
evaluated from different perspectives. It focuses on extending “foaf:interest” by providing more detailed vocabularies related to user interests.
3.1.1 The e-foaf:interest Vocabulary
The e-foaf:interest vocabulary has 3 versions, namely: “e-foaf:interest Basic”, “efoaf:interest Complement”, and “e-foaf:interest Complete”. They are composed of
a set of class vocabularies and a set of property vocabularies.
Table 3.1: The “e-foaf:interest Basic” vocabulary list
Vocabulary
e-foaf:interest
e-foaf:interest value
e-foaf:interest value updatetime
e-foaf:interest appeared in
e-foaf:interest appeare time
e-foaf:interest has synonym
e-foaf:interest co-occur with

Type
Class
Attribute
Attribute
Attribute
Attribute
Attribute
Attribute

Table 3.2: The “e-foaf:interest Complement” vocabulary list
Vocabulary
e-foaf:cumulative interest value
e-foaf:retained interest value
e-foaf:interest longest duration
e-foaf:interest cumulative duration

Type
Attribute
Attribute
Attribute
Attribute

The “e-foaf:interest Complete” is the union of the set of vocabularies from “efoaf:interest Basic” and “e-foaf:interest Complement”.
Following lines are needed for the definition of each vocabulary listed above:
<!ENTITY e-foaf

"http://www.wici-lab.org/wici/e-foaf-interest/e-foaf.owl#" >
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<!ENTITY owl "http://www.w3.org/2002/07/owl#" >
<!ENTITY xsd "http://www.w3.org/2001/XMLSchema#" >
<!ENTITY rdf "http://www.w3.org/1999/02/22-rdf-syntax-ns#" >
<!ENTITY foaf "http://xmlns.com/foaf/spec/20100101.rdf#" >
xmlns:e-foaf =
"http://www.wici-lab.org/wici/e-foaf-interest/e-foaf.owl#"
xmlns:owl = "http://www.w3.org/2002/07/owl#"
xmlns:rdf = "http://www.w3.org/1999/02/22-rdf-syntax-ns#"
xmlns:rdfs = "http://www.w3.org/2000/01/rdf-schema#"
xmlns:xsd = "http://www.w3.org/2001/XMLSchema#">
xmlns:foaf = "http://xmlns.com/foaf/spec/20100101.rdf#">
Here we give some details on the definition of each vocabulary.
• e-foaf:interest (Class)
Definition: e-foaf:interest is a class that is used to represent the agent’s interest.
<owl:Class rdf:ID="e-foaf:interest">
<rdfs:subClassOf rdf:resource="&owl;Thing"/>
</owl:Class>
Properties: e-foaf:interest value, e-foaf:interest vaule updatetime,
e-foaf:interest appeared in, e-foaf:interest appear time,
e-foaf:interest has synonym, e-foaf:interest co-occur with.
• e-foaf:interest value (Property)
Definition: “e-foaf:interest value” represents the value of an interest. The value
of a specified interest is an arbitrary real number. The number represents the
degree of interests that a user has in a specific topic. If the agent is interested in
an interest, the interest value is greater than zero (namely a positive number),
if the agent is not interested in a topic, the interest value of the topic is smaller
than zero (namely a negative number).
<owl:DatatypeProperty rdf:ID="e-foaf:interest_value">
<rdfs:domain rdf:resource="#e-foaf:interest" />
<rdfs:range rdf:resource="&xsd;number" />
</owl:DatatypeProperty>
Note: This property is supposed to be oriented to interest values from any perspective if the user does not care much about the types of interest values (Some
possible perspectives to evaluate interests values are defined in “e-foaf:interest
Complement”, namely, the perspective of “cumulative interest value”, “retained
interest value”, “interest lasting time”, “interest appear time”, etc.). It can also
be a user defined value.
• e-foaf:interest value updatetime (Property)
Definition: “e-foaf:interest value updatetime” represents the update time of the
specified interest value. It may be the time when the user specifies the interest
value, or the time when an algorithm updates the value of the interest.
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<owl:DatatypeProperty rdf:ID="e-foaf:interest_value_updatetime">
<rdfs:domain rdf:resource="#e-foaf:interest" />
<rdfs:range rdf:resource="&xsd;dateTime" />
</owl:DatatypeProperty>
• e-foaf:interest appeared in (Property)
Definition: ”e-foaf:interest appeared in” represents where the interest appeared
in.
<owl:DatatypeProperty rdf:ID="e-foaf:interest_appeared_in">
<rdfs:domain rdf:resource="#e-foaf:interest" />
<rdfs:range rdf:resource="foaf:Document" />
</owl:DatatypeProperty>
Note: The motivation of this property is to help to keep the original resources
where the interests come from and be reused for calculation of interest value
when needed. The design of this property is inspired by ”from” in Attention
Profiling Markup Language (APML 2009) which is based on XML.
• e-foaf:interest appear time (Property)
Definition: “e-foaf:interest appear time” is the time when the interest appears
in a certain kind of scenario.
<owl:DatatypeProperty rdf:ID="e-foaf:interest_appear_time">
<rdfs:domain rdf:resource="&foaf;Document" />
<rdfs:range rdf:resource="&xsd;dateTime" />
</owl:DatatypeProperty>
• e-foaf:interest has synonym (Property)
Definition: “e-foaf:interest has synonym” represents that the subject and the
object of this predicate are synonyms. Such as “search” and “retrieval”.
<owl:ObjectProperty rdf:ID="e-foaf:interest_has_synonym">
<rdfs:domain rdf:resource="#e-foaf:interest" />
<rdfs:range rdf:resource="#e-foaf:interest" />
</owl:ObjectProperty>
Note: In some use cases, synonyms need to be merged together or marked as
semantically very related and this property is very useful in these scenarios.
• e-foaf:interest co-occur with (Property)
Definition: “e-foaf:interest co-occur with” represents that the subject and the
object of this predicate co-occur with each other in some cases.
<owl:ObjectProperty rdf:ID="e-foaf:interest_co-occur_with">
<rdfs:domain rdf:resource="#e-foaf:interest" />
<rdfs:range rdf:resource="#e-foaf:interest" />
</owl:ObjectProperty>
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Note: If the interests co-occur with each other, it indicates that the user is
interested in having these two interests together.
• e-foaf:cumulative interest value (Property)
Definition: “e-foaf:cumulative interest value” is a sub property of “e-foaf:interest value”
representing the cumulative value of the number of times an interest appears in
a certain kind of scenario..
<owl:DatatypeProperty rdf:ID="e-foaf:cumulative_interest_value">
<rdfs:subPropertyOf rdf:resource="#e-foaf:interest_value" />
<rdfs:domain rdf:resource="#e-foaf:interest" />
<rdfs:range rdf:resource="&xsd;number" />
</owl:DatatypeProperty>
• e-foaf:retained interest value (Property)
Definition: “e-foaf:retained interest value” represents the retained interest value
of an interest in a specific time.
<owl:DatatypeProperty rdf:ID="e-foaf:retained_interest_value">
<rdfs:subPropertyOf rdf:resource="#e-foaf:interest_value" />
<rdfs:domain rdf:resource="#e-foaf:interest" />
<rdfs:range rdf:resource="&xsd;number" />
</owl:DatatypeProperty>
Note: The retained interest value can be calculated based on the interest retention function proposed in [Zeng et al., 2009].
• e-foaf:interest longest duration (Property)
Definition: “e-foaf:interest longest duration” is used to represent, until a specified time, the longest duration of the interest between it appears and disappears.
Note: For an interest, if it appears in the following years: 1990, 1991, 1995, 1996,
1997, 1998, 2001, then the longest duration is 4 years.
<owl:DatatypeProperty rdf:ID="e-foaf:interest_longest_duration">
<rdfs:domain rdf:resource="#e-foaf:interest" />
<rdfs:range rdf:resource="&xsd;duration" />
</owl:DatatypeProperty>
• e-foaf:interest cumulative duration (Property)
Definition: “e-foaf:interest cumulative duration” is used to represent the cumulative duration of an interest. It shows how long the interest has appeared.
Note: For an interest, if it appears in the following years: 1990, 1991, 1995, 1996,
1997, 1998, 2001, then the cumulative duration of this interest is 7 years.
<owl:DatatypeProperty rdf:ID="e-foaf:interest_cumulative_duration">
<rdfs:domain rdf:resource="#e-foaf:interest" />
<rdfs:range rdf:resource="&xsd;duration" />
</owl:DatatypeProperty>
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We should emphasize that each corresponding interest value is calculated based
on a specific function, and the update time might not be consistent. Hence, each
interest value (including cumulative interest and retained interest) has a specific
update time.
3.1.2 An Illustrative Example Using the e-foaf:interest Vocabularies
Research interest is a specific kind of user interest which can be quantitatively studied.
Take Information Retrieval Scientist Ricardo Baeza-Yates as an example. Figure 3.1
shows a partial example of the cumulative interests values, retained interests values,
interests lasting time interval and interests appear time interval of the author from an
analysis of his publication list from DBLP (within the time interval 1987-2009).

Figure 3.1: An Illustrative Example of Ricardo Baeza-Yates’ Cumulative Interests,
Retained Interests, Longest Interest Duration and Cumulative Interest Duration
Here we give a partial example which shows how we can use the defined vocabularies.
...
<foaf:Person rdf:about="http://www.informatik.uni-trier.de/~ley/db/
indices/a-tree/b/Baeza=Yates:Ricardo_A=.html">
<foaf:name>Ricardo Baeza-Yates</foaf:name>
<e-foaf:interest>
<rdf:Description rdf:about="http://www.wici-lab.org/wici/
wiki/index.php/Web">
<dc:title>Web</dc:title>
<e-foaf:interest_appeared_in>
<rdf:Description rdf:about="http://dblp.uni-trier.de/rec/bibtex/
conf/cikm/AlonsoGB09">
<e-foaf:interest_appear_time rdf:datatype="&xsd;dateTime">
2009-11-15T05:30:00+08:00
</e-foaf:interest_appear_time>
</rdf:Description>
</e-foaf:interest_appeared_in>
<e-foaf:interest_co-occur_with>
<rdf:Description rdf:about="http://www.wici-lab.org/wici/wiki/
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index.php/Search">
<dc:title>Search</dc:title>
<e-foaf:interest_hasSynonym>
<rdf:Description rdf:about="http://www.wici-lab.org/wici/wiki/
index.php/Retrieval">
<dc:title>Retrieval</dc:title>
</rdf:Description>
</e-foaf:interest_hasSynonym>
</rdf:Description>
</e-foaf:interest_co-occur_with>
<e-foaf:cumulative_interest_value rdf:parseType="Resource">
<rdf:value rdf:datatype="&xsd;number">65</rdf:value>
<e-foaf:interest_value_updatetime rdf:datatype=
"&xsd;dateTime">2009-12-22T23:30:00+08:00
</e-foaf:interest_value_updatetime>
</e-foaf:cumulative_interest_value>
<e-foaf:retained_interest_value rdf:parseType="Resource">
<rdf:value rdf:datatype="&xsd;number">7.81</rdf:value>
<e-foaf:interest_value_updatetime rdf:datatype="&xsd;dateTime">
2010-01-17T13:30:00+08:00</e-foaf:interest_value_updatetime>
</e-foaf:retained_interest_value>
<e-foaf:interest_longest_duration rdf:parseType="Resource">
<rdf:value rdf:datatype="&xsd;duration">P9Y</rdf:value>
<e-foaf:interest_value_updatetime rdf:datatype="&xsd;dateTime">
2010-01-17T05:30:00+08:00</e-foaf:interest_value_updatetime>
</e-foaf:interest_longest_duration>
<e-foaf:interest_cumulative_duration rdf:parseType="Resource">
<rdf:value rdf:datatype="&xsd;duration">P10Y</rdf:value>
<e-foaf:interest_value_updatetime rdf:datatype="&xsd;dateTime">
2010-01-10T03:15:00+08:00</e-foaf:interest_value_updatetime>
</e-foaf:interest_cumulative_duration>
</rdf:Description>
</e-foaf:interest>
</foaf:Person>
The following SPARQL query is aimed at acquiring the users’ interest names, cooccurred interests, synonyms, retained interest values, and their update time, as well as
interest lasting time intervals and their update time from the upper file which includes
these interests related information.
PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#> PREFIX
rdfs: <http://www.w3.org/2000/01/rdf-schema#> PREFIX opus:
<http://lsdis.cs.uga.edu/projects/semdis/opus#> PREFIX foaf:
<http://xmlns.com/foaf/0.1/> PREFIX e-foaf:
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<http://www.wici-lab.org/wici/e-foaf-interest/e-foaf.owl#> PREFIX
dc: <http://purl.org/dc/elements/1.1/> PREFIX time-entry:
<http://www.isi.edu/~hobbs/damltime/time-entry.owl#>
SELECT * WHERE
{
?person e-foaf:interest ?interestId1 .
?interestId1 dc:title ?interest_title1 .
?interestId1 e-foaf:interest_appeared_in ?source1 .
?source1 e-foaf:interest_appear_time ?appear_time .
?interestId1
?interestId2
?interestId2
?interestId3

e-foaf:interest_co-occur_with ?interestId2 .
dc:title ?interest_title2 .
e-foaf:interest_hasSynonym ?interestId3 .
dc:title ?interest_title3 .

?interestId1 e-foaf:retained_interest_value ?y1 .
?y1 rdf:value ?retained_value .
?y1 e-foaf:interest_value_updatetime ?updatetime1 .
?interestId1 e-foaf:interest_longest_duration ?y2 .
?y2 rdf:value ?longest_duration_value .
?y2 e-foaf:interest_value_updatetime ?updatetime2 .
}
The interest profile is used as contextual information when the specific user (in this
use case: Ricardo Baeza-Yates) queries a scientific literature system (e.g. CiteSeerX,
DBLP). More refined results can be acquired when adding user preference as implicit
constraints to the original (vague) query [Zeng et al., 2009]. A partial example of the
interest refined query can be found at: http://wiki.larkc.eu/csri-rdf .
We noticed that in the FP-7 NoTube project, a very relevant effort is on the way
but with a different focus [Libby Miller et al., 2009]. What is similar is that both efforts
consider adding weights to interests. What is different is that in LarKC, we focus on
providing interests weight descriptions evaluated from various perspectives, such as the
mentioned cumulative interests, retained interests, interests lasting time, and interests
appear time, and so on. In addition, there are standardized ways of calculating the
interest values in LarKC, while it seems that the effort in NoTube project focuses
on assigning interests values by users. In the future, we plan to collaborate with the
NoTube project through the interests vocabulary standardization effort.

3.2 Plug-in Development and Status
We developed a plug-in named “Interest-Based Selecter” which selects a subset from
the input RDF data based on user interests.
Figure 3.2 shows the architecture of the Interest-Based Selecter. This plug-in is
composed of 5 modules, namely, Context Manager, User Interest Manager, Query
Manager, Query Engine and Results Manager. The Context Manager is responsible
for managing the context information. The User Interest Manager is used to manage
user interests information, including the function of extracting user interests. The
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Query Manager is for creating SPARQL queries based on user interests. The Query
Engine is responsible for executing SPARQL queries. Results Manager is used to
organize the results of the SPARQL queries.

Figure 3.2: The Architecture of Interest-Based Selecter
At run time, the plug-in accepts the context parameter and uses the Context Manager module to get current user’s basic information, such as user identifier (the name or
the URI) and the identifier of the data source which includes user interests. Then the
User Interest Manager module extracts user interests from the given data source with
user identifier. The Query Manager module is responsible for generating SPARQL
queries with constraints driven by the user interests. After that, the Query Engine
module executes these queries to get a group of subsets. Finally, Results Manager
module merges them to create a subset of the original dataset, which is relevant to
current user’s interests.
The “Context” parameter is of vital importance for this plug-in. Since currently,
the “Context” parameter is empty in the defined interface, we implement this interface
as a new class within this plug-in.
In this class, we defined some member variables to store the basic information of the
user. These variables include variables to identify the user and the data sources which
contains the user’s Interests. This class also includes variables which store interests of
the user directly, e.g. the literal words or the URIs of interests. The variables which
are used to identify the user include the user name and the user URI parameters. In
the real world use cases, at least one of them should have a value. User interests can be
acquired from a specific URL which points to an RDF file that contains user interests.
This class also contains some methods to extract interests based on the information
stored in the variables mentioned above. In the current design, 3 methods are provided
to get user interests.
• Getting user interests and their values directly from the context.
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• Getting user interests and their values from the URL which points to the interests
profile.
• Calculating user interests values (such as cumulative interests, retained interests,
etc.) based on the user related information in the context (such as calculating
interests values from previous published papers).
Figure 3.3 shows how the Interest-Based selecter works in a work flow. In this
workflow, The Interest-Based selecter accepts the output of the identifier as input,
then the interest-based selecter produces an output as the input of the reasoner.

Figure 3.3: The Interest-Based Selecter in a workflow
Figure 3.4 is the class diagram of Interest-Based Selecter plug-in. The class “InterestBasedSelecter” is the major class of the plug-in, which follows the LarKC selecter
API. The class “ContextImpl” is the implementation of the “Context” interface, which
is used to provide necessary information for selection. The class “UserInterests” is defined for a user’s group of interests as a whole.

Figure 3.4: The Interest-Based Selecter Class Diagram
Figure 3.5 shows the implementation of the selection method in the Interest-Based
Selecter. There are four major steps in this module: 1) getting the user interests; 2)
creating queries with the acquired user interests; 3) executing queries to get subsets;
4) merging the subsets into one and returning it.
Currently the plug-in is still in testing phase and is not included in the LarKC
Sourceforge distribution. The alpha version of the plug-in is available at http://www.wicilab.org/wici/wiki/index.php/LarKC. The relevant documents (e.g. API, User Guides,
etc.) will be provided by Month 30 (September, 2010) of the LarKC project.

3.3 Evaluation of User Interests Based Selection
From the perspective of Scalability, we have made a comparative study on the query
effectiveness among three different strategies :
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Figure 3.5: Selection Processing in the Interest-Based Selecter
• Strategy 1: Query based on the original user inputs. This strategy only use the
query input by the user and does not contain any refinement.
• Strategy 2: Interests-based query refinement. The query refinement strategy
provides a rewritten SPARQL query based on acquired interests of a user.
• Strategy 3: Querying with Interests-based selection. This strategy selects relevant sub dataset based on user interests acquired from Contexts, then the original
user input query is performed on the selected sub dataset.
As an illustrative example, we take the SwetoDBLP dataset which is divided into
22 sub datasets. We evaluate the 3 implemented strategies by using these datasets
at different scales. A comparative study is provided in Figure 3.6. Two users are
taken as examples, namely Frank van Harmelen and Ricardo Baeza-Yates. Top 9
retained interests (as defined in D 2.3.1) for each of them are taken from the retained
interests RDF dataset (reported in http://wiki.larkc.eu/csri-rdf) to unify the selection
and reasoning process. The above three different kinds of querying strategies are
performed on the gradually growing dataset (each time adding 2 subsets with the
same size, around 55M for each, and 1.08G in total).
As shown in Figure 3.6. Since “interests-based query refinement (strategy 2)” takes
more constraints compared to the strategy 1, it requires more processing time, and as
the size of the dataset grows, the processing time grows very rapidly, which means that
this method does not scale well if we just consider the required time. Although this
method takes more time, as reported in D2.3.1, the quality of acquired query results
is much better than strategy 1.
Since “querying with interests-based selection (strategy 3)” selects relevant sub
dataset in advance, the required query time is significantly reduced, and as the size
38 of 56

FP7 – 215535
Deliverable 2.3.2

of the dataset grows, compared to strategy 1 and strategy 2, the query time is always
comparatively shorter and does not increase equaly fast. At the same time, the quality
of the query results is the same with strategy 2. Hence, this method scales better.

Figure 3.6: Scalability on Query Time for Three Different Strategies
As a step forward, for strategy 2 and strategy 3, we examined the impact on
the number of constraints in a query so that one can immediately see the necessity
of having a balance among query refinement and processing time. As a follow up,
Figure 3.7 shows the query processing time with 3,6,9 interests constraints from the
user “Frank van Harmelen”. After analyzing this figure, we can conclude that the
number of constraints in the query is positively correlated with the query processing
time. Hence, even if strategy 2 and 3 yield better results compared to strategy 1, one
should be cautious about adding too many constraints to the original query each time,
since the query processing time might increase rapidly.

Figure 3.7: Interests based refined query time with 3, 6, 9 interests (a) and a comparative study of their time difference (b)
Figure 3.8 analyzed the ratio of spent time between the strategy 1 and strategy 3.
As shown in the figure, with the dataset growing to larger scales, the ratio of spent
time is not changing too much (Take Frank van Harmelen as an example, the values of
the ratio are always between 0.064 and 0.101, while for Ricardo Baeza-Yates, the ratio
is between 0.097 and 0.201), and the change on the ratio of query results also stays
within a small range (For Frank van Harmelen, the ratio of query results is changing
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between 0.256 and 0.287, and for Ricardo Baeza-Yates, the ratio is changing between
0.153 and 0.219). Namely, the ratio of spent time and the ratio of query results from
the 2 strategies are relatively stable, which indicates that Strategy 3 scales well. (If
the ratio of spent time or the ratio of query results change a lot as the dataset grows,
then the method does not scale well).

Figure 3.8: A Comparative Study of Spent Time and Recall
At the same time, we should emphasize that although the ratio of results is not
high, the query results from strategy 2 and strategy 3 are much closer to the user
needs and backgrounds.
To evaluate the quality of the query results, we invited 7 computer scientists who
have at least 5 papers listed in the DBLP dataset to participate in the evaluation.
They are required to search for “intelligence” in the DBLP Search Support Engine
that we developed based on the SwetoDBLP dataset [Aleman-Meza et al., 2007]. Two
lists of query results are provided to each of them. One is acquired based on strategy
1, and the other is based on strategy 2. They are required to judge which list of results
they prefer. The result shows that all of them feel that the results by strategy 2 were
much better than the one from strategy 1, since their research background has been
taken into account implicitly.
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4. Overall discussion
In the first chapter, we have presented an integration of statistical semantics with the
current semantic web graph. As we have seen, thanks to our plugins implementing
semantic vectors every resource gets a vector that represents its meaning. This facilitates similarity operations such as nearest neighbors (ranking). We have used these
semantic vectors to generate subsets of LDSR. In the second chapter, we have shown
that by adding user interests as the context for the query, interests-based query refinement (strategy 2) yields better query results compared to an unrefined query (strategy
1), but at the same time takes more processing time. It does not scale well since the
processing time increase too quickly. These scaling problems, however, can be taken
care of by applying interest-based selection (strategy 3). The results from strategy 3
are equivalent to interests-based query refinement (strategy 2), but strategy 3 requires
much less query processing time.
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5. SPARQL queries used for evaluation (they all return results
as of Mar 24 2010)
#Query
PREFIX
PREFIX
PREFIX
PREFIX
PREFIX
PREFIX
PREFIX

1 : Software companies founded in the US
rdf:<http://www.w3.org/1999/02/22-rdf-syntax-ns#>
dbpedia: <http://dbpedia.org/resource/>
dbp-ont: <http://dbpedia.org/ontology/>
dbp-prop: <http://dbpedia.org/property/>
opencyc-en: <http://sw.opencyc.org/2008/06/10/concept/en/>
geo-ont: <http://www.geonames.org/ontology#>
umbel-sc: <http://umbel.org/umbel/sc/>

SELECT DISTINCT ?Company ?Location
WHERE {
?Company rdf:type opencyc-en:Business ;
dbp-prop:products ?Product ;
dbp-ont:foundationPlace ?Location .
?Product rdf:type umbel-sc:ComputerCode .
?Location geo-ont:parentFeature dbpedia:United_States .
}
#Query 2 : Media in US
PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX dbp-ont: <http://dbpedia.org/ontology/>
PREFIX dbp-prop: <http://dbpedia.org/property/>
PREFIX geo-ont: <http://www.geonames.org/ontology#>
SELECT *
WHERE {
?Company dbp-prop:location ?Place ;
dbp-ont:industry dbpedia:Mass_media .
?Place geo-ont:parentFeature dbpedia:United_States .
}
#Query 3 : Compact car with CVT transmission assembled in US
PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX dbp-prop: <http://dbpedia.org/property/>
PREFIX umbel-sc: <http://umbel.org/umbel/sc/>
PREFIX geo-ont: <http://www.geonames.org/ontology#>
PREFIX skos: <http://www.w3.org/2004/02/skos/core#>
SELECT *
WHERE {
?Vehicle rdf:type umbel-sc:CompactCar ;
skos:subject <http://dbpedia.org/resource/Category:Vehicles_with_CVT_transmission>;
dbp-prop:assembly ?Place.
?Place geo-ont:parentFeature dbpedia:United_States .
}
#Query 4 : Enternainers born in Bavaria
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PREFIX
PREFIX
PREFIX
PREFIX
PREFIX
PREFIX

rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>
dbp-ont: <http://dbpedia.org/ontology/>
dbpedia: <http://dbpedia.org/resource/>
opencyc: <http://sw.opencyc.org/2008/06/10/concept/en/>
geo-ont: <http://www.geonames.org/ontology#>
owlim: <http://www.ontotext.com/>

SELECT *
WHERE {
?Person dbp-ont:birthPlace ?BirthPlace ;
rdf:type opencyc:Entertainer ;
owlim:hasPageRank ?RR .
?BirthPlace geo-ont:parentFeature dbpedia:Bavaria .
} ORDER BY DESC(?RR) LIMIT 100
#Query 5 : UK musicians who play Alternative rock using piano,
PREFIX
PREFIX
PREFIX
PREFIX
PREFIX
PREFIX
PREFIX

rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>
dbpedia: <http://dbpedia.org/resource/>
dbp-ont: <http://dbpedia.org/ontology/>
dbp-prop: <http://dbpedia.org/property/>
foaf: <http://xmlns.com/foaf/0.1/>
geo-ont: <http://www.geonames.org/ontology#>
umbel-en: <http://umbel.org/umbel/ne/wikipedia/>

SELECT distinct ?Name
WHERE {
?Person foaf:name ?Name.
?Person rdf:type dbpedia:Musician ;
dbp-ont:genre dbpedia:Alternative_rock ;
dbp-prop:instrument dbpedia:Piano .
?Person dbp-ont:birthPlace umbel-en:England .
FILTER (lang(?Name) = "") }
#Query 6 : Artists born in France and died in US,
PREFIX
PREFIX
PREFIX
PREFIX
PREFIX

rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>
foaf: <http://xmlns.com/foaf/0.1/>
dbpedia: <http://dbpedia.org/resource/>
geo-ont: <http://www.geonames.org/ontology#>
dbp-ont: <http://dbpedia.org/ontology/>

SELECT distinct ?Name ?NameLocationB ?LocationD ?NameLocationD
WHERE {
?Person rdf:type dbp-ont:MusicalArtist ;
foaf:name ?Name ;
dbp-ont:deathPlace ?LocationD ;
dbp-ont:birthPlace ?LocationB .
?LocationD geo-ont:parentFeature dbpedia:United_States ;
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geo-ont:name ?NameLocationD .
?LocationB geo-ont:name ?NameLocationB ;
geo-ont:parentFeature dbpedia:France .
FILTER (lang(?Name) != "de")
}
#Query 07. Specific types of Reasoning from Wordnet.sparql
PREFIX wordn-sc: <http://www.w3.org/2006/03/wn/wn20/schema/>
SELECT ?specTerm
WHERE {
?specTerm wordn-sc:hyponymOf ?genTerm .
?genTerm wordn-sc:containsWordSense ?genSense.
?genSense wordn-sc:word ?genWord.
?genWord wordn-sc:lexicalForm ?genLex.
FILTER (STR(?genLex) = "reasoning")
} LIMIT 20
#Query 08. Place in UK which has a building by Richard Norman Shaw.sparql
PREFIX fb: <http://rdf.freebase.com/ns/>
PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX geo-ont: <http://www.geonames.org/ontology#>
PREFIX dbp-ont: <http://dbpedia.org/ontology/>
SELECT *
WHERE {
?loc fb:location.location.contains ?building ;
geo-ont:parentFeature dbpedia:United_Kingdom .
?building dbp-ont:architect dbpedia:Richard_Norman_Shaw
}
#Query 09. City in UK which has a building by Richard Norman Shaw.sparql
PREFIX fb: <http://rdf.freebase.com/ns/>
PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX geo-ont: <http://www.geonames.org/ontology#>
SELECT DISTINCT ?name ?city
WHERE {
dbpedia:Richard_Norman_Shaw fb:architecture.architect.structures_designed\
?building .
?building fb:architecture.structure.address \
[fb:location.mailing_address.citytown ?city ] ;
fb:type.object.name ?name .
?city fb:location.location.containedby\
[geo-ont:parentFeature dbpedia:United_Kingdom ]
}
#Query 10. The birthplace of American lawyers-artists.sparql
PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX dbp-ont: <http://dbpedia.org/ontology/>
PREFIX fb: <http://rdf.freebase.com/ns/>
PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX umbel-sc: <http://umbel.org/umbel/sc/>
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SELECT ?place ?person
WHERE {
?place fb:location.location.people_born_here ?person .
?person rdf:type umbel-sc:Artist .
?person dbp-ont:occupation dbpedia:Lawyer .
?person dbp-ont:nationality dbpedia:United_States .
}
#Query 11. People born in the state of Massachusetts,
# who died of Vascular disease.sparql
PREFIX fb: <http://rdf.freebase.com/ns/>
PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX geo-ont: <http://www.geonames.org/ontology#>
SELECT ?loc ?person
WHERE {
?loc fb:location.location.people_born_here ?person .
?person fb:people.deceased_person.cause_of_death dbpedia:Vascular_disease .
?loc geo-ont:parentFeature ?stateM .
?stateM geo-ont:name "Massachusetts" ; geo-ont:featureClass geo-ont:A
}
#Query 12. Names of the People employed by US Justice Agency.sparql
PREFIX fb: <http://rdf.freebase.com/ns/>
PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX dbp-prop: <http://dbpedia.org/property/>
SELECT DISTINCT ?Agency ?Name
WHERE {
?Agency fb:government.government_agency.parent_agency dbpedia:U.S._Justice ;
fb:business.employer.employees ?o .
?o fb:business.employment_tenure.person [ dbp-prop:name ?Name ]
}
#Query 13. An artist musician, born in Essex.sparql
PREFIX rdf:<http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX dbp-ont: <http://dbpedia.org/ontology/>
PREFIX dbp-prop: <http://dbpedia.org/property/>
PREFIX geo-ont: <http://www.geonames.org/ontology#>
PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX dc: <http://purl.org/dc/elements/1.1/>
SELECT * WHERE {
?Person rdf:type dbpedia:Artist .
?Person dbp-ont:occupation dbpedia:Musician .
?Person dbp-ont:birthPlace ?Location .
?Location dbp-prop:wideImageProperty dbpedia:Essex .
}
#Query 14. A Business founded in California with TextMarking products.sparql
PREFIX rdf:<http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX dbp-ont: <http://dbpedia.org/ontology/>
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PREFIX dbp-prop: <http://dbpedia.org/property/>
PREFIX opencyc-en: <http://sw.opencyc.org/2008/06/10/concept/en/>
PREFIX umbel-sc: <http://umbel.org/umbel/sc/>
SELECT * WHERE {
?Company rdf:type opencyc-en:Business ;
dbp-prop:products ?Product .
?Product rdf:type umbel-sc:TextMarking .
?Company dbp-ont:foundationPlace dbpedia:California .
}
#Query 15. Organisation whose foundation person is an aristocrat.sparql
PREFIX rdf:<http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX dbp-ont: <http://dbpedia.org/ontology/>
PREFIX dbp-prop: <http://dbpedia.org/property/>
PREFIX opencyc-en: <http://sw.opencyc.org/2008/06/10/concept/en/>
PREFIX umbel-sc: <http://umbel.org/umbel/sc/>
PREFIX geo-ont: <http://www.geonames.org/ontology#>
PREFIX skos: <http://www.w3.org/2004/02/skos/core#>
SELECT * WHERE {
?Company rdf:type dbp-ont:Organisation .
?Company dbp-ont:foundationPerson ?Person .
?Person rdf:type opencyc-en:Aristocrat .
}
#Query 16. Media companies in US.sparql
PREFIX rdf:<http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX dbp-ont: <http://dbpedia.org/ontology/>
PREFIX dbp-prop: <http://dbpedia.org/property/>
PREFIX geo-ont: <http://www.geonames.org/ontology#>
PREFIX opencyc-en: <http://sw.opencyc.org/2008/06/10/concept/en/>
SELECT * WHERE {
?Company rdf:type opencyc-en:Business .
?Company dbp-prop:location ?place .
?place geo-ont:parentFeature dbpedia:United_States .
?Company dbp-ont:industry dbpedia:Mass_media .
}
#Query 17. Books with publisher Virgin Books.sparql
PREFIX rdf:<http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX foaf: <http://xmlns.com/foaf/0.1/>
PREFIX dbp-prop: <http://dbpedia.org/property/>
PREFIX dbpedia: <http://dbpedia.org/resource/>
SELECT * WHERE {
?Book rdf:type foaf:Project ;
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dbp-prop:publisher dbpedia:Virgin_Books
}
#Query 18. Books published by a British book publishing company.sparql
PREFIX rdf:<http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX foaf: <http://xmlns.com/foaf/0.1/>
PREFIX dbp-prop: <http://dbpedia.org/property/>
PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX skos: <http://www.w3.org/2004/02/skos/core#>
PREFIX dbp-cat: <http://dbpedia.org/resource/Category:>
SELECT distinct ?Book WHERE {
?Book rdf:type foaf:Project ;
dbp-prop:publisher ?Publisher .
?Publisher skos:subject dbp-cat:Book_publishing_companies_of_the_United_Kingdom.
}
#Query
PREFIX
PREFIX
PREFIX
PREFIX

19. Adventure Novels from 2003.sparql
rdf:<http://www.w3.org/1999/02/22-rdf-syntax-ns#>
skos: <http://www.w3.org/2004/02/skos/core#>
opencyc-en: <http://sw.opencyc.org/2008/06/10/concept/en/>
foaf: <http://xmlns.com/foaf/0.1/>

SELECT * WHERE {

?Book rdf:type foaf:Project;
rdf:type opencyc-en:Adventure;
skos:subject <http://dbpedia.org/resource/Category:2003_novels>
}
#Query 20. State in the United States with governor from the Democratic Party.sparql
PREFIX dbp-prop: <http://dbpedia.org/property/>
PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX geo-ont: <http://www.geonames.org/ontology#>
PREFIX umbel-en: <http://umbel.org/umbel/ne/wikipedia/>
SELECT * WHERE {
?State dbp-prop:capital ?Location .
?Location geo-ont:parentFeature dbpedia:United_States .
?State dbp-prop:governor
<http://umbel.org/umbel/ne/wikipedia/Democratic_Party_%28United_States%29> .
}
#Query 21. A musical composer working in the genre of Blues rock
#with connection to Lead guitarists.sparql
PREFIX rdf:<http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX dbp-ont: <http://dbpedia.org/ontology/>
PREFIX skos: <http://www.w3.org/2004/02/skos/core#>
PREFIX opencyc-en: <http://sw.opencyc.org/2008/06/10/concept/en/>
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SELECT * WHERE {
?Person rdf:type opencyc-en:MusicalComposer .
?Person dbp-ont:genre dbpedia:Blues_rock .
?Person skos:subject <http://dbpedia.org/resource/Category:Lead_guitarists> .
}
#Query 22. An automobile, luxury car, assembled in a
# German speaking location.sparql
PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX dbp-ont: <http://dbpedia.org/ontology/>
PREFIX dbp-prop: <http://dbpedia.org/property/>
PREFIX umbel-sc: <http://umbel.org/umbel/sc/>
PREFIX umbel-en: <http://umbel.org/umbel/ne/wikipedia/>
SELECT ?Vehicle ?Location WHERE {
?Vehicle rdf:type umbel-sc:Automobile .
?Vehicle dbp-prop:assembly ?Location .
?Location dbp-ont:language dbpedia:German_language .
?Vehicle dbp-ont:class dbpedia:Luxury_car .
}
#Query 23. Countries where the US Dollar is used.sparql
PREFIX rdf:<http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX dbp-ont: <http://dbpedia.org/ontology/>
PREFIX dbp-prop: <http://dbpedia.org/property/>
SELECT ?Country WHERE {
?Val rdf:type dbp-ont:Currency ;
dbp-ont:usingcountry dbpedia:United_States ;
dbp-prop:land ?Country .
}
#---#Query 24. A Business founded in California with TextMarking products.sparql
PREFIX rdf:<http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX dbp-ont: <http://dbpedia.org/ontology/>
PREFIX dbp-prop: <http://dbpedia.org/property/>
PREFIX opencyc-en: <http://sw.opencyc.org/2008/06/10/concept/en/>
PREFIX umbel-sc: <http://umbel.org/umbel/sc/>
SELECT * WHERE {
?Company rdf:type opencyc-en:Business ;
dbp-prop:products ?Product .
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?Product rdf:type umbel-sc:TextMarking .
?Company dbp-ont:foundationplace dbpedia:California .
}
#Query 25. A movie whose director and writer is
# Terry Gilliam and starring Michael Palin.sparql
PREFIX skos: <http://www.w3.org/2004/02/skos/core#>
PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX dbp-prop: <http://dbpedia.org/property/>
PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX umbel-sc: <http://umbel.org/umbel/sc/>
PREFIX dbp-ont: <http://dbpedia.org/ontology/>

SELECT * WHERE {
?Movie dbp-ont:director dbpedia:Terry_Gilliam ;
dbp-ont:starring dbpedia:Michael_Palin ;
dbp-prop:writer dbpedia:Terry_Gilliam .
}
#Query 26. An entertainer, American male model
# who has won Golden Globe Awards.sparql
PREFIX skos: <http://www.w3.org/2004/02/skos/core#>
PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX dbp-prop: <http://dbpedia.org/property/>
PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX umbel-sc: <http://umbel.org/umbel/sc/>
SELECT distinct ?Person

WHERE {

?Person rdf:type umbel-sc:Entertainer .
?Person skos:subject <http://dbpedia.org/resource/Category:American_male_models>
.
?Person dbp-prop:goldenglobeawards ?Awards
}
#Query
# with
PREFIX
PREFIX
PREFIX
PREFIX
PREFIX
PREFIX

27. A Thriller movie distributed by 20th Century Fox
starring actor who is an artist performer.sparql
dbp-ont: <http://dbpedia.org/ontology/>
dbpedia: <http://dbpedia.org/resource/>
w-wikic: <http://www4.wiwiss.fu-berlin.de/wikicompany/resource/>
dbp-prop: <http://dbpedia.org/property/>
opencyc-en: <http://sw.opencyc.org/2008/06/10/concept/en/>
rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>

SELECT * WHERE {
?Movie dbp-ont:distributor w-wikic:20th_Century_Fox .
?Movie dbp-prop:genre dbpedia:Thriller .
?Movie dbp-ont:starring ?Actor .
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?Actor rdf:type opencyc-en:Artist_Performer .
}
#Query
# with
PREFIX
PREFIX
PREFIX
PREFIX
PREFIX

28. A Movie from Sony Pictures Classics
an American actor starring.sparql
dbpedia: <http://dbpedia.org/resource/>
dbp-prop: <http://dbpedia.org/property/>
dbp-ont: <http://dbpedia.org/ontology/>
w-wikic: <http://www4.wiwiss.fu-berlin.de/wikicompany/resource/>
geo-ont: <http://www.geonames.org/ontology#>

SELECT * WHERE {
?Movie dbp-ont:starring ?Actor .
?Actor dbp-ont:homeTown ?Location.
?Location geo-ont:parentFeature dbpedia:United_States .
?Movie dbp-ont:distributor w-wikic:Sony_Pictures_Classics
}
#Query 29. Antioxidant, a Chemically acidic substance.sparql
PREFIX umbel-sc: <http://umbel.org/umbel/sc/>
PREFIX skos: <http://www.w3.org/2004/02/skos/core#>
PREFIX rdfs: <http://www.w3.org/2000/01/rdf-schema#>

SELECT * WHERE {
?s rdfs:subClassOf umbel-sc:Antioxidant ;
skos:broaderTransitive umbel-sc:ChemicallyAcidicSubstance
}
#Query 30. Adventure Books by British writers.sparql
PREFIX rdf:<http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX dbp-prop: <http://dbpedia.org/property/>
PREFIX foaf: <http://xmlns.com/foaf/0.1/>
PREFIX skos: <http://www.w3.org/2004/02/skos/core#>
PREFIX umbel-sc: <http://umbel.org/umbel/sc/>
SELECT * WHERE {
?Book rdf:type foaf:Project ;
rdf:type umbel-sc:Adventure ;
dbp-prop:writer ?Writer .
?Writer skos:subject <http://dbpedia.org/resource/Category:British_writers>
}
#Query 31. Substance super class of Androgen
# and Corticosterone with narrower substance Gastrin.sparql
PREFIX umbel-sc: <http://umbel.org/umbel/sc/>
PREFIX skos: <http://www.w3.org/2004/02/skos/core#>
PREFIX umbel: <http://umbel.org/umbel#>
PREFIX opencyc-en: <http://sw.opencyc.org/2008/06/10/concept/en/>
PREFIX rdfs: <http://www.w3.org/2000/01/rdf-schema#>
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SELECT * WHERE {
?Substance umbel:superClassOf opencyc-en:Androgen ;
umbel:superClassOf opencyc-en:Corticosterone ;
skos:narrowerTransitive umbel-sc:Gastrin
}
#Query 32. Organization which is a financial company and
# a mortgage servicer.sparql
PREFIX umbel-sc: <http://umbel.org/umbel/sc/>
PREFIX skos: <http://www.w3.org/2004/02/skos/core#>
PREFIX umbel: <http://umbel.org/umbel#>

SELECT * WHERE {
?Organization umbel:superClassOf umbel-sc:FinancialCompany ;
skos:narrowerTransitive umbel-sc:MortgageServicer
}
#Query 33. Key people of a broadcast company
# owned by the Government of Canada.sparql
PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX dbp-prop: <http://dbpedia.org/property/>
PREFIX dbp-ont: <http://dbpedia.org/ontology/>
SELECT distinct ?People WHERE {
?Company rdf:type dbp-ont:Broadcast ;
dbp-prop:owner dbpedia:Government_of_Canada ;
dbp-prop:keyPeople ?People .
}
#Query 34. Broadcast company with owner located
# in the United States.sparql
PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX opencyc-en: <http://sw.opencyc.org/2008/06/10/concept/en/>
PREFIX dbp-prop: <http://dbpedia.org/property/>
PREFIX geo-ont: <http://www.geonames.org/ontology#>
PREFIX dbp-ont: <http://dbpedia.org/ontology/>
PREFIX foaf: <http://xmlns.com/foaf/0.1/>
PREFIX skos: <http://www.w3.org/2004/02/skos/core#>
PREFIX umbel-sc: <http://umbel.org/umbel/sc/>
PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>
SELECT ?Company

?Location WHERE {

?Company rdf:type dbp-ont:Broadcast ;
dbp-prop:owner ?o .
?o dbp-ont:location ?Location .
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?Location geo-ont:parentFeature dbpedia:United_States .
}
#Query 35. Musician with genre Alternative Rock
# and instrument invented by Bartolomeo Cristofori.sparql
PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX dbp-ont: <http://dbpedia.org/ontology/>
PREFIX dbp-prop: <http://dbpedia.org/property/>
SELECT * WHERE {
?Person rdf:type dbpedia:Musician ;
dbp-ont:genre dbpedia:Alternative_rock ;
dbp-prop:instrument ?Instrument .
?Instrument dbp-prop:inventor dbpedia:Bartolomeo_Cristofori .
}
#Query 36. A female aristocrat.sparql
PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX opencyc-en: <http://sw.opencyc.org/2008/06/10/concept/en/>
PREFIX skos: <http://www.w3.org/2004/02/skos/core#>
PREFIX umbel-sc: <http://umbel.org/umbel/sc/>
PREFIX rdfs: <http://www.w3.org/2000/01/rdf-schema#>

SELECT * WHERE {
?Person rdfs:subClassOf opencyc-en:Aristocrat ;
skos:broaderTransitive umbel-sc:FemaleHuman ;
rdf:type umbel-sc:Title_Aristocratic
}
#Query 37. A male aristocrat.sparql
PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX opencyc-en: <http://sw.opencyc.org/2008/06/10/concept/en/>
PREFIX skos: <http://www.w3.org/2004/02/skos/core#>
PREFIX umbel-sc: <http://umbel.org/umbel/sc/>
PREFIX rdfs: <http://www.w3.org/2000/01/rdf-schema#>

SELECT * WHERE {
?Person rdfs:subClassOf opencyc-en:Aristocrat ;
skos:broaderTransitive umbel-sc:MaleHuman ;
rdf:type umbel-sc:Title_Aristocratic
}
#Query 38. Plant of family NonWoody and Bamboo plants.sparql
PREFIX rdfs: <http://www.w3.org/2000/01/rdf-schema#>
PREFIX opencyc-en: <http://sw.opencyc.org/2008/06/10/concept/en/>
PREFIX skos: <http://www.w3.org/2004/02/skos/core#>
PREFIX umbel-sc: <http://umbel.org/umbel/sc/>
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SELECT * WHERE {
?Plant rdfs:subClassOf ?PlantFamily .
?PlantFamily skos:broaderTransitive umbel-sc:Plant_NonWoody ;
skos:narrowerTransitive umbel-sc:BambooPlant .
}
#Query 39. A company founded in the United States
# in the Information technology consulting industry.sparql
PREFIX dbp-ont: <http://dbpedia.org/ontology/>
PREFIX dbp-prop: <http://dbpedia.org/property/>
PREFIX geo-ont: <http://www.geonames.org/ontology#>
PREFIX dbpedia: <http://dbpedia.org/resource/>
SELECT * WHERE {
?Company dbp-prop:foundation ?Location .
?Location geo-ont:parentFeature dbpedia:United_States .
?Company dbp-ont:industry dbpedia:Information_technology_consulting
}
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